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ABSTRACT 

 Constructed response (CR) items are widely used in large-scale testing programs, 

including the National Assessment of Educational Progress (NAEP) and many district and state-

level assessments in the United States. One unique feature of CR items is that they depend on 

human raters to assess the quality of examinees’ work. The judgment of human raters is a 

relatively subjective process because it is based on raters’ own understanding of assessment 

context, interpretations of rubrics, expectations of performance and professional experiences. As 

a result, the process of human rating may bring some random errors or bias, which may unfairly 

affect the assignment of ratings. The main purpose of this dissertation is to provide insight into 

methodological issues that arise due to the role of rater judgments performance assessments. This 

dissertation includes three independent but related studies. The first study systematically 

explores the impacts of ignoring rater effects when they are present on estimates of student 

ability. Results suggest that in simulation conditions that reflect many large-scale mixed-format 

assessments, directly modeling rater effects yields more accurate student achievement estimates 

than estimation procedures that do not incorporate raters. The second study proposes an iterative 

parametric bootstrap procedure to help researchers and practitioners more accurately evaluate 

rater fit. The results indicate that the proposed iterative procedure performs best because it has 

well-controlled false positive rates, high true positive rates, and overall accuracy rates compared 

to using traditional parametric bootstrap procedure and rule-of-thumb critical values. The third 

study examines the quality of ratings in the Georgia Middle Grades Writing Assessment using 

both the Partial Credit model formulation of Many Facets Rasch model (PC-MFR) and a 
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Hierarchical Rater Model based on a signal detection model (HRM-SDT). Major findings 

suggests that rating quality varies across four writing domains, that rating quality varies across 

each category with each domain, that raters use the rating scale category in a psychometrically 

sound way, and that there is some correspondence between rating quality indices based on PC-

MFR model and HRM-SDT. 



 

iv 
 

DEDICATION 

 This dissertation is dedicated to my excellent husband, Wenchao Ma, my parents, 

Xiangping Guo and Yongli Wu, and my son, Andrew G. Ma. 

  



 

v 
 

ACKNOWLEDGMENTS 

 I am deeply indebted to my advisor, Dr. Stefanie A. Wind, for her enlightening guidance, 

unlimited support, great patience, and continuous encouragement throughout my doctoral studies 

at the University of Alabama. I am extremely fortunate to have her as my advisor, mentor, 

collaborator, and friend. Her wisdom, generosity, kindness, and attentiveness have shaped me as 

a researcher, scholar, and person. Dr. Wind introduced me to the field of rater-mediated 

assessments. She guided me to publish my first paper in one of the top-tier journals in the field. I 

think if she had worked on it by herself, she would have published it faster. But she was willing 

to spend a lot of time enlightening a young scholar like me who knew barely anything about 

rater-mediated assessments at that time. She shares a lot of brilliant research ideas with me. She 

is always available to listen to my questions and offer constructive suggestions. I also appreciate 

her financial support for my dissertation studies and her insightful advice on my career. It is her 

strong support, excellent advice, smart ideas, and great encouragement that help me achieve each 

academic milestone in my doctoral studies.  

 I am also grateful to my dissertation committee members: Dr. Tracey S. Hodges, Dr. 

Michael A. Lawson, Dr. Kaiwen Man, and Dr. Randall Schumacker. Thank you for your 

valuable suggestions, and insightful comments on my dissertation studies and for your 

considerable encouragement and strong support in general. Grateful thanks go to Dr. Youn-Jeng 

Choi, who provided me with great opportunities to work on DIF projects, dimensionality 

projects, and the Spencer Foundation Small Grant application.



 

vi 
 

 I would also like to acknowledge the financial support from ESPRMC, Dean’s office, and 

graduate school that supported my doctoral study, this dissertation, and travel for national and 

international academic conferences. I would like to express my sincere thanks to Ms. Arlene 

Chissom, who supported me in the past two years to take professional development courses, 

which broaden my horizons and help me lay a solid foundation in my field. Also, I would love to 

thank Ms. Suzanne Gibson, and Ms. Michelle Harris for their quick and helpful responses to my 

emails, and for their help and encouragement in general. 

 I would like to express my gratitude to my friends and colleagues from ESPRMC: Dr. 

Michelle Wooten, Dr. Maureen A. Flint, Dr. Mitchell Porter, Cheng Hua, Yuan Ge, Qingzhou 

Shi, and Abdullah Asilkalkan for all their help, suggestions, and encouragement.  

 Moreover, I am grateful to my mentors and colleagues from my two remote psychometric 

internships for their help, guidance, patience, and kindness. Thank Dr. Hao Song for an 

enjoyable working experience in NBCRNA. Thank Dr. Louis Roussos, Dr. Xi Wang, and Dr. 

Liuhan Cai for sharing and involving me in interesting research projects in Cognia.  

 Lastly, I would like to express my appreciation to my family. Thank my best friends and 

mentors, Dr. Hueying Tzou and Dr. Yi-Fang Wu, for always standing by my side when I need 

them. They are like my family. Thank my parents, Xiangping Guo and Yongli Wu, who did not 

have a chance to go to college, but always encourage me and support me to pursue my dream of 

being a great scholar. Thank my beloved husband, Wenchao Ma who gives me whole-hearted 

support in many different ways. Marrying you was the best decision I made in my life. Thank 

you for the immense love you have for me. Thank you, my amazing son, Andrew G. Ma, for 

continuing to teach me about the important things in life and for giving me strength and 

motivation to be the best version of myself. 



 

vii 
 

CONTENTS 

 

ABSTRACT ................................................................................................................................... ii 

DEDICATION.............................................................................................................................. iv 

ACKNOWLEDGMENTS ............................................................................................................ v 

LIST OF TABLES ....................................................................................................................... ix 

LIST OF FIGURES ...................................................................................................................... x 

CHAPTER ONE: INTRODUCTION ......................................................................................... 1 

Theoretical Framework ............................................................................................................... 2 

Statement of the Problem & Purposes of Studies ....................................................................... 6 

Overview of Dissertation ............................................................................................................ 8 

CHAPTER TWO: EXAMINING THE IMPACTS OF IGNORING RATER EFFECTS IN 

MIXED-FORMAT TESTS ........................................................................................................ 10 
 

Introduction ............................................................................................................................... 10 

Purpose ...................................................................................................................................... 15 

Method ...................................................................................................................................... 16 

Results ....................................................................................................................................... 25 

Discussion ................................................................................................................................. 28 

Limitations and Directions for Future Research ....................................................................... 32 

CHAPTER THREE: AN ITERATIVE PARAMETRIC BOOTSTRAP APPROACH TO 

EVALUATING RATER FIT ..................................................................................................... 34 
 

Introduction ............................................................................................................................... 34



 

viii 
 

Purpose ...................................................................................................................................... 39 

Method ...................................................................................................................................... 40 

Results ....................................................................................................................................... 46 

Discussion ................................................................................................................................. 51 

Limitations and Directions for Future Research ....................................................................... 54 

CHAPTER FOUR: EXAMINING RATING QUALITY IN WRITING ASSESSMENT 

USING FACETS MODELS AND HIERARCHICAL RATER MODELS ........................... 56 

 

Introduction ............................................................................................................................... 56 

Purpose ...................................................................................................................................... 59 

Method ...................................................................................................................................... 60 

Results ....................................................................................................................................... 64 

Discussion ................................................................................................................................. 68 

Limitations and Directions for Future Research ....................................................................... 69 

CHAPTER 5: DISCUSSION AND CONCLUSIONS ............................................................. 70 
 

Discussion ................................................................................................................................. 70 

Implications for Research and Practice ..................................................................................... 74 

Limitations and Future Research ............................................................................................... 75 

REFERENCES ............................................................................................................................ 77



 

ix 
 

LIST OF TABLES 

Table 1. Infit MSE and 95% Critical Values based on Iterative Parametric bootstrap   

Procedure ...................................................................................................................................... 88 
 

Table 2. False Positive Rates: When No Misfit Raters Exist ....................................................... 89 

Table 3. Overall Accuracy Rates: When No Misfit Raters Exist .................................................. 90 

Table 4. False Positive Rates under Complete Rating Design: When Discrimination Misfit 

Raters Exist ................................................................................................................................... 91 
 

Table 5. False Positive Rates under Incomplete Rating Design: When Discrimination Misfit 

Raters Exist ................................................................................................................................... 92 
 

Table 6. True Positive Rates under Complete Rating Design: When Discrimination Misfit Raters 

Exist............................................................................................................................................... 93 
 

Table 7. True Positive Rates under Incomplete Rating Design: When Discrimination Misfit 

Raters Exist ................................................................................................................................... 94 
 

Table 8. Overall Accuracy Rates under Complete Rating Design: When Discrimination Misfit 

Raters Exist ................................................................................................................................... 95 
 

Table 9. Overall Accuracy Rates under Incomplete Rating Design: When Discrimination Misfit 

Raters Exist ................................................................................................................................... 96 
 

Table 10. Rating Quality Indices Based on PC-MFR Model and the HRM-SDT Model ............. 97 

Table 11. Calibration of the Rater Severity from MFR-PC and HRM-SDT ................................ 98 

Table 12. Rater Fit Indices from MFR-PC .................................................................................. 99 

 

  



 

x 
 

LIST OF FIGURES 

Figure 1. Density Plot of Rater Severity for 2015 NAEP Mathematics and Reading    

Assessments ................................................................................................................................. 100 
 

Figure 2. Three-way Interaction of Test Length, Proportion of Items Each Student Answers, and 

Considering Rater Effect or not for Mathematics Assessment ................................................... 101 
 

Figure 3. Four-way Interaction of Test Length, Proportion of Items Each Student Answers, 

Proportion of CR items and Considering Rater Effect or not for Reading Assessment ............. 102 
 

Figure 4. Four-way Interaction of Test Length, Proportion of Items Each Student Answers, 

Student Sample Size and Considering Rater Effect or not for Reading Assessment .................. 103 
 

Figure 5. A Plot of Infit MSE Statistic for 15 Raters with Bootstrap 95% critical values ......... 104 

Figure 6. A Plot of Outfit MSE Statistic for 15 Raters with Bootstrap 95% critical values ...... 105 

Figure 7. An Illustration of SDT, Where a Rater Rates an Item with Four Categories ............. 106 

Figure 8. An Illustration of Identifying Rater Effects by Comparing Relative Criteria with Ideal 

Criteria ........................................................................................................................................ 107 
 

Figure 9. Rater Severity on Four Domains Based on PC-MFR ................................................ 108 

Figure 10. Rater Severity on Four Domains Based on HRM-SDT ............................................ 109 

Figure 11. Relative Response Criteria for Each Rater Based on HRM-SDT ............................ 110 

Figure 12. Threshold Estimates for Each Rater Based on PC-MFR ......................................... 111 

Figure 13. Relative Criteria for Each Rater Based across Four Domains Based on              

HRM-SDT ................................................................................................................................... 112 
 

Figure 14. Rater Discrimination for the Four Domains ............................................................ 113 



 

1 
 

CHAPTER ONE: INTRODUCTION 

Constructed response (CR) items require examinees to generate responses instead of 

selecting an answer from a short list of response options. In addition to reducing issues 

associated with guessing on multiple-choice (MC) items, CR items provide an opportunity to 

measure traits that MC items cannot fully assess, such as dynamic cognitive processes. 

Additionally, CR items offer a possibility for examinees to demonstrate their in-depth knowledge 

such that stakeholders such as teachers and parents can better understand students’ achievement. 

Despite CR items’ various benefits, one characteristic of this item type is that it requires human 

raters to interpret examinees’ performance and to make judgements, which may introduce error, 

as Guilford (1936) cautioned: “raters are human and they are therefore subject to all of the errors 

to which humankind must plead guilty” (p. 272). Although automated scoring has been 

implemented in CR items in some assessment programs, scorings from human raters are still 

treated as “gold standard” and are used for training and evaluating automated scoring models 

(Wolfe & Wendler, 2020). Therefore, human judgment still plays a central role in evaluating 

student performance. Since examinees’ scores are not a direct representation of their ability on a 

latent construct, instead, they are mediated through human raters in the complex context, many 

researchers (e.g., Eckes, 2005; Wind & Engelhard, 2013; Wind & Schumacker, 2017; Wind, 

2020) use the term rater-mediated assessments to describe an assessment where human raters 

score CR items using a rating scale. 
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More importantly, rater judgements are used to inform decisions, such as graduation and 

admission, since CR items are an important component of many high-stakes assessments, such as 

the Scholastic Aptitude Test (SAT) and Graduate Record Examinations (GRE). The Standards 

for Educational and Psychological Testing (AERA et al., 2014) highlights that evidence of rating 

quality is a key aspect of psychometric quality of rater-mediated assessment. Therefore, it is 

extremely important to gather and evaluate rating quality, or the extent to which raters’ scoring 

to student performances are warranted by the performances (Wind & Engelhard, 2013). 

Researchers typically collect evidence of rater quality from two aspects based on two research 

traditions: 1) indicators of rater agreement and reliability are often used to identify raters whose 

judgements are different from an expert rater or other raters who rate the same item; 2) rater 

effects analyses based on modern measurement theory models provide insight into raters’ 

tendencies to exhibit systematic differences in severity/leniency, tendencies to restrict their 

scoring to certain categories of the rating scale (e.g., central tendency), systematic biases, among 

others; I present an overview of these traditions in the next section. The choice of research 

tradition, as well as the specific model within each tradition, has implications for the types of 

information that analysts can gather about rating quality. As a result, these methodological 

choices have implications for the conclusions that are made about the psychometric quality of 

rater-mediated assessments. This dissertation study aims to investigate rating quality within the 

context of high-stakes rater-mediated educational assessments.   

Theoretical Framework 

Researchers have proposed several general psychometric perspectives to examine rating 

quality, which broadly fall into two research traditions: test score tradition and scaling tradition 

(Engelhard & Wind, 2018). As the name implies, the test score tradition focuses on modeling test 
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scores (i.e., sum scores) using linear models with the primary aim of estimating variance 

components associated with an assessment system (Engelhard & Wind, 2018). Measurement 

models within the test score tradition including Generalizability Theory (Brennan, 2000), Factor 

Analysis (Harman, 1976), and Structural Equation Modeling (Jorsekog, 2007) have been applied 

to rating data to evaluate the influence of multiple sources of errors on ratings. For example, 

Harik et al. (2009) used Generalizability Theory to explore the degree to which rater severity 

estimates changed over time. Mccaffrey et al., (2015) performed a multilevel factor analysis to 

separate rater errors from teacher-level factors (i.e., emotional support, classroom organization, 

and instructional support) in classroom observations. Schoonen (2005) used structural equation 

modeling to estimate multiple sources of variances in the writing score, such as student’s writing 

ability, characteristics of writing items, rater, and interactions among these three facets. Based on 

the test score tradition, several rating quality indices have been used in practice, such as Kappa 

statistics (Cohen, 1960, 1968), generalizability coefficients (Cronbach et al., 1972), and 

coefficient alpha (Cronbach, 1951).  

Rather than focusing on sum scores, models within the scaling tradition model item 

responses, or in the case of rater-mediated assessments, rater responses to performances, to 

estimate parameters that reflect key components of an assessment on a linear continuum that 

represents a construct. In the scaling tradition, several item response models have been proposed 

to conduct rating scale analysis including the Rating Scale Model (Andrich, 1978), Partial Credit 

Model (Masters, 1982), and Graded Response Model (Samejima, 1969). The Many Facet Rasch 

(MFR) model (Linacre, 1989) incorporates a rater parameter, which can be used to identify rater 

effects and thus widely used in rater-mediated assessments (Engelhard et al., 2018). The MFR 
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model has invariant measurement requirements. Wind (2014) describes the concept of rater-

invariant measurement. In her words: 

1. The measurement of persons must be independent of the particular raters who happen 

to be used for the measuring: Rater-invariant measurement of persons.  

2. The calibration of the domains must be independent of the particular raters used for 

calibration: Rater-invariant calibration of domains. 

3. The structure of the rating categories must be independent of the particular raters used 

for calibration: Rater-invariant calibration of rating scales. 

4. Persons, raters, domains, and rating categories must be simultaneously located on a 

single underlying latent variable: Variable map. 

Wind and Engelhard (2013) summarized three major categories of rating quality indices 

based on MFR model: (A) rater calibrations, (B) model-data fit, and (C) interactions. 

A. Rater Calibrations 

 The first category of rater quality indices is rater calibration. First, researchers can 

evaluate rater leniency and severity through comparing the rater location estimates on the logit 

scale that represents the latent variable. Raters with high locations on the logit scale require 

students to have “more” ability to earn a high score. These raters are considered as severe. In 

contrast, raters with low locations on the logit scale require students to have “less” ability to earn 

a high score and thus are considered as lenient. Second, to examine rater precision, a standard 

error for each rater can be calculated. A rater with large standard error indicates the calibration of 

rater location is not precious; small standard error demonstrates an accurate estimation. Third, to 

evaluate how spread-out the individual rater severities are, the reliability of the rater separation 

index can be calculated. This index provides information about whether severe and lenient raters 
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have significant differences. In many situations, researchers and practitioners would like to have 

have a reliability of rater separation close to 0, because it indicates that raters can be 

exchangeable (Myford & Wolfe, 2004). A chi-square test can also be conducted to test the null 

hypothesis that rater severity measures are not significantly different. A significant chi-square 

value suggests raters do not have the same level of severity when evaluating ratees. Note that the 

chi-square test is sensitive to sample size. Therefore, when sample size is large, the rater chi-

square statistic may be statistically significant even if there is small actual variation between 

raters. 

B. Model-data Fit 

 The second category of rating quality indices is model-data fit for raters. Rater misfit 

occurs when observed ratings deviate from model-expected ratings. Collecting evidence of rater 

fit is critical for several reasons. First, Rasch models require invariant measurement. However, 

“invariant measurement is not a direct result of estimation with the Rasch model. Rather, 

invariance is a hypothesis that must be verified by examining model-data fit.” (Wind et al., 2016, 

p. 280). Specifically, when there is evidence that raters exhibit acceptable fit to Rasch model, 

researchers can meaningfully interpret student achievement estimates that are adjusted for 

differences in rater severity by Rasch model. Second, rater fit statistics help researchers and 

practitioners detect systematic rater biases, such as rater drift or rater differential functioning, 

which was not captured by diagnostic indicators of specific rating patterns such as severity or 

central tendency. Wind and Guo (2019) found that rater fit statistics can identify raters who 

exhibit systematic biases related to a subgroup of students.  

C. Interactions 
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 To examine whether raters’ ratings are invariant across facets, interactions between rater 

severity and other facets can be added to MFR models. Interactions between rater severity and 

external facets, such as student gender or race, can be used to detect whether raters demonstrated 

differential patterns of severity or leniency based on students’ subgroups. Similarly, interactions 

between rater severity and internal facets, such as domains in an analytic scoring rubric, can be 

used to identify whether raters are systematically more or less severe when assigning ratings to 

students in a particular domain.  

Statement of the Problem & Purposes of Studies 

 As mentioned above in the theoretical framework, the first category of rating quality 

indices is rater calibrations, among which rater leniency/severity represents the location of each 

rater. There are few published studies in which researchers have specifically and systematically 

considered the impact of ignoring rater leniency/severity when they are present on estimates of 

student ability in large-scale mixed-format tests. Therefore, the purpose of the first study is to 

systematically explore the impacts of ignoring rater leniency/severity on student achievement 

estimates in mixed-format tests under conditions that reflect operational large-scale mixed-

format assessments. One overarching research question guides this study:  

1. What impact does ignoring rater effects have on estimates of student achievement in 

mixed-format tests when rater effects are present? 

The second category of rating quality is model-data fit. Infit and outfit MSE are two 

useful statistics to evaluate model-data fit. However, the interpretation of them is not 

straightforward. In practice, researchers have proposed several rule-of-thumb critical values to 

flag misfit raters. However, some simulation studies have shown these rule-of-thumb values may 

not be appropriate (e.g., Smith et al., 1998). Although the parametric bootstrap approach is a 
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promising way to establish critical values for infit and outfit MSE, the second study in this 

dissertation demonstrates that it does not always perform well and needs to be modified. 

Therefore, the purposes of the second study are (1) to propose an iterative parametric bootstrap 

procedure to overcome limitations of the traditional bootstrap method and (2) to determine the 

false positive rates and true positive rates of infit and outfit MSE statistics based on the iterative 

and traditional parametric bootstrap and rule-of-thumb methods. Three research questions guide 

this study: 

1. What are the false positive rates of infit and outfit MSE statistics using rule-of-thumb, 

traditional and iterative parametric bootstrap procedures?  

2. What are the true positive rates of infit and outfit MSE statistics using rule-of-thumb, 

traditional and iterative parametric bootstrap procedures when the discrimination 

parameter is not the same as that from the Rasch-model expected value of 1.0 for 

some raters and when the rating thresholds vary for some raters?  

3. Do the false positive rates and true positive rates of infit and outfit MSE statistics 

change when different data collection designs are used? 

            In the scaling tradition, apart from MFR model, there are some other rater models, such as 

Hierarchical Rater Model (HRM). HRM overcomes some limitations of MFR model. The 

purpose of the third study is to examine the quality of ratings in a writing assessment using both 

the MFR model and HRM. This study presents and illustrates a set of rating quality indices from 

these two approaches and investigates the correspondence between the indices based on these 

two approaches. The following three research questions guide this study: 

1. What does the MFR approach reveal about the individual rater’s rating quality of a 

rater-mediated writing assessment? 
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2. What does the HRM approach reveal about the individual rater’s rating quality of a 

rater-mediated writing assessment? 

3. Do indices of individual rater’s rating quality based on the MFR and HRM 

approaches provide similar conclusions about rating quality specific to individual 

raters? 

Overview of Dissertation 

 This dissertation includes three independent but related studies. It is organized as follows. 

Chapter One is an introduction to these three studies including a theoretical framework, 

statement of problem, and purposes and research questions of each study. Chapter Two to 

Chapter Four present the three studies, respectively. Specially, Chapter Two examines the 

impacts of ignoring rater leniency/severity in mixed-format tests. Chapter Three proposes an 

iterative parametric bootstrap approach to evaluating rater fit. Chapter Four examines rating 

quality in writing assessment using MFR model and HRM. Chapter Five draws connections 

among these three studies, makes conclusions, points out limitations, and provides future 

directions. 

 This dissertation fills gaps in the literature from three aspects. First, researchers have not 

systematically considered the impact of ignoring rater effects when they are present on estimates 

of student ability using large-scale mixed-format assessments. The first study in this dissertation 

contributes to the existing literature by using results from an analysis of NAEP data to 

systematically explore the impacts of rater effects on student achievement estimates under 

realistic conditions using modern measurement theory models situated within a measurement 

framework. Results suggest that in conditions that reflect many large-scale mixed-format 
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assessments, directly modeling rater effects yields more accurate student achievement estimates 

than estimation procedures that do not incorporate raters.  

 Second, researchers who evaluate rater fit in performance assessments using a MFR 

model approach often rely on rule-of-thumb critical values or critical values obtained from the 

traditional parametric bootstrap procedure (Seol, 2016; Wolfe, 2013). However, both approaches 

have some limitations, which are overcome in the second study in this dissertation by proposing 

an iterative parametric bootstrap procedure. Results show that this procedure is promising and 

could serve as an attractive alternative to its traditional counterpart and the rule-of-thumb critical 

values.  

 Third, previous studies typically apply either MFR models or HRM to the rating data to 

evaluate rating quality. However, applying both approaches to the same dataset provides a 

possibility to compare results from two approaches. The third study in this dissertation uses a 

secondary analysis of data from a district-level writing assessment and contributes to the 

literature by presenting and illustrating a set of rating quality indices from these two approaches 

and investigating the correspondence between the indices. 

 Altogether, this dissertation will provide researchers with insight into methodological 

issues that arise due to the role of rater judgments performance assessments. Understanding the 

implications of controlling for rater severity (Study 1), evaluating rater fit (Study 2), and the 

nature of the indices that are available with different methods (Study 3) is important in order to 

ensure meaningful interpretation and use of performance assessment result
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CHAPTER TWO: EXAMINING THE IMPACTS OF IGNORING RATER EFFECTS IN 

MIXED-FORMAT TESTS 

Introduction 

Many large-scale testing programs, such as the National Assessment of Educational Progress 

(NAEP) in the United States, the international Trends in International Mathematics and Science 

Study (TIMSS), and numerous district-level and state-level assessments in the United States 

(e.g., Georgia Department of Education, 2020), make use of mixed-format tests, which include 

both multiple choice (MC) items and constructed response (CR) items. This testing format 

balances the advantages and disadvantages of these two types of items. MC items are often 

considered to be more objective, inexpensive, and fast in scoring, while CR items are considered 

useful for decreasing the possibility of guessing, measuring higher-order thinking skills more 

effectively and providing more accurate estimates of achievement for students with extremely 

high or low ability (Ercikan et al., 1998). In addition, with the move to online administrations of 

several large-scale high-stakes assessments due to concerns with the COVID-19 pandemic, some 

testing companies have updated test specifications to place more emphasis on constructed 

response tasks because they may be less susceptible to traditional forms of cheating (Camara, 

2020). However, one characteristic of CR items is that they require human judgment to evaluate 

examinee performance. Meaningful interpretation of the results from CR item ratings requires 

evidence that the judgmental processes do not threaten the validity, reliability, and fairness of the 

assessment. To gather such evidence, analysts often examine scoring data for evidence of rater
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effects, or raters' scoring tendencies that result in performances receiving different scores than are 

warranted given their quality (Myford & Wolfe, 2003).  

 To help identify and control for rater effects, researchers have proposed psychometric 

models that directly incorporate rater effects. Among these, the Many-Facet Rasch (MFR) model 

(Linacre, 1989) has been applied to a number of content areas, including writing assessment 

(Eckes, 2005; Wind & Engelhard, 2012, 2013; Wind & Peterson, 2018), music assessment 

(Wesolowski et al., 2015, 2016), teacher evaluation (Bergin et al., 2017; Wind & Jones, 2018), 

and others. There are good reasons for its extensive use. Although information about rater 

agreement and rater reliability is critical to the interpretation and use of performance 

assessments, these indices do not capture more nuanced psychometric issues in rater-mediated 

assessments, such as raters’ tendencies to exhibit systematic differences in severity/leniency, 

tendencies to restrict their scoring to certain categories of the rating scale (e.g., central tendency), 

systematic biases, among others. Rater effects analyses based on the MFR model provide insight 

into these effects. Results from such analyses are critical to rater training, the development and 

revision of scoring materials, and the interpretation and use of ratings. Additionally, compared to 

other approaches to monitoring ratings, such as generalizability theory analyses (Brennan, 2000) 

or reliability coefficients that summarize the consistency with which a group of raters has scored 

a set of performances (Morgan et al., 2014), the MFR model is situated within a rater-invariant 

measurement framework (Engelhard & Wind, 2018), which has strict requirements: (1) estimates 

of test-taker achievement should not depend on the particular rater who rated their performance, 

and (2) estimates of rater severity should not depend on the particular test-takers who the rater 

rated. Rater-invariant measurement is an essential component of the fairness of rater-mediated 

assessment systems. As defined in the Standards for Educational and Psychological Testing 
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(AERA et al., 2014), fairness in testing occurs when construct-irrelevant characteristics do not 

impede test-takers’ ability to demonstrate their standing on a psychological construct. In the case 

of performance assessments, fairness implies that rater characteristics do not systematically 

affect rater judgments of student achievement. The requirements for rater-invariant measurement 

that characterize the MFR model allow researchers to identify deviations from invariance that 

compromise the interpretation of student achievement estimates. On the other hand, when ratings 

approximate the model requirements, student achievement estimates are adjusted for (controlled 

for) differences in rater severity, even in cases where it is not possible for all raters to rate all 

student performances. 

 There are few published studies in which researchers have specifically and systematically 

considered the impact of ignoring rater effects when they are present on estimates of student 

ability in large-scale mixed-format tests, although researchers have explored the effect of rating 

designs on ability estimation (Hombo et al., 2001), and impacts of rater effects, such as severity, 

centrality, and misfit on student achievement estimates (Wind, 2019) in standalone performance 

assessments. It is important to examine rater effects on estimates of student ability in mixed-

format assessments because this type of assessments is quite popular in practice, and because 

conclusions drawn from a test consisting of only CR items may not directly generalize to mixed-

format test. Instead, researchers have focused on issues such as evaluating equating properties 

for mixed-format tests (He, 2011; Kim et al., 2010), proposing linking methods for mixed-format 

tests (Tate, 1999, 2000), exploring differences in the psychometric characteristics of MC and CR 

items (Martinez, 1991), illustrating methods for estimating parameters (Hsieh et al., 2010; Patz 

& Junker, 1999), comparing administration modes (e.g., computer vs. paper-and-pencil; Bennett 

et al., 2008), and exploring item format effects (Griffo, 2011). I was able to identify two studies 
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specifically focused on rater effects in large-scale mixed format assessments. First, Patz et al. 

(1997) used a subset of data from the 1992 NAEP Trial State Assessment Program in Reading at 

grade 4 and a preliminary simulation study to consider the presence and impact of rater effects 

on estimates of student achievement. Major findings suggested that rater effects were present in 

the scoring data, and when they were not directly modeled, these effects impacted estimates of 

student achievement. Nevertheless, this study did not thoroughly and systematically investigate 

the implication of ignoring rater effects when they are present on student achievement. 

Specifically, the simulation conditions that these authors manipulated were fairly limited: They 

did not vary student sample size, test length, rater sample size, the proportion of items that each 

student answers, and the proportion of CR items in the mixed-format test. As a result, the 

simulation design that Patz et al. used may not fully reflect the majority of data collection design 

that are used in “real world” operational assessment programs such as NAEP. In particular, to 

simulate data sets, the authors drew student, item, and rater parameters from normal distributions 

or log-normal distributions instead of using estimated parameters from real datasets. Moreover, 

the simulated data only included CR items. As I mentioned before, many testing programs use 

mixed-format tests that include both MC items and CR items. All of these issues limit the 

generalizability of this study. I found one other study in which researchers considered rater 

effects in a large-scale international mixed-format assessment. Specifically, Shin et al. (2019) 

investigated rater effects using data from the 2015 Programme for International Student 

Assessment (PISA). Although these researchers considered issues related to raters, they used a 

somewhat different approach than is typically used to explore rater effects. Specifically, these 

researchers used regression models to examine differences in rater severity related to country. In 

the regression models, they used rater-by-country dummy variables to predict student proficiency 
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estimates, which were estimated beforehand using IRT models without considering rater effect. 

This is a post-hoc approach, which is statistically suboptimal. Their major findings indicated that 

rater effects were negligible in most countries.  

As Luecht and Ackerman (2018) mentioned in their discussion of the design of item 

response theory simulation studies, researchers: “SHOULD [systematically] make the observed 

data used in simulations as complicated and ‘messy’ as the real data that we are likely to 

encounter in practice” (p. 75, emphases in the original). In the current study, I used the results 

from analyses of two sections from the 2015 administration of the NAEP mathematics and 

reading assessments to systematically explore the effects of ignoring rater severity on estimates 

of student achievement. I used NAEP as a reference point because it is the largest nationally 

representative and continuing assessment to measure academic performance of U.S. students in 

various subjects and results from it can inform policymakers, researchers, educators, parents, and 

members of the general public about educational progress across country. In addition, NAEP is 

an example of a large-scale mixed format assessment program in which rater reliability analyses 

are routinely used, but rater effects analyses based on latent trait models are not routinely 

included. Specifically, the scoring procedures for NAEP include double scoring for 25% of CR 

item responses in order to facilitate rater reliability analyses (NAEP Technical Documentation, 

2017). I demonstrate how to conduct rater effects analyses for this type of assessment in general, 

and I examine the impact of rater effects on student achievement specifically; such analyses 

could be implemented in practice without the need for double-scoring as a supplementary 

indicator of rating quality in this type of assessment. Although large-scale mixed-format 

assessments are not always intended for making inferences about individual students (as is the 

case for NAEP), these analyses could be conducted as an indicator of rating quality to 
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supplement routine psychometric analyses and inform scoring procedures and modeling 

approaches for mixed-format assessments. Specifically, researchers could examine the degree to 

which differences in rater severity impact student achievement. Evidence of such effects could 

be used to inform rater training and monitoring procedures in order to minimize potentially 

construct-irrelevant variance in student achievement estimates. 

Purpose 

 The purpose of the current study is to systematically explore the impacts of ignoring rater 

effects on student achievement estimates in mixed-format tests under conditions that reflect 

operational large-scale mixed-format assessments. In so doing, I demonstrate how rater effect 

analyses can provide important information about rating quality beyond the information that is 

provided by routine procedures for evaluating ratings that require double scoring (e.g., rater 

agreement analyses). I used two models to estimate student achievement: (a) a “regular” partial 

credit model (PCM; Masters, 1982) that ignores potential rater effects and only estimates item 

difficulties and student achievement and (b) a partial credit model version of a three-facet many 

facet Rasch model (PC-MFR; Linacre, 1989) with facets for student achievement, rater severity, 

and item difficulty. That is, the PC-MFR model includes rater severity parameters, apart from 

item difficulty and student achievement parameters. I focused on the following research 

question: 

1. What impact does ignoring rater effects have on estimates of student achievement in 

mixed-format tests when rater effects are present? 
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To address these research questions, I designed a systematic investigation informed by the 

characteristics of two sections from the 2015 National Indian Education Study (NIES) 

administration of NAEP. I provide details about my specific procedures below. 

Method 

Models 

Rasch models (Rasch, 1960) are modern measurement theory models that can be used to 

estimate parameters for mixed-format assessments that include rater judgments when there are 

large proportions of missing data as long as there is sufficient connectivity within the design. 

Rasch modeling is widely used in research on rater-mediated assessments. One of major 

motivations is that this approach requires rater severity to be invariant across all levels of student 

achievement, and it requires student achievement estimates to be invariant across all raters. In 

addition, Rasch models require adherence to unidimensionality and local independence. Given 

acceptable fit to the Rasch model requirements, student achievement estimates are adjusted for 

differences in rater severity, even when incomplete rating designs are used. Accordingly, the 

Rasch framework offers a clear, theoretically based approach for evaluating rating quality while 

also accommodating practical concerns such as incomplete data. In the current study, I use 

several Rasch models to explore issues related to rater effects in mixed-format assessments. 

Rasch models for assessments that include relatively complex designs, such as a 

combination of MC and CR items and rater judgment, are extensions of the dichotomous Rasch 

model. The dichotomous Rasch model (Rasch, 1960) can be stated as: 

                                                   ,                                             (1) 
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where n  is the location of student n on the construct (i.e., student ability), 
j  is the difficulty of 

item  j on the logit scale (i.e., item difficulty), and is the probability for a correct response 

( ) by student n on item  j. The Partial Credit (PC) model (Masters, 1982) is an extension 

of the dichotomous Rasch model that specifies a location estimate for the threshold (i.e., “step”) 

between adjacent categories in a rating scale that is unique to each item. The PC model can be 

expressed as follows: 

                                              ,                                        (2) 

where  is the difficulty of category k relative to category k-1 for item j. This model is useful in 

the context of mixed-format assessments because it can be used with items that have different 

scale lengths, such as dichotomously scored MC items and CR items that are scored in more than 

two categories. Building further on the PC model, it is also possible to directly incorporate 

additional facets that reflect unique components of an assessment procedure, such as rater 

judgment. Specifically, the PC formulation of the Many-Facet Rasch (MFR) model (PC-MFR; 

Linacre, 1989) can be specified to include facets for student achievement, rater severity, and item 

difficulty:  

                                              ,                               (3) 

where i  is the severity estimate for rater i on the logit scale. 

2015 NAEP 4th grade mathematics and reading assessment restricted use dataset 

 I designed the study to reflect the characteristics of real data from the 2015 administration 

of NAEP. Specifically, I analyzed data from NIES administration of the fourth grade 

mathematics and reading NAEP assessments, which includes American Indian and Alaskan 
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Native (AI/AN) students who were enrolled in public, private, Department of Defense, and 

Bureau of Indian Education funded schools at the time of the assessment. I chose to focus on this 

administration for several reasons. First, the complete sample of participants in the NIES is about 

1% of the main NAEP sample. Accordingly, the NIES sample is a manageably sized dataset that 

allowed us to explore rater effects for a small enough sample of raters and students to facilitate a 

clear illustration. Along the same lines, the NIES sample size is comparable to the proportion of 

student compositions that undergo double-scoring for rater agreement analyses in the main 

NAEP administration within each subset of the assessments (e.g., the Number Properties and 

Operations items in the 4th grade mathematics assessment). The analyses with this sample 

demonstrate how researchers could use rater effects analyses based on modern measurement 

theory models as a supplementary approach to evaluating rating quality for similar samples. 

 To ensure a clear and focused illustration, I analyzed data from one section of the fourth 

grade NIES mathematics and reading datasets. From the math dataset, I focused on the Number 

Properties and Operations scale, and from the reading dataset, I focused on the Literary 

Experience scale. These items come from ten of the item “blocks” that are systematically 

combined to construct assessment booklets for individual students to ensure that each item is 

administered to a comparable sample of students, that the assessment covers a wide range of 

content in each subject area, to reduce data collection costs, and to ensure that the assessment 

presents a minimal burden on individual students.  

The Number Properties and Operations section of the 2015 NAEP NIES 4th grade 

mathematics assessment restricted use dataset includes scored responses from approximately 

3,900 students1 on MC and CR items. Among the CR items in this subsection of the assessment, 

 
1 For data security reasons, I cannot report the exact sample sizes here. 
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several extended CR items were scored using a three-category scale. The remaining items were 

short CR items that were scored in two categories. In most cases, one rater scored each student’s 

response to the CR items; only some (typically 25%) of the response were scored multiple times 

for the purpose of evaluating rater reliability. In practice, only a single score is used to estimate 

student achievement. Accordingly, I only focused on the original ratings in the analysis. In the 

Literary Experience section of the 2015 NAEP NIES 4th grade reading assessment, 

approximately 3,030 students answered MC items and CR items. Similar to math, raters rated 

one or more CR items, but each response by each student to each CR item was scored by one 

rater. I used the Facets software program (Linacre, 2015) to analyze the math and reading 

assessment data. Specially, I fitted dichotomous Rasch model to MC items and PC-MFR to CR 

items in a single, combined analysis. This single, combined analysis used both types of items that 

provided more information in estimation, and thus more robust estimates of student achievement 

as well as rater severity were obtained.  

Before interpreting the results from the analysis in detail, I evaluated the degree to which 

each dataset adhered to the Rasch model requirements of approximate unidimensionality and 

local independence. Specifically, I checked the Rasch assumptions of unidimensionality and 

local independence using a principal components analysis of the model residuals (Linacre, 1989) 

and correlations of residuals between items and raters. Based on the analysis, I observed that the 

Rasch measures explained 40.46% of the variance in responses for the mathematics assessment 

section and 38.57% of the variance in the responses for the reading assessment section. Both of 

these values well exceed 20% critical value suggested by Reckase (1979) for Rasch analysis of 

potentially multidimensional scales. Furthermore, all of the inter-item correlations and inter-rater 

correlations of model residuals were less than 0.30—suggesting adequate adherence to local 
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independence. In addition, the average MSE fit statistics for the student, item, and rater facet 

were close to 1.00 for both datasets, indicating acceptable global fit to the model for the 

complete sample of students, items, and raters. With these overall results, I proceeded to interpret 

the remaining results.  

Figure 1 shows a density plot of the rater severity estimates from the two assessments 

based on the analyses with the rater severity estimates centered at zero logits. In both the math 

and reading assessments, some raters were more severe compared to the other raters, while some 

raters were more lenient; this result indicates that rater effects exist in the scoring data. However, 

in light of the good global fit for the rater facet, the student achievement estimates from the PC-

MFR model can be interpreted as meaningfully adjusted for differences in rater severity. I 

obtained separate estimates for the student achievement parameters , rater severity parameters 

, item difficulty parameters  , and threshold parameters  from the mathematics and 

reading assessments. In the next section, I describe the simulation design in which I used these 

parameters to generate datasets.     

Design 

 In order to systematically examine the impacts of rater effects under various conditions 

for mixed-format assessments, I designed a study informed by characteristics of the two real data 

sets I described above. These datasets provide an example of a manageable subsection of a larger 

mixed-format assessment in which researchers and practitioners could examine rating quality 

using rater effects analyses. To reflect the real data, I manipulated six factors in the design: (1) 

student sample size, (2) test length, (3) rater sample size, (4) relative proportion of CR items in 

the mixed-format test, (5) proportion of items each student answers, and (6) scoring design. I 

used three student sample sizes: 500, 1000, and 2000; these values reflect the student sample 
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sizes that researchers have reported in previous simulation and real-data studies of educational 

and psychological assessments (Chou & Wang, 2010; Fraley et al., 2000; Lamb et al., 2012; 

Orlando & Thissen, 2003; Primi et al., 2016). I set the test length to three levels: 30, 60, and 100 

items. Researchers in the field of modern measurement theory describe similar test lengths in 

both simulation studies and real-data studies (de la Torre & Hong, 2010; Orlando & Thissen, 

2000; Sinharay et al., 2006; Wagner, & Harvey, 2006). I used three different rater sample sizes: 

40, 80, and 120 raters. These sample sizes reflect the number of raters described in several recent 

real data and simulation studies where researchers applied Rasch models to analyze rater-

mediated assessments (Stafford et al., 2018; Wind & Engelhard, 2012; Wind & Guo, 2019; 

Wolfe & Mcvay, 2012; Wolfe & Song, 2015) and they are also in line with the real datasets. I 

specified 20%, 25%, and 33% of the items to be CR items in the test. Several studies with 

mixed-format tests reported similar relative proportions of CR items to MC items (Kim et al., 

2010; Öztürk-Gübeş & Kelecioğlu, 2016; Tate, 2000). I let students answer 10%, 20%, or 40% 

of items to reflect the characteristic of the NAEP datasets. Specifically, in the 2015 NAEP math 

dataset, the percentage of items that each student answered ranged from 12.28% to 29.82%. 

Similarly, in the 2015 NAEP reading dataset, the percentage ranged from 12.50% to 43.75%. 

Students only answering a subset of the item pool can reduce the testing burden on each 

individual student and also meet the time limits. Next, I used four levels of the scoring design 

with regard to how many items each rater scored. In the 2015 NAEP datasets, as I mentioned 

above, each response of each student was scored by one rater. Some raters scored one CR item, 

while others rated several CR items but no more than 4. To reflect this characteristic, I simulated 

raters to score 1, 2, 3, or 4 CR items, and the response of each student to the assigned CR item 

was rated by one randomly selected rater.  
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 To further reflect the characteristics of the real datasets, I obtained two sets of student 

achievement parameters , rater severity parameters , item difficulty parameters  , and step 

parameters  from the Number Properties and Operations section of 2015 NAEP NIES 4th 

grade mathematics and the Literary Experience section of 2015 NAEP NIES 4th grade reading 

assessments restricted use datasets, respectively. Specifically, for parameters from the 

mathematics assessment, I randomly selected student achievement parameters ( ) from the real 

ability estimates of the sample of approximately 3,900 students without replacement, calculated 

using the dichotomous Rasch model and the PC-MFR. Specifically, I fitted the dichotomous 

Rasch model to the MC items and the PC-MFR to the CR items in a single, combined analysis. 

When the rater sample sizes were less than 861 (i.e., rater sample size = 40 or 80), I randomly 

selected the rater severity parameters ( ) from the real severity estimates of the sample of 86 

raters without replacement; however, when the rater sample size was greater than 86 (i.e., rater 

sample size = 120), I randomly selected  from the 86 severity estimates with replacement. I 

centered so that its mean was 0. Similarly, I randomly selected item parameters ( ) without 

replacement to create MC items when the number of generated MC items was less than 44, and I 

selected with replacement otherwise. Item parameters (i.e.,  and ) of CR items were 

selected likewise. I centered  on 0 as well. I performed similar procedures to select , ,  

and from the Literary Experience section of the 2015 NAEP NIES 4th grade reading 

assessment restricted use dataset.  

 
1 There were 86 raters who rated responses of students in the Number Properties and Operations 

section of the 2015 NAEP NIES 4th grade mathematics assessment. 
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 I used the R software program (R Core Team, 2018) to generate the data sets that 

reflected the specifications. Specially, I generated responses of MC items according to 

dichotomous Rasch model (Equation 1) and I generated responses to the CR items based on PC-

MFR (Equation 3). I used the Facets software program (Linacre, 2015) to analyze the generated 

data in a single, combined analysis. Specially, when potential rater effects were considered, I fit 

the dichotomous Rasch model and PC-MFR to simulated MC items and CR items, respectively. 

When rater effects were present but ignored, I used the PCM to fit both MC and CR items.  

 In sum, there were 3 (student sample size) 3 (test length) 3 (rater sample size) 3 

(proportion of CR items) 3 (proportion of items each student answers) 4 (scoring design) 2 

(considering rater effects or not)  = 1,944 conditions for each of mathematics and reading 

assessment. Given the intense computational time required to create these datasets, I generated 

50 unique datasets for each of the conditions2; this approach is in line with other studies in the 

field of IRT (e.g., Hu et al., 2008; Stark et al., 2005)   

Evaluation criteria 

 Many large-scale assessments, including NAEP, are not used to report achievement 

estimates for individual students; instead, these assessments are used to make group-level 

inferences about student achievement. Recognizing this purpose, it is nonetheless important to 

consider the impact of rater effects on individual student achievement estimates as a means for 

evaluating the quality of rater judgments in these assessments. As I mentioned earlier, 

information about the impact of rater effects on student achievement estimates can be used as 

 
2 The time each replication needed varied from 28.762 seconds to 2.368 minutes. I used 50 

replications due to the extensive computational time required to simulate and analyze the data 

from each of the 1,944 conditions. 
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supplementary information to the rater reliability analyses that are part of the routine 

psychometric analyses for such assessments to inform scoring practices as well as the 

interpretation and use of rater judgments for the CR components. Accordingly, although I 

examined student achievement estimates, I did so with the purpose of considering the impact of 

differences in rater severity on those estimates as an indicator of rating quality. Specifically, I 

examined the degree to which controlling for rater severity using a latent trait model with a rater 

facet influenced the values of student achievement estimates as an indicator of rating quality.   

To evaluate the impacts of ignoring and considering rater effects on student achievement 

estimates, I calculated mean absolute error (MAE), which was defined as follows: 

 , 

where  is student achievement parameters obtained by fitting the dichotomous Rasch model to 

MC items and the PC-MFR to CR items in a single, combined analysis using the 2015 NAEP 

NIES 4th grade mathematics or reading assessment dataset.  is the student achievement 

estimate obtained using simulated datasets when rater effects are either considered or ignored. N 

is the number of students. 

Analysis of Variance (ANOVA) Models 

 To summarize the results, I conducted a mixed ANOVA using the rxtatix R package 

(Kassambara, 2020). In the model, the dependent variable was MAE. The “within-subjects” 

factor was whether rater effects are considered or not in the fitted model. The “between-subjects” 

factors were student sample size, test length, rater sample size, proportion of CR items, 

proportion of items each student answers, and scoring design. To examine effect sizes, I 
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calculated the generalized , denoted by , which was recommended for use in mixed 

ANOVA analysis (Bakeman, 2005; Olejnik & Algina, 2003). I used 0.06 as a cutoff for a salient 

effect (Cohen, 1988). 

Results 

Results based on parameters from the Number Properties and Operations Section 

of 2015 NAEP mathematics assessment  

 Results from the mixed ANOVA indicated that one three-way interaction was statistically 

significant with a salient effect: the interaction among test length, proportion of items each 

student answers, and considering rater effects or not in the fitted model, 

, ; . As shown in Figure 2, when each student 

answered 10% of the items and the test length was 30, the MAE of student achievement 

estimates was larger when rater effects were considered in the fitted model (MAE=1.65) than 

when rater effects were present but ignored (MAE=1.39). When each student answered 10% of 

items, and test length was 60, regardless of modeling rater effects, the MAE was 1.01. In other 

conditions, the MAEs of student achievement estimates were consistently higher when rater 

effects were present but not considered in the fitted model (1.04 ≤ MAE ≤ 1.12) than when rater 

effects were considered (0.30 ≤ MAE ≤ 0.77). In addition, as test length and the proportion of 

items each student answers increased, values of MAE sharply declined when rater effects were 

modeled (0.30 ≤ MAE ≤ 1.65), whereas values of MAE dropped slightly as test length increased 

when rater effects were ignored, and each student responded to 30% or 50% of items (1.04 ≤ 

MAE ≤ 1.12). In other words, when each student answered 30% or 50% of items, increasing test 
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length led to a reduction in MAE values, but the impact was more pronounced when rater effects 

were considered than when rater effects were ignored in the fitted model.  

Apart from the above-mentioned three-way interaction, the other factors that I 

manipulated as well as their interactions had effect sizes less than 0.06, which I used as a cutoff 

for a salient effect. Therefore, I did not interpret the results for these effects in detail.  

 

Results based on parameters from the Literary Experience Section of 2015 NAEP 

reading assessment  

 Results from the mixed ANOVA indicated that two four-way interactions were 

statistically significant with salient effects: the interaction among test length, proportion of CR 

items, proportion of items each student answers, and considering rater effects or not in the fitted 

model, , ; , and the interaction among student 

sample size, test length, proportion of items each student answers, and considering rater effects 

or not, , ; . Figure 3 presents the results from 

the four-way interaction (test length  proportion of CR items  proportion of items each 

student answers considering rater effects or not). When students responded to 10% of items 

and the test length was 30 or 60, the MAEs of student achievement estimates were steadily 

higher when rater effects were taken into account than when rater effects were not. One 

exception occurred when 33% of items were CR items, and test length was 60. In any other 

conditions, values of MAE were higher when rater effects were present but ignored in the fitted 

model (1.11 ≤ MAE ≤ 1.24) than when they were considered (0.29 ≤ MAE ≤ 0.91). In addition, 

when rater effects were modeled in the fitted model, the MAEs of student achievement estimates 
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(0.29 ≤ MAE ≤ 1.54) dropped dramatically as test length and the proportion of items each 

student answers increased. When rater effects were not considered in the fitted model, the values 

of MAE generally remained steady around 1.20 except when each student responded to 10% 

items, and 20% or 25% items were CR items. 

In summary, these results suggested that if the percentage of items that each student 

answered was very low and test length was very short, or if the proportion of CR items was not 

high and the proportion of items each student answers was very low, the model without rater 

effects may produce more accurate student achievement estimates. Otherwise, the model with 

rater effects yielded more accurate estimates of student achievement. The most accurate 

estimates occurred when test length was 100, 33% of items were CR items, and each student 

answered 50% of items.  

 Figure 4 presents the four-way interaction among student sample size, proportion of 

items that each student answers, test length, and considering rater effects or not. When each 

student responded to 10% of items and the test length was 30, regardless of student sample size, 

MAEs of student achievement estimates were higher when rater effects were considered in the 

fitted model (1.33 ≤ MAE ≤ 1.79) compared with when rater effects were ignored (1.21 ≤ MAE 

≤ 1.26). When each student answered 10% of items, test length was 60, and student sample size 

was 500, values of MAE were higher when rater effects were modeled than those when rater 

effects were not. However, when the student sample size was 1000 or 2000, the trend was 

opposite. In other conditions, compared with considering rater effects (0.30 ≤ MAE ≤ 0.74), 

MAEs of student achievement estimates were always higher when rater effects were ignored 

(1.15 ≤ MAE ≤ 1.18). Generally, when rater effects were considered in the fitted model, values 

of MAE (0.30 ≤ MAE ≤ 1.79) decreased substantially as test length, student sample size, and 
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proportion of items each student answer increased. When rater effects were present but were not 

modeled in the fitted model, the values of MAE held steady around 1.20 except when each 

student responded to 10% items. 

 In summary, these results indicated that if the percentage of items that each student 

answered was very low and test length was very short, or if student sample size was small and 

percentage of items that each student answered was very low, the model without rater effects 

may produce more accurate student achievement estimates. Otherwise, the model with rater 

effects yielded more accurate estimates of student achievement. The most accurate estimates 

occurred when test length was 100, and each student answered 50% of items.  

Apart from the two four-way interactions that I mentioned earlier, the main effects for 

rater sample size, scoring design and other interactions had effect sizes less than 0.06, so I did 

not interpret their results. 

Discussion 

 In this study, I systematically explored the impacts of ignoring rater effects on student 

achievement estimates in mixed-format tests that include MC and CR items by using results from 

an analysis of the Number Properties and Operations section of the 2015 NAEP NIES 4th grade 

mathematics and the Literary Experience section of 2015 NAEP NIES 4th grade reading 

assessments. Specifically, I designed the simulation study to reflect the characteristics of a large-

scale assessment while also ensuring that the rating design included sufficient connections 

among raters and items to support the MFR model approach. In practice, NAEP researchers use 

rater agreement statistics for a relatively small subset of student responses as part of routine 

analyses to evaluate rater judgments for CR items (NAEP Technical Documentation, 2017). This 



 

29 
 

practice of evaluating rater agreement or rater reliability for a subset of performances is 

relatively common in other large-scale performance assessments and mixed-format assessments 

as well (e.g., College Entrance Examination Board, 2020). With the analyses, I demonstrated 

how it may be possible to use rater effects analyses based on modern measurement theory 

models to further explore rating quality in this type of assessment without the need for double 

scoring, as long as there is sufficient connectivity in the rating design. It is important to note that 

the results include information about individual student achievement estimates, which are not 

typically reported for NAEP. Although I reported results for individual students, those results are 

intended to provide information about rating quality that can be used as practical supplementary 

information to inform the development and revision of scoring procedures, such as rater training 

and evaluation.  

The results based on parameters from the mathematics assessment indicated that ignoring 

rater effects resulted in less accurate student achievement estimates, with one exception that 

occurred when the proportion of items that each student answered was very low and the overall 

test length was very short. Furthermore, although increasing the test length led to an 

improvement in the accuracy of student achievement estimates regardless of considering rater 

effects or not, the improvement was more pronounced when rater effects were modeled. 

Similarly, the results based on parameters from the reading assessment suggested that the model 

without rater effects may produce more accurate student achievement estimates in certain 

circumstances, including cases where (1) the percentage of items that each student answered was 

very low and (2) the overall test length was very short, the proportion of CR items was low, or 

the student sample size was small. This is because the simpler model tends to be more robust 
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when the data contains limited information due to the lack of overlap or linkage. Otherwise, 

considering rater effects yielded more accurate estimates of student achievement.  

Implications 

 The findings have several implications for researchers and practitioners who work with 

mixed-format assessments. As I mentioned at the beginning of the manuscript, there are few 

published studies in which researchers have systematically considered and explored the impact 

of ignoring rater effects on the estimation of student achievement in the context of large-scale 

mixed format assessments. Although researchers have considered rater effects in numerous 

studies on standalone performance assessments (e.g., Eckes, 2015; Engelhard, & Wind, 2018; 

Wolfe & McVay, 2012) , research on the impacts of rater effects in mixed-format assessments is 

limited. I only identified two studies in which rater effects were explicitly considered in this 

context. The study by Patz et al. (1997) was based on quite limited simulation conditions, such 

that it did not fully reflect the characteristics of data collection designs in operational 

assessments, including NAEP. Shin et al. (2019) drew a conclusion that rater effects do not exist 

based on a statistically suboptimal method. Accordingly, the study makes a contribution to 

existing literature by using results from operational administrations of a large-scale mixed format 

assessment to systematically explore the influence of ignoring rater effects on student 

achievement estimates under more realistic conditions for large-scale mixed format assessments 

using modern measurement theory models situated within a measurement framework.  

Additionally, the findings provide researchers and practitioners with some guidance on 

potential modeling approaches for analyses of large-scale mixed-format assessments beyond 

NAEP, such as district- or state-level assessments in the United States that include a combination 

of multiple-choice and constructed response tasks (Georgia Department of Education, 2020), 
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given sufficient connectivity in the rating design. I found that, in most circumstances that reflect 

operational administrations of mixed-format tests, controlling for rater severity resulted in more 

accurate estimates of student achievement. This result reflects the commonly reported finding 

that raters vary in severity even after rigorous training (Lunz & Stahl, 1990; Raczynski et al., 

2015; Wolfe et al., 2010). In practice, I suggest that researchers and practitioners compare the 

results from analyses that control for rater severity and analyses that do not control for rater 

severity to gauge the practical implications of differences in rater severity on student 

achievement estimates. Even if the goal of an assessment is not to make inferences about 

individual students, understanding the degree to which rater severity differences influence 

achievement estimates provides information about rating quality that can inform practices such 

as rater training and the development or revision of scoring materials (e.g., rubrics). Moreover, 

such analyses could be conducted at multiple stages of the assessment procedure, including 

during rater training, as ongoing procedures during scoring, and prior to reporting students’ final 

scores. These procedures could serve to improve the psychometric quality of the assessment by 

helping analysts gauge the impact of rater effects on student achievement estimates in order to 

revise rater scoring procedures, monitor raters during operational scoring, and inform the 

interpretation and use of rater judgments. Such analyses are critical at all stages of the 

assessment process. 

 In conclusion, the study offered a systematic exploration of the impacts of rater effects 

(specifically, rater severity) on estimates of student achievement in large-scale mixed format 

assessments that depend on rater judgment to estimate student achievement. The study went 

beyond a traditional simulation study by using the results from recent administrations of NAEP 

to generate datasets that reflect practice, while also allowing us to manipulate several key 



 

32 
 

variables in a systematic way. The findings can inform operational practice for large-scale 

mixed-format assessments by highlighting the importance of empirically evaluating the impact 

of rater severity on student achievement estimates and using the results from such analyses to 

inform practice at all stages of an assessment procedure. 

Limitations and Directions for Future Research 

 This study has some limitations that warrant additional consideration and further 

investigation in future studies. First, the simulation design was based on characteristics of 

sections from the 2015 NAEP NIES mathematics and reading assessment datasets; researchers 

and practitioners should consider the characteristics of their own data before generalizing the 

conclusions to other contexts. For example, conclusions drawn from this study may not directly 

generalize to a test consisting of only CR items. Along the same lines, I did not manipulate rater 

severity in a systematic fashion in the simulation. Rather, I drew rater parameters from the 2015 

National Indian Education Study administration of NAEP. Therefore, in the future studies, 

researchers may investigate the influence of ignoring rater severity on estimates of student 

achievement, when rater severity varies, for example, different percentages of high, medium, and 

low severity estimates. In addition, in practice, raters may exhibit other rater effects, such as 

centrality (e.g., Jin & Wang, 2018; Wolfe & Song, 2015), differential rater functioning (i.e., rater 

bias; e.g., Engelhard & Myford, 2003; Wesolowski et al., 2015), and other forms of rater misfit 

(e.g., Johnson et al., 2009; Myford & Wolfe, 2003). It is also possible that raters exhibit more 

than one effect at a time (e.g., Wolfe & McVay, 2012; Wind & Guo, 2019). Therefore, future 

studies should explore the impacts of ignoring additional rater effects and combinations of rater 

effects on estimates of student achievement in mixed-format tests. 
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Second, to reflect the characteristics of NAEP, the study focused on single-scored data. 

That is, only one rater rates the response of each student to the assigned CR item. In practice, 

however, multiple ratings of the same response may exist, such that raters are nested within 

items. In these cases, ignoring the hierarchical structure of rating data in MFR may cause two 

problems: 1) as the number of raters who score each examinee increases, more precise estimation 

of examinee ability can be achieved, even if the number of items an examinee answers does not 

increase; and 2) the standard errors of estimation tend to be underestimated (Patz et al., 2002). In 

future studies, researchers may consider alternative models, such as the Hierarchical Rater Model 

(Patz et al., 2002) when there are multiple ratings of the same response. Researchers may also 

consider examining data from mixed-format assessments using other IRT models that directly 

model rater effects besides severity/leniency, such as the facets model proposed by Jin and Wang 

(2018) that accounts for both severity and centrality.  

In addition, this study focused on the impact of ignoring/considering rater effects on 

student achievement estimation. Given that some assessments only include MC items, it is an 

interesting research topic to explore the impact of adding CR items on estimation of student 

achievement. Including both MC and CR items may provide more robust information about 

student achievement in a very sparse rating design, if raters provide high-quality ratings. In the 

future, researchers may explore the influence of including CR items on student achievement 

estimation. Along the same lines, researchers may explore the impact of including CR items on 

item difficulty estimations. 
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CHAPTER THREE: AN ITERATIVE PARAMETRIC BOOTSTRAP APPROACH TO 

EVALUATING RATER FIT 

Introduction  

 Researchers have proposed psychometric models that help researchers identify and 

control for problematic scoring patterns in rater-mediated performance assessments, among 

which the Many-Facet Rasch (MFR) model (Linacre, 1989) has been widely applied in many 

areas, such as writing (e.g., Schaefer, 2008), speaking (e.g., Eckes, 2005), and music 

performance (e.g., Wind et al., 2016). Considered alongside other approaches to monitoring 

ratings, such as rater reliability coefficients (e.g., Morgan et al., 2014), kappa coefficients (e.g., 

Cohen, 1968), or generalizability theory analyses (e.g., Brennan, 2000), the Rasch modeling 

approach is notably restrictive. In particular, the Rasch measurement framework is characterized 

by strict requirements for rater judgments of test-taker performances. To meet the requirements 

of this approach, rater severity must be invariant over all levels of test-taker achievement, and 

test-taker achievement estimates must be invariant over all raters. Although these requirements 

are strict, they are useful because they provide a clear framework within which to identify raters 

whose scoring patterns substantially deviate from the requirements for invariance (Engelhard & 

Wind, 2018). Although real data are never expected to adhere perfectly to the Rasch model 

(Smith, 2004), the strict framework allows analysts to empirically evaluate the hypothesis that 

rater judgments approximate the requirements for measurement (Briggs, 2019).   

A natural consequence of acceptable adherence to the Rasch model requirements is that it 

is possible to obtain estimates of test-taker achievement that are adjusted for differences in rater
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severity, even when every rater does not rate every test-taker. This adjustment is one of 

the major motivations for the prevalent use of Rasch models in rater-mediated assessments 

across disciplines. However, meaningful interpretation of estimates from these analyses is not 

possible unless there is evidence of acceptable fit for all of the facets in the model. Therefore, it 

is critical that researchers gather evidence of rater fit in addition to other indicators of rating 

quality (e.g., indicators of specific types of rater effects such as central tendency or bias) to 

ensure a sound interpretation and use of model estimates; I discuss this point further below.  

Within the framework of the Rasch measurement theory, analysts routinely use two rater 

fit statistics, infit and outfit mean square error (MSE) statistics, to identify rater misfit. Rater 

misfit occurs when observed ratings deviate from the expectation of the model that is used to 

estimate parameters of an assessment procedure. Rater misfit makes it difficult to directly 

compare rater severity with student achievement and other facets on a common scale.  

When considering the practical implications of rater fit analyses, it is important to 

acknowledge that rater fit statistics are different from diagnostic indicators of specific rating 

patterns such as severity, biases, or central tendency, because fit statistics do not identify the 

specific characteristics of raters’ unexpected ratings. Accordingly, it is important that analysts 

use rater fit indices alongside indicators of other rater effects to ensure that such systematic 

patterns of unexpected ratings can be accurately detected to inform rater remediation. Although 

they do not always point toward specific effects, it is important to include rater fit indices as a 

routine component of rating quality analyses for several reasons. First, rater fit statistics can alert 

analysts to raters who may not exhibit the specific types of rating patterns that are captured in 

other rater effect indices, but nonetheless warrant further investigation or remediation. For 

example, Wolfe and McVay (2012) used rater fit statistics to identify patterns of “rater 
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inaccuracy,” which they defined as “patterns that cause the assigned ratings to be inconsistent 

with accurate ratings in an unpredictable way” and thus “poorly represent the true abilities of 

most examinees” (p. 32). Along the same lines, Wind and Engelhard (2012, 2013) found that 

these fit statistics are moderately correlated with rater accuracy indices calculated by comparing 

rater judgments to expert rater judgments.  

Moreover, using rater fit statistics alongside rater effect indices can help analysts identify 

raters who exhibit systematic rater effects that were not directly investigated, such as systematic 

biases related to a subgroup of students for whom bias was not originally investigated or 

variation in severity related to time (i.e., rater drift). Because Rasch model rater fit statistics 

detect deviations between observed and expected ratings, these statistics can help analysts 

identify potential rater effects that may not be included as part of routine analyses.  

Finally, investigating rater fit is important in contexts where analysts use measurement 

models to adjust estimates of student achievement for differences in rater severity (e.g., when 

data are collected using incomplete rating designs). In these cases, the model-adjusted estimates 

of student achievement can only be meaningfully interpreted if there is evidence that raters 

exhibit acceptable fit to the model. Accordingly, evaluating rater fit is a critical step in ensuring 

appropriate interpretation and use of student achievement estimates. For a full discussion of this 

point, please see Wind et al. (2016).   

Infit and outfit MSE statistics, which are used to describe discrepancies between observed 

ratings and expected ratings are defined, for rater i, as 
2
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responses, ranging from 0 to m, πnik = the model-based probability that student n will be rated in 

category k by rater i, and N = the number of students that rater i rated.  

Both infit and outfit MSE statistics are useful for evaluating model-data fit. Outfit MSE 

statistic is sensitive to extreme unexpected observations because it is unweighted. Infit MSE 

statistic is weighted by its variance niW , and thus it takes estimation accuracy into account, 

though it is less sensitive to outliers (Su et al., 2007). However, the interpretation of these 

statistics is not straightforward: Because the exact sampling distributions of these statistics are 

unknown, researchers have proposed numerous critical values for “flagging” misfit raters, which 

sometimes lead to different conclusions about the same raters. Engelhard (1994) suggested 0.8 to 

1.2 as an acceptable range of infit and outfit MSE statistics for flagging raters. Values below 0.8 

indicate raters’ ratings may be too predictable, while values above 1.2 suggest ratings are 

haphazard. Engelhard and Wind (2018) proposed that MSE statistics between 0.5 and 1.5 

indicate raters who are functioning well based on the measurement model. Unfortunately, some 

simulation studies have shown these rule-of-thumb values may not be appropriate because upper 

and lower limits for infit and outfit MSE statistics are influenced by sample size (Smith et al., 

1998) and the shape of distributions of persons and items (Wolfe, 2013). In addition, other 

researchers have pointed out limitations associated with these fit statistics, primarily related to 

the problematic use of critical values to interpret them (Karabatsos, 2000).  

To overcome the limitations of rule-of-thumb critical values, researchers have proposed a 

parametric bootstrap approach to establish critical values for infit and outfit MSE statistics to 

identify item and person (i.e., subject or examinee fit) misfit in IRT analyses. For example, 

Wolfe (2013) conducted a simulation study to demonstrate the efficiency of the parametric 
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bootstrap procedure for identifying critical values for item and person fit statistics. The results 

showed that bootstrap item and person fit critical values resulted in well-calibrated Type I error 

rates, when data were simulated to fit a dichotomous Rasch model. Similarly, Seol (2016) 

demonstrated that bootstrap critical values for infit and outfit MSE statistics depended on sample 

sizes and test lengths, and thus, one-size-fits-all rule-of-thumb critical values were not 

appropriate.  

These previous investigations of bootstrap critical values for MSE statistics have some 

limitations. First, they focused on whether bootstrap critical values for infit and outfit MSE 

statistics can identify person (i.e., subject or examinee fit) or item misfit. To the best of my 

knowledge, researchers have not examined the performance of bootstrap critical values for 

detecting rater misfit in a many-faceted latent trait model context. Rater fit provides information 

that is distinct from person fit (e.g., examinee fit) and item fit. Specifically, traditional person fit 

analysis provides the information that whether a subject has unexpected item-score patterns. For 

example, an unexpected pattern might occur if an examinee answers an item incorrectly when we 

expect them to get it correct, or vice versa. Similarly, item fit gives information about the degree 

to which the mismatch between the actual responses to individual items and the measurement 

model expectation. Rater fit provides information that how well individual rater’s ratings fit the 

expectation of the measurement model. Second, published studies do not include a thorough 

investigation of the the performance of the parametric bootstrap procedure for infit and outfit 

MSE statistics. Wolfe (2013) only examined the false positive rates of bootstrap infit and outfit 

MSE statistics under a single condition with 100 items and 1000 persons using simulated data 

based on the dichotomous Rasch model, which limited the generalizability of his findings. Seol 

(2016) did not report false positive rates of the bootstrap infit and outfit MSE statistics, although 
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the sample size and test length were varied. Also, neither of these two studies examined the true 

positive rates of bootstrap infit and outfit MSE statistics. Third, previous studies on the 

performance of the parametric bootstrap approach were based on Rasch Rating Scale model or 

the dichotomous Rasch model. The performance of these statistics should also be judged based 

on other models, such as the Generalized Rating Scale model. Apart from the above limitations, 

the motivational example (presented later in the manuscript) demonstrates how the parametric 

bootstrap approach does not always perform well and may need to be modified.  

Purpose 

The purposes of this study are twofold: (1) to propose an iterative parametric bootstrap 

procedure to overcome limitations of the traditional bootstrap method and (2) to determine the 

false positive rates, true positive rates, and overall accuracy of infit and outfit MSE statistics 

based on the iterative and traditional parametric bootstrap and rule-of-thumb methods. To assess 

how well the infit and outfit MSE statistics control false positive rates, I simulated and fitted 

raters using a rating scale model version of a MFR (RS-MFR) model. I selected the RS-MFR 

model because it has been widely applied to rating data in many areas, such as writing (e.g., 

Engelhard & Myford, 2003), speaking (e.g., Bonk & Ockey, 2003) and music performance (e.g., 

Wind et al., 2016). The RS-MFR model has some assumptions. For example, discrimination 

parameter of raters is fixed at 1. However, in practice, these assumptions may not be met—thus 

leading to a mismatch between the model and the data. In order to reflect this model-data 

mismatch in the simulation procedure and evaluate true positive rates of infit and outfit MSE, I 

used a generalized rating scale model version of a MFR (GRS-MFR) model to simulate raters 

with different discrimination parameters.  

I focused the analyses on the following research questions: (1) What are the false positive 
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rates of infit and outfit MSE statistics using rule-of-thumb, traditional and iterative parametric 

bootstrap procedures? (2) What are the true positive rates of infit and outfit MSE statistics using 

rule-of-thumb, traditional and iterative parametric bootstrap procedures when the discrimination 

parameter is not the same as that from the Rasch-model expected value of 1.0 for some raters (3) 

What is the overall accuracy of infit and outfit MSE statistics using rule-of-thumb, traditional and 

iterative parametric bootstrap procedures? (4) Do the false positive rates, true positive rates, and 

overall accuracy of infit and outfit MSE statistics change when different data collection designs 

are used? 

This study contributes to the literature in three ways: (1) this is the first study to assess 

the performance of rule-of-thumb and the traditional parametric bootstrap procedure for infit and 

outfit MSE statistics in the context of detecting rater misfit; (2) I propose an iterative parametric 

bootstrap procedure to overcome limitations of its traditional counterpart; and (3) I evaluate the 

performance of the proposed method in various simulation conditions that reflect realistic data 

collection procedures for performance assessment contexts. 

Method 

MFR Models 

The Rating Scale model (Andrich, 1978) version of a three-facet Many-Facet Rasch 

(MFR) model (Linacre, 1989; RS-MFR) with facets for student achievement, rater severity and 

domain difficulty can be expressed as 
( )
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, where n is the location of 

student n on the construct (i.e., judged student achievement), i  the severity level of rater i on 
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the logit scale, 
j  the difficulty of domain j on the logit scale, and k  the difficulty of category k 

relative to category k-1. 

The Generalized Rating Scale model version of a three-facet MFR model (Linacre, 1989; 

GRS-MFR) is stated as 
( )
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 where ia is the discrimination 

parameter (i.e., slope) for rater i. 

Motivational Example 

In this motivational example, I examined the performance of the traditional parametric 

bootstrap procedure in one simulated condition, where each of 15 raters judged 150 students’ 

work in four domains using five-point Likert scales. The first rater was set to exhibit misfit using 

the discrimination parameter. The ratings of this misfitting rater were generated using the GRS-

MFR model with a discrimination parameter of 0.2, whereas the ratings from the other raters 

were generated using the RS-MFR model. Student achievement parameters n  , and rater 

severity parameters i  were drawn from N(0,1). The domain difficulty parameters 
j  and 

threshold parameters k  were set to -0.5, -0.25, 0.25 and 0.5. According to these conditions, one 

dataset was simulated and fitted by the RS-MFR model.  

I constructed upper and lower critical values for infit and outfit MSE statistics for each 

rater using the traditional parametric bootstrap procedure (Sinharay, 2016; von Davier, 1997, 

Wolfe, 2013 ) with the following steps:  
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1. Fit the RS-MFR model to the original data and obtain student ability estimates , rater 

severity estimates , domain difficulty estimates  and threshold parameter estimates , as 

well as infit MSE statistic  and outfit MSE statistic  for rater i=1,…, I.  

2. For rater i=1,…, I, approximate the null distribution of  and  using the resampling 

method by repeating the following steps for b=1, 2, … , B: 

(a) simulate item response data  using student ability estimates , rater severity 

estimates , domain difficulty estimates  and threshold parameter estimates ; 

(b) fit RS-MFR model to the item response data  and calculate infit MSE statistic  

and outfit MSE statistic  for rater i=1,…, I 

3. The distributions of  and , b=1, 2, … , B, constitutes the approximate null distribution 

of and , respectively. The 2.5% and 97.5% quantiles of the distributions are the lower and 

upper bounds of the 95% confidence intervals. Rater i is said to exhibit misfit if or  is not 

contained in the interval. 

Figure 5 is the plot of infit MSE statistics for 15 raters, where the x-axis shows the rater 

IDs, and the y-axis the values of the infit MSE statistic. The rater IDs were listed in descending 

according to their infit MSE statistics estimated from the original sample. I used different 

plotting symbols to indicate whether raters were simulated to exhibit misfit (solid triangles) or 

not (solid dots). The interval bars represent the upper and lower bootstrap critical values for the 

infit MSE statistic of each rater. Based on these intervals, Rater 1 was identified correctly as a 

misfitting rater, whose value of infit MSE statistic of 2.03 was higher than the upper critical 

value (1.13).  However, Raters 6, 9, 12, 13, 14, and 15 were incorrectly classified as showing 
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substantial misfit. The values of the infit MSE statistics for these raters were 0.83, 0.86, 0.88, 

0.85, 0.87, and 0.88 respectively, which were smaller than the lower limits of the corresponding 

critical values (i.e., 0.88, 0.89, 0.89, 0.89, 0.90 and 0.90, respectively). Similar results can be 

found in Figure 6, which shows the plot of outfit MSE statistics. These results indicated that the 

critical values constructed using the traditional bootstrap procedure might not be able to flag 

raters correctly.  

An Iterative Parametric Bootstrap Procedure 

In Rasch model analyses, researchers have documented that the presence of a poor-fitting 

rater (or item) with large MSE statistics influences the estimates of MSE statistics for good-fitting 

raters, such that they are lower than 1 because the means of infit and outfit MSE statistics are 

usually forced to be near 1 (Linacre, 2019; Su et al., 2007). In addition, fit statistics are sample-

dependent because the residuals from which they are calculated reflect model expectations, 

which are based in part on poor-fitting raters. This sample-dependent nature of MSE fit statistics 

implies that those good-fitting raters may be incorrectly flagged as “misfit”. In addition, the 

traditional parametric bootstrap procedure assumes that all raters follow the same distributions 

for the fit statistics. However, fit statistics of good-fitting raters and misfit raters may follow 

different distributions. As a result, the traditional bootstrap critical values are not appropriate. To 

make this more concrete, consider Rater 12 from the motivational example, who was simulated 

to be fitting rater. The estimated infit MSE statistic for Rater 12 was 0.86, while the critical 

values identified using the traditional bootstrap procedure were (0.91, 1.12). This rater was 

flagged as a misfitting rater, which was not correct because the estimation of infit MSE statistic 

for Rater 12 was influenced by Rater 1, who was simulated to exhibit misfit and had a large 

value of infit MSE statistic (i.e., 1.96).  



 

44 
 

One solution to this problem is to remove poor-fitting raters from the analysis and 

recalibrate (Su et al., 2007). Since “underfit [MSE fit statistics greater than 1] is a much greater 

threat to measurement than overfit [MSE  fit statistics less than 1]” (Linacre, 2018), I propose the 

following iterative parametric bootstrap procedure in which raters with high values of MSE 

statistics are removed and fit statistics are re-calculated: (1) Apply the traditional parametric 

bootstrap procedure to an original sample and calculate the upper limit of the traditional 

parametric bootstrap critical values for infit and outfit MSE statistics. Flag the raters whose infit 

or outfit MSE statistic calculated from the original sample is higher than the upper limit of the 

bootstrap critical values. (2) If some raters are flagged in Step 1, remove these flagged raters and 

perform the traditional parametric bootstrap procedure to the remaining data. Otherwise, no 

action is needed. 

To be more explicit, I used the data in the motivational example to illustrate how the 

iterative parametric procedure works. I can examine results based on the infit MSE statistic as an 

example. In the motivational example, I applied the traditional parametric bootstrap procedure to 

the original sample and flagged Rater 1, whose infit MSE statistic (2.03) was higher than the 

upper limit of the critical values (1.13). I removed Rater 1 and conducted the parametric 

bootstrap procedure on the remaining data. The infit MSE statistics of the remaining 14 raters 

(Rater 2-15) and corresponding critical values were recalculated.  

 From Table 1, I observed that Raters 2-15 all had acceptable fit in step 2, which was what 

I expected since I simulated these raters to fit the model. Note that if I only conducted step 1 

(i.e., traditional parametric bootstrap procedure), except for Rater 1, Raters 6, 9, 12, 13, 14, and 

15 would be incorrectly classified as misfitting raters. After step 2, these raters had acceptable 

fit. 
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Design  

 Manipulated Variables. The rater sample size was set to three levels: N = 15, 30, or 60, 

which reflects the sample sizes reported in previous real-data and simulation studies of rater-

mediated assessments (e.g., Wind & Engelhard, 2012; Wind & Guo, 2019). Under all conditions, 

I generated ratings for the good-fitting raters using the RS-MFR. Under those conditions with 

misfitting raters, either 5% or 10% of raters were simulated to exhibit misfit. I used the GRS-

MFR to simulate misfitting raters. Specifically, the discrimination parameter for misfit rater i 

was drawn from U[0.4, 0.8] or U[0, 0.4], representing weak or strong misfit, respectively. 

Because the discrimination parameter of good-fitting raters is 1, these distributions allowed me 

to simulate weak-to-substantial misfit. Finally, I considered two data collection designs: 

complete or incomplete with systematic links. In the complete rating design, I simulated raters’ 

ratings to all students on every domain. In the incomplete design with systematic links, each 

student was rated by two raters and each rater rated students in common with two other raters. 

These two designs are commonly used in rater-mediated assessments, such as language testing 

and music performance assessment (e.g., Wind & Engelhard, 2013; Wesolowski et al., 2015).            

 Variables held constant. In all conditions, I used a student-to-rater ratio of 10:1 to 

reflect previous studies in which were many more students than raters (Brown et al., 2004; Wolfe 

et al., 2010). To match previous studies (e.g., Wolfe & McVay, 2012), I selected student 

achievement parameters n , rater severity parameters i  and domain difficulty parameters j  

from N(0,1). The number of rating scale categories was 5; this scale length is commonly reported 

in simulation and real data studies of performance assessments (e.g., Seol, 2016; Wind & 

Engelhard, 2013). I followed Meyer and Hailey (2012) and drew the first, second and third 

threshold parameters from U[-0.5, -0.2], U[-0.19, 0.19], and U[0.2, 0.5], respectively. The last 
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threshold parameter was calculated by deducting the sum of the first three parameters from 0. 

Finally, I arranged the four threshold parameters in ascending order. I applied threshold 

parameters to all raters,. Under all conditions, I used RS-MFR to fit the generated data. Rule-of-

thumb critical values were set to (0.8, 1.2) for infit and outfit MSE statistics, as suggested by 

Engelhard (1994). The bootstrap sample size was fixed at 200. Due to notable computation time 

for the analyses (discussed further later in the manuscript), I generated 50 datasets under each 

condition.  

Data Analysis 

I used R (R Core Team, 2018) to generate the data and the Facets software program 

(Linacre, 2015) to analyze the generated data according to RS-MFR model. I examined the false 

positive rates, the true positive rates, and overall accuracy for raters flagged as misfitting or 

fitting for the infit and outfit MSE statistics based on the iterative parametric bootstrap, 

traditional parametric bootstrap, and rule-of-thumb approaches.  

Results 

False Positive Rates: When No Misfit Raters Exist  

Table 2 displays the false positive rates of infit and outfit MSE statistics based on the 

iterative parametric bootstrap, the traditional parametric bootstrap, and rule-of-thumb when all 

raters were good-fitting raters. In general, for these simulated data, infit and outfit MSE statistics 

based on both the iterative and traditional parametric bootstrap procedures had well-calibrated 

false positive rates across all conditions. However, the false positive rates of these two statistics 

in the conditions I simulated complete ratings were closer to the nominal significance level (i.e., 

0.05) compared to the conditions in which I simulated incomplete ratings.  
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In terms of rule-of-thumb, I observed small false positive rates in the simulation 

conditions with complete ratings: the false positive rates were less than 0.001 for infit MSE and 

ranged from 0.01 to 0.06 for outfit MSE. In the incomplete design, I observed inflated false 

positive rates, ranging from 0.27 to 0.29 for infit MSE and from 0.42 to 0.46 for outfit MSE.   

Overall Accuracy Rates: When No Misfit Raters Exist 

 Table 3 presents overall accuracy rates of infit and outfit MSE statistics based on the 

iterative parametric bootstrap, the traditional parametric bootstrap, and rule-of-thumb when all 

raters were good-fitting raters. In general, the iterative and traditional parametric bootstrap 

approaches had relatively high overall accuracy rates (above 0.95 in most conditions) for infit 

and outfit MSE statistics under both complete and incomplete rating designs. For rule-of-thumb, 

under incomplete rating design, the overall accuracy rates of infit and outfit MSE statistics were 

quite low. Specifically, the range of overall accuracy rates of infit MSE was 0.71 to 0.73, and the 

range of outfit MSE was 0.54 to 0.58. Under the complete rating design, the overall accuracy 

rates of infit and outfit MSE statistics were close to 1 in most simulation conditions with one 

minor exception: when rater sample size was 15, the overall accuracy rate of outfit MSE statistic 

was 0.94.  

False Positive Rates under Complete Rating Design: When Discrimination Misfit 

Raters Exist  

The results in Table 4 showed that under the complete design, the performance of the 

iterative parametric bootstrap procedure was excellent. Specifically, the false positive rates of 

infit and outfit MSE statistics were close to 0.05. In contrast, the traditional parametric bootstrap 

procedure resulted in inflated false positive rates of infit and outfit MSE statistics. For example, 

the false positive rates were up to 0.34, and 0.99 when the degree of misfit was weak, and 
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moderate, respectively. The false positive rates also increased as the rater sample size or the 

percentage of misfitting raters increased.  

Under the complete rating design, the rule-of-thumb critical values yielded inflated false 

positive rates as the degree of misfit or the proportion of misfitting raters increased. For example, 

the false positive rate was 0.76 when rater sample size was 15, the percentage of misfit raters 

was 10%, and the degree of misfit was strong. This suggests that, the rule-of-thumb critical 

values may flag good-fitting raters too often. In addition, based on the rule-of-thumb critical 

values, the false positive rates of outfit MSE statistic were higher than those of infit MSE statistic 

under all conditions, indicating the outfit MSE statistic tends to flag more good-fitting raters than 

the infit MSE statistic. 

False Positive Rates under Incomplete Rating Design: When Discrimination Misfit 

Raters Exist  

In the conditions in which I simulated incomplete ratings (see Table 5), overall, the 

results suggest that false positive rates of infit and outfit MSE statistics were well controlled in 

both the iterative and traditional parametric bootstrap methods. However, the false positive rates 

of outfit MSE statistic in the iterative parametric bootstrap method (0.04 ≤ false positive rates of 

outfit MSE ≤ 0.05) were closer to 0.05 than in the traditional parametric bootstrap method (0.03 

≤ false positive rates of outfit MSE ≤ 0.13). Regardless of parametric bootstrap methods, in most 

conditions, false positive rates of infit MSE statistic were higher than or equal to those of outfit 

MSE statistic. In terms of the rule of thumb, the false positive rates of infit and outfit MSE 

statistics were inflated in the incomplete design, ranging from 0.28 to 0.44, and from 0.41 to 

0.53, respectively. Under each condition, false positive rates for the outfit MSE statistic were 

much higher than those of the infit MSE statistic.  
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True Positive Rates under Complete Rating Design: When Discrimination Misfit 

Raters Exist  

 From Table 6, I observed that under the complete rating design, the critical values 

established based on both the iterative and the traditional parametric bootstrap methods resulted 

in high true positive rates, but when the degree of misfit was weak and the rater sample size was 

small, the iterative parametric bootstrap outperformed its traditional counterpart. Whichever 

bootstrap procedures were used, the outfit MSE statistic had a slight advantage over infit MSE 

statistic in terms of detecting true misfitting raters when the degree of misfit was weak, and the 

rater sample size was small. Although the iterative and the traditional parametric bootstrap 

methods produced high true positive rates, especially when strong degree of misfit exists, the 

iterative parametric bootstrap procedure was superior because it controlled the false positive 

rates best. In terms of the rule-of-thumb, when the degree of misfit was moderate, the true 

positive rates of infit and outfit MSE statistics were equal to 1, but the true positive rates became 

lower when there was weak misfit. The true positive rates for the outfit MSE statistic based on 

the rule-of-thumb critical values were higher than those of infit MSE statistic when the degree of 

misfit was weak. 

True Positive Rates under Incomplete Rating Design: When Discrimination Misfit 

Raters Exist  

Table 7 shows under the incomplete rating design, in most conditions, the iterative 

parametric bootstrap procedure produced higher true positive rates of infit and outfit MSE 

statistics (0.36 ≤ true positive rates of infit MSE ≤ 0.98; 0.26 ≤ true positive rates of outfit MSE 

≤ 0.96) than its traditional counterpart (0.32 ≤ true positive rates of infit MSE ≤ 0.98; 0.26 ≤ true 

positive rates of outfit MSE ≤ 0.93). The true positive rates were higher when strong degree of 
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misfit exists than when weak degree of misfit exists. Under the incomplete rating design, 

although the rule-of-thumb critical values produced high true positive rates of infit and outfit 

MSE statistics, the rule-of-thumb critical values yielded hugely inflated false positive rates. As 

the degree of misfit and the proportion of misfitting raters increased, true positive rates of infit 

and outfit MSE statistics increased. Based on the rule-of-thumb approach, the true positive rates 

for the outfit MSE statistic were higher than those of the infit MSE statistic.    

Overall Accuracy Rates under Complete Rating Design: When Discrimination 

Misfit Raters Exist 

 Table 8 shows overall accuracy rates of infit and outfit MSE statistics under the complete 

rating design based on the iterative parametric bootstrap, the traditional parametric bootstrap, and 

rule-of-thumb when discrimination misfit raters exist. Across all simulation conditions, the 

iterative parametric bootstrap procedure produced higher overall accuracy rates of infit and outfit 

MSE statistics (0.94 ≤ overall accuracy rates of infit MSE ≤ 0.97; 0.94 ≤ overall accuracy rates of 

outfit MSE ≤ 0.96) than its traditional counterpart (0.14 ≤ overall accuracy rates of infit MSE ≤ 

0.93; 0.11 ≤ overall accuracy rates of outfit MSE ≤ 0.91). In terms of rule-of-thumb, the range of 

overall accuracy rates of infit MSE was from 0.70 to 0.98, while the range of outfit MSE statistic 

was from 0.34 to 1.00. Taken together, under the complete rating design, the proposed iterative 

parametric bootstrap procedure performs best because it has consistently more accurate 

performance across all simulation conditions. 

Overall Accuracy Rates under Incomplete Rating Design: When Discrimination 

Misfit Raters Exist  

 Table 9 shows that under the incomplete rating design, in most conditions, the iterative 

parametric bootstrap procedure and traditional parametric bootstrap procedure produced similar 
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high overall accuracy rates of infit and outfit MSE statistics. The rule-of-thumb performed worst 

among these three methods. The range of overall accuracy rates of infit MSE was from 0.54 to 

0.71, and the range of outfit MSE statistic was from 0.45 to 0.59. 

Discussion 

Researchers who evaluate rater fit in performance assessments using a MFR model 

approach often rely on rule-of-thumb critical values or critical values obtained from traditional 

parametric bootstrap procedures to classify raters as “fitting” or “misfitting.” In this study, I 

illustrated a limitation of the traditional parametric bootstrap procedure for constructing critical 

values for infit and outfit MSE statistics using MFR models. To overcome the limitation, I 

proposed an iterative parametric bootstrap procedure for evaluating rater fit and compared the 

iterative parametric bootstrap procedure with the traditional parametric bootstrap procedure and 

rule-of-thumb critical values in terms of the false positive rates, true positive rates, and overall 

accuracy rates under a variety of simulated conditions. 

Complete Rating Design 

In this study, I observed that when all raters were simulated to exhibit acceptable fit, the 

parametric bootstrap and rule-of-thumb critical values yielded well-controlled false positive 

rates, which is consistent with Wolfe (2013). However, in practice, researchers do not know 

whether misfitting raters exist, and to the best of my knowledge, researchers have not previously 

examined false positive rates of MSE statistics when data includes some poor-fitting raters. This 

study indicated that under the complete rating design, the traditional parametric bootstrap 

procedure and rule-of-thumb critical values had inflated false positive rates when rater misfit 

exists. In contrast, the proposed iterative parametric bootstrap procedure produced false positive 

rates close to the nominal significance level under all simulation conditions. This suggests that 
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the iterative parametric bootstrap procedure outperforms the traditional bootstrap procedure and 

rule-of-thumb method in terms of controlling the false positive rates in general.  

Another problem with many previous studies is that the true positive rates of the MSE 

statistics using traditional bootstrap and rule-of-thumb methods have not been systematically 

documented (Seol, 2016; Su et al., 2007; Wolfe, 2013). My simulation study showed that the 

traditional bootstrap method produced higher true positive rates than the rule-of-thumb method 

under complete rating design. My study also showed that the iterative parametric bootstrap 

method yielded similar or better true positive rates in simulated conditions compared to the 

traditional bootstrap method for both infit and outfit MSE statistics. In addition, the proposed 

iterative parametric bootstrap procedure produces highest overall accuracy rates among the three 

approaches. It is important to note that regardless of these three approaches, true positive rates of 

outfit MSE statistic were lower than those of infit MSE statistic.  

Incomplete Rating Design 

The findings that performance of the iterative parametric bootstrap procedure is better 

with complete ratings is somewhat unsurprising since with complete design, more evidence is 

available to detect rater misfit. Nonetheless, the iterative parametric bootstrap under the 

incomplete design still performed reasonably well, with well-controlled false positive rates and 

slightly higher true positive rates and overall accuracy rates. Compared to the traditional 

parametric bootstrap method and rule-of-thumb critical values, the iterative parametric bootstrap 

procedure exhibits high true positive rates while maintaining the false positive rates at the 

nominal level under almost every simulation condition.    

Implications 
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 The results have some implications for research and practice. First, this study provides 

insight into the performance of the traditional parametric bootstrap procedure and rule of thumb 

critical values in evaluating rater fit. To the best of my knowledge, this study is the first study 

that systematically investigates their performance. The findings suggest that researchers and 

practitioners should be cautious about using the traditional bootstrap procedure to identify 

critical values for infit and outfit MSE statistics, although this approach has been advocated 

before (Seol, 2016; Su et al., 2007; Wolfe, 2013). In addition, the results highlight previous 

researchers’ admonition that rule-of-thumb critical values for infit and outfit MSE statistics be 

used with caution (Seol, 2016; Smith et al., 1998; Wolfe, 2013). Although the findings showed 

that the traditional parametric bootstrap procedure and rule-of-thumb approach yielded high true 

positive rates in some simulation conditions, practitioners should be careful to use them because 

these two approaches had inflated false positive rates in some conditions.  

Second, I proposed an iterative bootstrap procedure, which might serve as an attractive 

alternative to its traditional counterpart and the rule-of-thumb critical values. The iterative 

bootstrap procedure is easy to carry out. The R code for this procedure is available from me upon 

request. In this study, I demonstrated how researchers can apply the iterative parametric 

bootstrap method to obtain empirical critical values for the infit and outfit MSE statistics. 

Researchers and practitioners may adjust the nominal significance level and use different 

quantiles than 2.5% and 97.5% based on their own needs. Also, although I presented a feasible 

approach to flag misfitting raters, analysts should not rely solely on results from any single 

statistical technique to evaluate raters. Instead, I encourage analysts to incorporate a variety of 

analyses, as well as experience and opinions from experts to make a final decision as to whether 

raters should be removed, retrained, remediated, and so on.  
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 In terms of practical implications, it is important to note that the study focused on rater fit 

as evaluated using MSE fit statistics. This perspective on rater fit may include, but is not limited 

to, specific types of rater effects. As I noted earlier in this chapter, it is important to include 

indicators of rater fit alongside other indicators of rating quality, including diagnostic checks for 

specific types of rater effects (e.g., severity/leniency, centrality/extremism, bias), when 

evaluating ratings in performance assessment systems. Using effect-specific indices in addition 

to rater fit statistics provides a more comprehensive approach to evaluating rating quality than 

using either approach in isolation. 

Limitations and Directions for Future Research 

 This study has some issues that warrant consideration in future research. First, running 

the iterative bootstrap procedure is relatively inefficient in terms of computational time, 

particularly in simulation studies. For example, when the rater, student, and bootstrap sample 

sizes are 60, 600, and 200, respectively, the procedure takes about 3 hours 12 minutes to perform 

one replication. Fortunately, parallel computing can dramatically reduce the computing time. For 

example, on a computer with 8-core CPU supporting hyper-threading, the computing time of a 

single data set would be about 12 minutes. Even so, in future studies, researchers should develop 

time-saving procedures. Second, the simulation conditions considered in the study do not reflect 

the full scope of rater-mediated performance assessments. For example, in real situations, some 

other rater effects likely exist, such as centrality and differential rater functioning. Researchers 

may evaluate the performance of the iterative parametric bootstrap procedure when other rater 

effect exists in future studies. The focus of this study was rater misfit, but in practice, item and 

person misfit may also exist. Future research may evaluate the performance of the iterative 

parametric bootstrap approach when these misfits simultaneously exist. Third, I assessed the 
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performance of the parametric bootstrap procedure. However, a nonparametric bootstrap 

procedure has been developed to establish 95% critical values for infit and outfit MSE statistics 

to evaluate item fit (Su et al., 2007). Future studies may assess rater fit using the nonparametric 

bootstrap method. 
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CHAPTER FOUR: EXAMINING RATING QUALITY IN WRITING ASSESSMENT 

USING FACETS MODELS AND HIERARCHICAL RATER MODELS 

Introduction 

 Many high-stakes assessments, such as Graduate Record Examinations (GRE) and Test 

of English as a Foreign Language (TOEFL), include essay-based writing tests, which require 

human raters to judge the quality of examinee responses using a rating scale. Engelhard (1992) 

described this type of test as rater-mediated assessments, because examinee scores are not a 

direct representation of their ability in a construct, such as writing ability, instead, they are 

mediated through human raters. That is, raters are asked to interpret student performance in a 

construct. However, the judgment of human raters is a relatively subjective process because it is 

based on raters’ own understanding of assessment context, interpretations of rubrics, 

expectations of performance and professional experiences (Wu, 2017). As a result, the process of 

human rating may bring some random errors or bias, which may unfairly affect the assignment of 

ratings (Engelhard & Wind, 2018). The characteristic of combination of high-stakes with human 

judgement requires researchers, practitioners, and decision-makers to closely examine the quality 

of ratings.  

 To examine whether every student gains a score that is warranted given their ability, 

researchers have proposed many statistical approaches, which fall into two major research 

traditions: the test-score tradition and the scaling tradition. Engelhard and Wind (in press) 

summarized the characteristics of these two traditions. Psychometric models within the test-score 

tradition have a focus of observed total score, which consists of a true score and an error. The
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models attempt to identify and decompose the sources of error variance and eventually to explain 

the relationship between observed scores and true scores. One example of measurement models 

within the test-score tradition that has been applied to raters is Generalizability Theory (G-

theory; Brennan, 2000), which divides the total variance of ratings into the additive variance 

parts of items, persons, raters, and interactions among them. G-theory treats the variance 

components as addictive and linear in the raw score scale, which may not appropriate. In 

addition, G-theory analyses provide group-level rating information. On the other hand, 

measurement models within the scaling tradition are non-linear probabilistic models with the aim 

of explaining the relationship between latent traits and the probability of observed responses for 

individual person responses to each item in the instrument. The models attempt to locate persons, 

items, and other measurement facets in a common latent scale that represents an underlying 

construct. In contrast to the test-score tradition, the location estimations of persons, items, and 

other measurement variables have the potential to be invariant. Within the scaling tradition, item 

response theory (IRT) models have been widely used to rater-mediated assessments to evaluate 

individual raters because by applying these models, researchers and practitioners could place 

persons, raters and other facets of measurement, such as domains in writing assessment, on a 

common scale, which makes it possible to estimate person achievement independently of the 

raters who happens to rate their performance and to estimate rater severity independently of 

persons who the rater scores. In particular, researchers usually apply either of the following two 

approaches when rating quality is the focus of analyses: Many-Facet Rasch (MFR) models (e.g., 

Engelhard, 1994; Wind & Engelhard, 2012; Wolfe & McVay, 2012; Wesolowski & Wind, 2019) 

or Hierarchical Rater Models (HRMs; DeCarlo et al., 2011; Patz et al., 2002).  
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MFR models 

 To evaluate the quality of ratings, MFR models have been widely applied to many 

domains including writing assessment (e.g., Schaefer, 2008; Wind & Engelhard, 2013), teacher 

evaluation (e.g., Bergin et al., 2017; Wind & Jones, 2018), mathematics assessment movement 

skills tasks (Kim et al., 2012), music performance (e.g., Wesolowski et al., 2015; Wind et al., 

2016), and others. The motivations behind wide use are 1) MFR models require invariant 

measurement: calibration of raters are independent of ratees and estimation of ratees are 

independent of raters (Engelhard & Wind, 2018); 2) As long as sufficient connectivity exists in 

the dataset, MFR models can handle missing data easily, which commonly occurs in rating data; 

3) In contrast to HRMs, estimation of MFR models is super-fast and the Facets software program 

(Linacre, 2015) is quite user-friendly; and 4) rater quality indices based on MFR models are well 

documented.   

HRMs 

 The motivations for developing and applying HRMs are to overcome limitations of MFR 

models. MFR models treat the following slightly different situations in the same way: (1) five 

different raters score one student’s response to an item, and (2) one student responds to five 

different items and each is scored by a different rater. However, the information obtained from 

these two situations is dissimilar. From the first situation, we would obtain more precise 

estimation of the student performance on this item, while from the second situation, we could get 

more accurate estimation of student ability on the underlying construct that we aim to measure, 

such as writing ability (Wilson & Hoskens, 2001). Since MFR models consider the above two 

situation as equivalent, it causes one problem: as long as the number of raters who score each 

examinee increases, more precise estimation of examinee ability can be achieved, even if the 
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number of items an examinee answers does not increase (DeCarlo, 2005; DeCarlo et al., 2011; 

Mariano, 2002; Patz et al., 2002). Among the same lines, MFR models tend to underestimate the 

standard errors of estimation (Patz et al., 2002; Wilson & Hoskens, 2001), because the models do 

not model the dependency that arises due to hierarchical structure of rating data where raters are 

nested within items (DeCarlo et al., 2011). For example, consider a situation in which one 

student responds to two items. Raters 1 and 2 score the student’s response to the first item. 

Raters 3 and 4 score the response to the second item. Scores from the first two raters are 

somewhat correlated because these two raters rate the same item. The same is true for Raters 3 

and 4. HRMs resolve these issues by breaking down the rating process into two stages: in the 

first stage, an IRT model is used to define the relationship between true latent rating categories 

and the latent trait that we want to measure. Patz et al. (2002) noted that “statistically, the ideal 

rating captures dependence between multiple ratings of the same piece of examinee work” (p. 

348); in the second stage, a “signal-detection-like” model is used to describe the relationship 

between the true latent rating categories with the observed rating categories.    

 In contrast to widespread use of MFR models, the empirical application of HRMs is 

mainly limited to writing assessment (DeCarlo, 2005; DeCarlo et al., 2011; DeCarlo & Zhou, 

2020). I was able to identify only one study (Patz et al., 2002) in which researchers applied HRM 

to mathematics assessment. 

Purpose 

 In previous studies, researchers have typically applied either MFR models or HRMs to 

the rating data to evaluate rating quality. However, applying both approaches to the same dataset 

allows me to compare results from two approaches. The purpose of this study is to examine the 

quality of ratings in a writing assessment within four separate domains: conventions, ideas, 



 

60 
 

organization, and style using both MFR models and HRMs. This study presents and illustrates a 

set of rating quality indices from these two approaches and investigates the correspondence 

between the indices based on these two approaches. The following three research questions guide 

this study.  

1. What does the MFR approach reveal about the individual rater’s rating quality of a rater-

mediated writing assessment? 

2. What does the HRM approach reveal about the individual rater’s rating quality of a rater-

mediated writing assessment? 

3. Do indices of individual rater’s rating quality based on the MFR and HRMs approaches 

provide similar conclusions about rating quality specific to individual raters? 

Method 

Participants & Instrument 

In a secondary analysis, I analyzed 11 raters’ ratings of 2120 essays from the Georgia 

Middle Grades Writing Assessment (MGWA), where students wrote a one- or two-page essay. 

The raters were professional raters who were hired by a state-level assessment center. The rater 

sample was composed of 1 expert rater and 10 operational raters. The Expert rater worked 

closely with test developers and get actively involved in training the operational raters. The 10 

operational raters were randomly selected from the rater pool that were hired to rate this 

administration of the assessment. Prior to operational scoring, raters were required to take a 14-

hour training program and pass the qualifying test. Both the training and the test were directly 

related to the 2011 MGWA, such as directions specific to rubric, prompt, and scoring practices 

of this administration of the assessment. The Expert rater scored all 2120 essays using a rating 

scale item with a 5-category rating scale (i.e., 1=lack of control, 2=minimal control, 3=sufficient 
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control, 4=consistent control, 5=full command) for each of four separate domains (i.e., 

conventions, ideas, organization, and style). Using the same rating scale item, each operational 

rater evaluated at least 377 essays in all four domains and judged at least 48 essays in common 

with other 9 operational raters. Because of a low frequency of the highest category (0.3%) in the 

dataset, I combined category 4 and 5 prior to data analysis.   

Models 

 In MFR models approach, I selected a Partial Credit (PC) model (Masters, 1982) 

formulation of the Many-Facet Rasch (MFR) model (PC-MFR; Linacre, 1989), because it has 

been widely applied to rating data in many areas, such as music performance assessment (e.g., 

Wesolowski et al., 2016; Wesolowski, 2017; Wesolowski et al., 2015), writing assessment 

(Wind, 2020), speaking assessment (Eckes, 2005), teacher evaluation (Wind & Jones, 2018), 

among others. The Partial Credit model (Masters, 1982) formulation of a three-facet MFR model 

(Linacre, 1989; PC-MFR) with facets for student achievement, rater severity, and domain 

difficulty is stated as: 
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where n is the location of student n on the construct (i.e., judged student achievement), i  is the 

severity level of rater i on the logit scale, j is the difficulty of domain j on the logit scale, and 

ik is the difficulty of category k relative to category k-1 for rater i. 

 Hierarchical rater models assume that a true latent rating  for student n on domain j 

exists.  is indirectly measured by observed rater r’s rating  and at the same time it is an 
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indicator of student ability n . Therefore, the first level (the rater level) of the model specifies 

the relationship between the true latent ratings  and observed rating , while the second 

level defines the relationship between true latent ratings and student ability n . At second 

level, I chose the partial credit model, which can be stated as 

                                                                               (2) 

where  is a latent true rating for domain j that takes on K values from 1 to k (k is the number 

of categories in the scoring rubric), and  is the step parameter. 

 In the literature, two models are proposed for the rater model at the first level: Patz et al. 

(2002) used a discretized normal distribution as the rater model (HRM-ND), while DeCarlo et al. 

(2011) used a latent class signal detection theory model (SDT) as the first level model. I chose 

SDT as the rater model because as noted by Patz et al. (2002), the estimation of the rater severity 

parameter may have computational challenges with the HRM-ND. In addition, HRM-ND only 

models leniency effects and severity effects while raters may exhibit other important effects. The 

SDT model proposed by DeCarlo et al., (2011) overcomes these limitations. The SDT involves 

two processes of ratings: discriminate the latent categories and use criteria to score the item. 

Figure 7 shows a rater scoring one item with four categories. d represents the rater’s ability to 

discriminate these four categories, and c1, c2, and c3 (the three intersection points for the 

underlying distributions) reflect the ideal response criteria. Through comparing estimated 

response criteria (relative criteria) with ideal response criteria (discussed further below), I can 

identify which raters may exhibit rater effects. Figure 7 also illustrates an assumption of distance 

between the adjacent categories is the same across categories. The SDT model can be written as 
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                                   .                                        (3) 

F is a cumulative distribution function, such as the logistic or normal. The parameter  is the 

discrimination parameter, which reflects rater i’s ability to discriminate the latent categories of 

domain j. When  is larger, rater i has better ability to discriminate the two adjacent true latent 

categories. That is, the classification is more accurate. The response criteria parameter  

represents the internal criteria that the rater i uses to decide to which category should be assigned 

to domain j. Figure 8 is an example, which shows five hypothetical raters evaluate one essay 

using a scoring rubric of a 1 to 4 rating scale. The x-axis lists Rater ID and y-axis is response 

criteria. The three horizontal lines are ideal criteria to distinguish score 1 vs. 2, score 2 vs. 3 and 

score 3 vs. 4, respectively. These lines can be used as the reference. Rater 1 is perfect in terms of 

response criteria parameter since her estimated criteria match the ideal ones perfectly. The 

internal criteria of Rater 2 are above the ideal criteria, which indicates that Rater 2 exhibits 

severity. By contrast, Rater 3 exhibits leniency. Rater 4’s first criterion is below the first 

horizontal line and the third criterion is above the last line, which suggests the rater exhibits 

central tendency because they underuse the end categories of 1 and 4. In contrast, Rater 5 

exhibits extremism effect. That is, the rater tends to overuse the end categories of 1 and 4 and 

thus smaller proportion of ratings falls in the central categories of the rating scale (i.e., 2 and 3). 

Rater quality indices 

 To identify raters who may exhibit problematic scoring patterns, Wind and Engelhard 

(2013) summarized rater quality indices based on MFR approaches. I adapted them to put them 

into three categories: (A) Rater leniency/severity, (B) Rater fit, and (C) Rater category use. To 

make a comparison, I summarized rater quality indices based on HRM-SDT and fitted them into 
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the same categories. Table 10 displays rater quality indices based on both PC-MFR and HRM-

SDT within above three categories. PC-MFR-based statistics can be computed by using Facets 

computer program (Linacre, 2015), whereas HRM-SDT-based statistics were computed within 

the Latent Gold 4.0 computer program (Magidson & Vermunt, 2005). 

Results 

What is the overall leniency/severity of each rater? 

Table 11 shows the calibration of overall rater severity using both PC-MFR Model and 

HRM-SDT model. Based on PC-MFR, among 11 raters, Rater 3 was the most severe with a logit 

value of 0.64, followed by Rater 4 with a logit value of 0.62. In contrast, Rater 10 was the most 

lenient with a logit value of -1.28. Similar to the results of PC-MFR, HRM-SDT model identified 

Rater 10 as the most lenient, while Rater 4 was the most severity. In addition, the raters’ ranking 

based on their rater severity estimates were similar. 

Which rater(s) are lenient/severe on each domain? 

 Figure 9 presents the four interactions: Severity Idea, Severity Organization, Severity

Style, and Severity Conventions based on PC-MFR. X-axis lists raters ID and y-axis is the t-

test statistic for the null hypothesis that there is no interaction effect between rater severity and 

domain difficulty. Two horizontal dashed lines are used to mark the positive and negative two 

boundaries. Values of t statistic higher than 2 suggest that the rater was more lenient than 

expected on a domain relatively to all raters who rate the domain. In contrast, the t statistic 

values lower than -2 suggests that the rater was more severe than expected on a domain. Figure 3 

shows when rating Ideas, Raters 2, 3, and 7 were more severe than expected, while Raters 1, 9, 

and Expert were more lenient than expected. When rating Organization, Raters 3 and 5 were 
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more likely to assign lower scores, while Raters 4 and 8 were more likely to assign higher scores. 

When rating Style, Raters 1 and 4 were more severe, while Rater 3 was more lenient. When 

rating Conventions, Raters 8 and 9 were more likely to assign lower ratings, whereas Raters 3 

and 7 were more likely to assign higher ratings.  

 Figure 10 displays 11 raters’ severity estimates based on HRM-SDT in four domains. 

Rater IDs list on x-axis and y-axis presents rater severity. By averaging response criteria 

parameters for each rater, I observed that when scoring Ideas domain and Organization domain, 

Rater 3 was the most severe raters ( ; ). That is, they tended to 

assign a lower score. In contrast, Rater 10 was more likely to assign high ratings 

( ; ), which suggests that they was lenient compared to other 10 

raters. When scoring Style domain and Conventions domain, Rater 4 was the most severe raters 

( ; ). In contrast, Rater 10 was most lenient ( ; 

) among 11 raters in the group. 

Which rater(s) are lenient/sever on each category within each domain? 

 Figure 11 presents response criteria parameters based on HRM-SDT for each rater within 

each domain. The three dashed horizontal lines are ideal criteria to distinguish score 1 vs. 2, 

score 2 vs. 3 and score 3 vs. 4, respectively. For a four-point scale item, the ideal criteria are 0.5, 

1.5, and 2.5. All 11 raters exhibited centrality effect across four domains: the first estimated 

response criteria parameters were lower than the first ideal criterion (i.e., 0.5) and the third 

response criteria parameters were higher than the third ideal criterion (i.e., 2.5). In other words, 

all raters were lenient in terms of giving scores of 1 or 2 because they tended to assign 2 instead 

of 1, whereas all raters were severe when giving scores of 3 or 4 because they frequently 
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assigned low scores. An interesting finding about Expert was that their second estimated 

response criteria parameters were very close to the ideal criteria parameters in Organization and 

Style domains; however, in Ideas and Conventions domains, the second response criteria were 

shifted upward, which indicates that Expert was more severe with respect to giving scores of 2 or 

3 in Ideas and Conventions domains than in the other two domains. In terms of operational 

raters, Rater 6 performed best when rating Ideas and Conventions domains because estimated 

criteria parameters were closest to the ideal criteria. When scoring Organization and Style 

domains, Rater 8 performed best, which indicates that this rater was not too severe nor too 

lenient when rating these two domains. Note that based on the PC-MFR (Equation 1), the 

information on which raters were lenient/sever on each category within each domain was not 

available.   

How well does each rater fit model?  

I presented infit and outfit MSE statistics calculated based on PC-MFR in Table 12. The 

highest values of fit statistics, which suggests many extreme unexpected ratings, were observed 

for Rater 3 (Infit MSE =1.12; Outfit MSE = 1.10). The lowest values of fit statistics, which 

indicates raters’ ratings are more consistent than expected by the model, were observed for Rater 

6 (Infit MSE = 0.82; Outfit MSE = 0.68). Note that the expert inclined to exhibit muted patterns 

(Infit MSE = 0.85; Outfit MSE = 0.68). Rater fit indices were not available based on the HRM-

SDT model (Equation 3). 

Which rater(s) does use the rating scale category in a psychometrically sound way? 

 From Figure 12, which is a plot of threshold estimations for each rater based on PC-

MFR, I observed that overall, raters used rating scale categories in a psychometrically sound 
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way. Specially, the distances between threshold estimates were similar across all raters, although 

some differences existed, which indicated there was a similar scale structure across raters. Also, 

the distance between threshold locations suggested raters can distinguish students with 

meaningful differences in achievement by using different categories. Raters did not have 

disordered threshold locations - increasing rating scale category thresholds across increasing 

rating scale categories. That is, raters assigned higher ratings when students had higher 

achievement. Finally, by exploring the spread of threshold locations, I identified Rater 9 may 

exhibit centrality effect. In other words, they were more likely to assign 2 or 3 instead of 1 or 4.   

 Based on Figure 13, which presents average rater relative criteria across domains, I 

observed that although the distances between relative criteria had some variation across raters, 

they were similar in general, indicating that raters interpret the scale in a similar way both in 

overall level and in each domain. In addition, relative criteria of each rater were ordered in an 

expected way – higher category represented higher location in the latent construct of writing. In 

terms of the rater’s ability to distinguish latent underlying categories, Figure 14 displays the 

discrimination parameters of 11 raters on four domains. I observed that among 11 raters, the 

expert had the highest discrimination parameters in all domains, whereas Rater 2 had the lowest 

discrimination parameters in all domains except for Organization domain. In other words, the 

expert was most reliable, while Rater 2 was the least reliable. On average, raters showed highest 

discrimination parameters when rating Ideas domain ( ), while raters had the 

lowest discrimination parameters when rating Conventions domain ( ), which 

indicates that raters can best discriminate the two adjacent true latent categories in Ideas domain, 

whereas raters cannot discriminate those in Conventions domain. That is, the classification is 

most accurate for Ideas domain and is most inaccurate for Conventions domain. 
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Discussion 

 Many large-scale assessments including the Middle Grades Writing Assessment have 

high-stakes consequences. These tests are used to make important decisions about students, such 

as admissions, promotion, and graduation. Meaningful interpretation and correct use of scores 

that raters assign require researchers and practitioners to collect and evaluate the quality of 

ratings. This study presented and illustrated a set of rating quality indices from MFR and HRM 

approaches and investigated the correspondence between the indices. Findings from this study 

provided detailed information about individual rater’s rating quality, such as rater severity, rater 

fit, and rater category use, which helps researchers and practitioners make decisions, such as 

rater retraining, rater removal, and so on. In addition, the rating quality indices illustrated in this 

study can be incorporated in operational scoring to monitor ratings and to identify which student 

essays or domains need to be reexamined.  

 Furthermore, investigating correspondence between the rating quality indices from MFR 

and HRM approaches have important implications for practitioners. Specially, the HRM-SDT 

model does not provide individual rater fit information, while PC-MFR model provides details 

about how rater judgments adhere to a well-defined set of requirements. Gathering evidence of 

rater fit is critical because when a rater exhibits acceptable fit to model, the measurement of the 

rater is invariant and it is possible to obtain estimates of test-taker achievement that are adjusted 

for differences in rater severity. In addition, ongoing evaluation of model-data fit in the 

operational scoring process can identify problematic raters whose ratings may need to further 

attention to make sure that estimation of student achievement is reliable, fair, and valid. Among 

the same lines, PC-MFR applied in the study does not provide information on which raters are 

severe/lenient on each category within each writing domain, whereas HMR-SDT does provide. 
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This information allows researchers and practitioners to examine whether an individual rater’s 

rating is consistent across each category within each domain. Therefore, practitioners should 

keep characteristics of MFR and HRM approaches in mind when they apply these two 

approaches to their datasets. 

Limitations and Directions for Future Research 

 This study has some limitations that warrant consideration in future research. First, when 

comparing MFR and HRM approaches, this study only selected one representative model from 

each approach. Therefore, future research may compare rating quality indices from these two 

approaches based on other models, such as the Rating Scale model (Andrich, 1978) version of a 

three-facet Many-Facet Rasch (MFR) model (Linacre, 1989; RS-MFR), and hierarchical rater 

model with a discretized normal distribution as the rater model (Patz et al., 2002). Second, this 

study only used one real dataset, and thus the results may not be generalizable to other datasets 

with different characteristics. Researchers and practitioners should consider the characteristics of 

their own data before generalizing the conclusions to other contexts. 
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CHAPTER 5: DISCUSSION AND CONCLUSIONS 

Discussion  

 This dissertation includes three independent but related studies that provide insight into 

methodological issues that arise due to the fact that human judgments are subject to errors.  

Meaningful interpretation of human judgment requires evidence that the judgmental processes do 

not threaten the validity, reliability, and fairness of the assessment. To gather such evidence, 

analysts often examine scoring data for evidence of rater effects, or raters' scoring tendencies that 

result in performances receiving different scores than are warranted given their quality. 

The first study systematically considered the impact of ignoring rater effects when they 

are present on estimates of student ability using a simulation study informed by the 

characteristics of two NAEP datasets: the Number Properties and Operations section of the 2015 

NAEP NIES 4th grade mathematics assessment and the Literary Experience section of 2015 

NAEP NIES 4th grade reading assessment. The results suggest that in most simulated conditions, 

directly modeling rater effects yields more accurate student achievement estimates than 

estimation procedures that do not incorporate raters. Findings from this study highlighted the 

importance of empirically evaluating the impact of rater severity on student achievement 

estimates. In addition, this study demonstrated how to use rater effects analyses based on modern 

measurement theory models to explore rating quality in this type of assessment without the need 

for double scoring. In many mixed-format assessments (e.g., College Entrance Examination 

Board, 2020, NAEP Technical Documentation, 2017), to evaluate rater judgments for CR items
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a common practice is to use rater agreement and reliability indices obtained from double 

scoring (i.e., a sample of student responses per item are scored independently by two raters). 

Although rater agreement and reliability indicators are important, these indices do not provide a 

complete picture of rating quality. Specifically, previous studies have found when rating 

students’ performances, raters may exhibit some problematic patterns, such as severity/leniency 

effects (e.g., Schaefer, 2008), central tendency (e.g., Wolfe & Song, 2015), and differential rater 

functioning (e.g., Engelhard & Myford, 2003). However, rater agreement and reliability 

indicators cannot capture these patterns for individual raters. Providing information on individual 

raters is important for the purposes of rater training, rater monitoring, and rater removal. 

Therefore, another contribution of this study is that it showed how to model rater effect directly 

in psychometric models to evaluate individual raters. 

The second study mainly focused on how to accurately identify misfit raters. Rater misfit 

occurs when observed ratings deviate from model-expected ratings. Gathering evidence of rater 

fit is very important. When there is evidence that raters exhibit acceptable fit to Rasch model, 

researchers can meaningfully interpret test-taker achievement estimates that are adjusted for 

differences in rater severity by Rasch model. In addition, when raters fit Rasch model, rater-

invariant measurement is achieved: rater severity is invariant over all levels of test-taker 

achievement, and test-taker achievement estimates is invariant over all raters. Moreover, fit 

analysis helps researchers and practitioners detect systematic rater biases, such as rater drift or 

differential rater functioning, which was not captured by diagnostic indicators of specific rating 

patterns such as severity or central tendency. To detect rater misfit more accurately, I proposed 

an iterative parametric bootstrap procedure to overcome the limitations of its traditional 

counterpart, which is currently considered “best practice” among many measurement scholars 
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who use Rasch models to evaluate psychometric properties (Seol, 2016; Su et al., 2007; Wolfe, 

2013). I conducted a simulation study to evaluate the performance of the new approach based on 

three criteria: false positive rates, true positive rates, and overall accuracy rates. The results 

indicated that using the iterative procedure to establish 95% critical values of infit and outfit 

MSE statistics had better-controlled false positive rates, higher true positive rates and overall 

accuracy rates compared to using traditional parametric bootstrap procedure and rule-of-thumb 

critical values. In addition, this study is the first known study to systematically investigate the 

performance of the traditional parametric bootstrap procedure and rule of thumb critical values in 

evaluating rater fit. The findings suggest that researchers and practitioners should be cautious 

about using the traditional bootstrap procedure to identify critical values for infit and outfit MSE 

statistics, although this approach has been advocated before (Seol, 2016; Su et al., 2007; Wolfe, 

2013). In addition, the results highlight previous researchers’ admonition that rule-of-thumb 

critical values for infit and outfit MSE statistics be used with caution (Seol, 2016; Smith et al., 

1998; Wolfe, 2013). Moreover, this study demonstrated how researchers can apply the iterative 

parametric bootstrap method to obtain empirical critical values for the infit and outfit MSE 

statistics. This is important because accurate evaluation of rater fit provides valuable information 

about which raters may need to be removed, retrained, remediated, and so on. Accurate 

information about rater fit can help practitioners make decisions about individual raters that are 

important at all stages of the assessment process. 

 The third study examined the quality of ratings in the Georgia Middle Grades Writing 

Assessment using both PC-MFR model (Linacre, 1989) and HRM-SDT (DeCarlo et al., 2011). 

These two models are commonly applied to real datasets in rater-mediated assessments, but 

previous studies have not fully examined the correspondence between rating quality indicators 



 

73 
 

based on these two models. Comparing these two approaches could help researchers and 

practitioners better understand their similarities and differences. This study presented and 

illustrated a set of rating quality indices from these two approaches and investigated the 

correspondence between the indices based on these two approaches. Results indicated that the 

overall leniency/severity of each rater, leniency/severity of each rater on each domain, and 

whether raters used the rating scale category in a psychometrically sound way had similar 

conclusions based on PC-MFR model and HRM-STD. The PC-MFR model provided 

information on how well each rater fit the model, while individual rater fit indices were not 

available based on the HRM-SDT model. The HRM-SDT provided information about which 

rater(s) were lenient/severe on each category within each domain, while MFR did not provide 

such information. This study filled a gap in the existing literature by providing the 

correspondence between rating quality indices based on two frameworks in the scale tradition: 

PC-MFR model and HRM-SDT model. Findings from this study suggest that researchers and 

practitioners may keep characteristics of PC-MFR and HRM-SDT approaches in mind when they 

apply these two approaches to their datasets and select an appropriate model to their datasets. For 

example, if researchers and practitioners need information on rater fit to a model based on 

invariance, PC-MFR model is preferable, while if they seek information on which raters are 

severe/lenient on each category within each content domain, HRM-SDT may be superior. In 

addition, Latent Gold (Magidson & Vermunt, 2005), the software for estimating HRM-SDT, is a 

general statistical program and not designed for HRM-SDT, and thus the results need to be 

transformed for interpretation purposes. FACETS (Linacre, 2015), a widely-used software 

program to estimate PC-MFR model, is user-friendly and fast, and outputs can be interpreted 

directly.  
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Implications for Research and Practice 

Broadly speaking, this dissertation concerns about test validity and fairness (AERA et al., 

2014). The validity of scores in educational assessments is affected by many factors, but in rater-

mediated assessments, rater judgment is probably one of the most important factors. The first 

study evaluated how different treatments of raters in psychometric models affect score validity. 

Although rater effects have been considered in many studies on standalone performance tests 

(e.g., Eckes, 2015; Engelhard, & Wind, 2018; Wolfe & McVay, 2012), there is limited research 

on the impacts of rater effects in mixed-format assessments. I only identified two studies in 

which rater effects were explicitly considered in mixed-format assessments. The findings from 

the study by Patz et al. (1997) may not be able to generalize to operational assessments because 

the study was based on quite limited simulation conditions and may not fully reflect the 

characteristics of data collection designs. Shin et al. (2019) drew a conclusion that rater effects 

do not exist based on a statistically suboptimal method. Accordingly, the study contributes to 

existing literature by first systematically investigating the impact of ignoring rater effects on 

student achievement estimates under more realistic conditions for large-scale mixed format 

assessments using modern measurement theory models situated within a measurement 

framework. Although we could include rater severity in the psychometric models, raters can 

affect score validity in many other ways. For example, some raters may exhibit biases toward a 

particular group of students and thus threaten the fairness of the test. It is extremely important to 

identify problematic raters and provide necessary training. The second study proposed a novel 

procedure for identifying a particular type of problematic raters, that is misfit raters, and provide 

applied researchers with a very useful tool to improving test score validity and fairness. The first 

two studies focused on many facet Rasch model, which is one of many psychometric models for 
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rater-mediated assessments. The third study compared many facet Rasch model and Hierarchical 

Rater model because they are very popular in research on performance assessment. Although 

previous research has applied either PC-MFR (e.g., Eckes, 2015; Engelhard, & Wind, 2018; 

Wesolowski & Wind, 2019; Wolfe & McVay, 2012) or HRM-SDT (e.g., DeCarlo, 2005; 

DeCarlo et al., 2011) to real dataset in rater-mediated assessments, to the best of my knowledge, 

researchers have not applied both models to the same dataset and examined the correspondence 

between rating quality indices based on both models. An empirical study allows readers to take a 

closer look at what information each model could provide and how these pieces of information 

may be used to assess test validity.    

 Findings from this dissertation can inform score interpretation and use in high-stakes 

rater-mediated assessments. Specifically, evidence about rating quality can inform practices such 

as rater training and the development or revision of scoring materials (e.g., rubrics). Moreover, 

the proposed iterative parametric bootstrap procedure, and rating quality indices illustrated in 

this dissertation could be conducted at multiple stages of the assessment procedure, including 

during rater training, as ongoing procedures during scoring, and prior to reporting students’ final 

scores. These procedures could serve to improve the psychometric quality of the assessment by 

revising rater scoring procedures, monitoring raters during operational scoring, and informing 

the interpretation and use of rater judgments.  

Limitations and Future Research 

   This dissertation has some limitations that warrant consideration in future research. 

Most importantly, the selected simulation conditions for studies might not reflect all possible 

performance assessments. Future research may explore these issues in more detail with real data 

and additional simulations. For example, in real situations, apart from severity/ leniency effect, 
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some other rater effects likely exist, such as centrality and differential rater functioning. 

Researchers may evaluate the performance of the iterative parametric bootstrap procedure when 

other rater effect exists in future studies. Along the same lines, researchers may explore the 

impact of ignoring other rater effects on estimation of student achievement. In addition, this 

dissertation mainly focuses on rating quality of human raters. Recently, automatic scoring 

provides attractive alternative and good complement to human scoring because it is more cost-

effective, quicker, and more consistent in terms of applying the same scoring criteria to student 

performances (Enright & Quinlan, 2010; Wolfe & Wendler, 2020). However, the evidence of 

automatic scoring quality is limited and thus in the future, researchers may collect and evaluate 

the evidence to ensure judgmental processes do not threaten the validity, reliability, and fairness 

of the assessment.     
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Table 1. Infit MSE and 95% Critical Values based on Iterative Parametric bootstrap 

Procedure 

 Step 1  Step 2 

Rater Infit MSE [CVLower, CVUpper]  Infit MSE [CVLower, CVUpper] 

1 2.03 [0.90, 1.13]    

2 0.95 [0.91, 1.12]  1.06 [0.88, 1.12] 

3 0.91 [0.89, 1.10]  1.02 [0.88, 1.10] 

4 0.98 [0.87, 1.14]  1.06 [0.87, 1.13] 

5 0.94 [0.90, 1.10]  1.03 [0.89, 1.14] 

6 0.83 [0.88, 1.11]  0.92 [0.88, 1.12] 

7 0.90 [0.89, 1.12]  0.99 [0.88, 1.10] 

8 0.98 [0.89, 1.12]  1.06 [0.87, 1.11] 

9 0.86 [0.89, 1.09]  0.92 [0.87, 1.09] 

10 1.03 [0.88, 1.15]  1.12 [0.86, 1.13] 

11 1.00 [0.89, 1.10]  1.10 [0.90, 1.11] 

12 0.88 [0.89, 1.11]  0.95 [0.88, 1.12] 

13 0.85 [0.89, 1.12]  0.93 [0.90, 1.12] 

14 0.87 [0.90, 1.12]  0.93 [0.90, 1.12] 

15 0.88 [0.90, 1.11]  0.96 [0.91, 1.12] 

Note: CV is critical values. Raters who exhibit misfit are in bold. 
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Table 2. False Positive Rates: When No Misfit Raters Exist    

Rating 

Design 

Rater 

Sample 

Size 

Iterative 

Parametric 

Bootstrap 

 Traditional 

Parametric Bootstrap 
 Rule-of-Thumb 

Infit 

MSE 

Outfit 

MSE 
 Infit 

MSE 

Outfit 

MSE 
 Infit 

MSE 

Outfit 

MSE 

Complete 

15 0.05 0.05  0.05 0.06  0.00 0.06 

30 0.05 0.05  0.04 0.05  0.00 0.01 

60 0.04 0.04  0.04 0.04  0.00 0.00 

Incomplete 

15 0.07 0.04  0.07 0.04  0.27 0.42 

30 0.05 0.03  0.04 0.03  0.28 0.46 

60 0.06 0.04  0.05 0.03  0.29 0.45 
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Table 3. Overall Accuracy Rates: When No Misfit Raters Exist    

Rating 

Design 

Rater 

Sample 

Size 

Iterative 

Parametric 

Bootstrap 

 Traditional 

Parametric Bootstrap 
 Rule-of-Thumb 

Infit 

MSE 

Outfit 

MSE 
 Infit 

MSE 

Outfit 

MSE 
 Infit 

MSE 

Outfit 

MSE 

Complete 

15 0.95 0.95  0.95 0.94  1.00 0.94 

30 0.95 0.95  0.96 0.95  1.00 0.99 

60 0.96 0.96  0.96 0.96  1.00 1.00 

Incomplete 

15 0.93 0.96  0.93 0.96  0.73 0.58 

30 0.95 0.97  0.96 0.97  0.72 0.54 

60 0.94 0.96  0.95 0.97  0.71 0.55 
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Table 4. False Positive Rates under Complete Rating Design: When Discrimination Misfit 

Raters Exist 

Degree 

of Misfit 

Rater 

Sample 

Size 

% of 

Misfit 

Raters 

Iterative 

Parametric 

Bootstrap 

 
Traditional 

Parametric 

Bootstrap 

 Rule-of-

Thumb 

Infit 

MSE 

Outfit 

MSE 
 Infit 

MSE 

Outfit 

MSE 
 Infit 

MSE 

Outfit 

MSE 

Weak 

15 
5% 0.06 0.06  0.07 0.09  0.01 0.06 

10% 0.06 0.06  0.14 0.17  0.01 0.06 

30 
5% 0.05 0.05  0.10 0.12  0.00 0.01 

10% 0.04 0.05  0.16 0.21  0.00 0.02 

60 
5% 0.04 0.04  0.09 0.12  0.00 0.00 

10% 0.04 0.05  0.26 0.34  0.00 0.01 

Strong 

15 
5% 0.04 0.04  0.35 0.44  0.07 0.23 

10% 0.06 0.05  0.81 0.91  0.34 0.76 

30 
5% 0.04 0.04  0.60 0.70  0.06 0.27 

10% 0.04 0.05  0.82 0.91  0.10 0.50 

60 
5% 0.04 0.04  0.75 0.82  0.01 0.10 

10% 0.04 0.05  0.96 0.99  0.09 0.54 
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Table 5. False Positive Rates under Incomplete Rating Design: When Discrimination Misfit 

Raters Exist 

Degree 

of Misfit 

Rater 

Sample 

Size 

% of 

Misfit 

Raters 

Iterative 

Parametric 

Bootstrap 

 
Traditional 

Parametric 

Bootstrap 

 Rule-of-

Thumb 

Infit 

MSE 

Outfit 

MSE 
 Infit 

MSE 

Outfit 

MSE 
 Infit 

MSE 

Outfit 

MSE 

Weak 

15 
5% 0.08 0.05  0.06 0.04  0.28 0.41 

10% 0.07 0.04  0.06 0.04  0.30 0.42 

30 
5% 0.06 0.05  0.04 0.03  0.28 0.44 

10% 0.06 0.04  0.05 0.04  0.30 0.45 

60 
5% 0.06 0.05  0.04 0.04  0.29 0.44 

10% 0.07 0.05  0.05 0.04  0.30 0.45 

Strong 

15 
5% 0.09 0.04  0.07 0.07  0.35 0.47 

10% 0.08 0.05  0.10 0.13  0.44 0.52 

30 
5% 0.06 0.05  0.06 0.07  0.34 0.46 

10% 0.07 0.04  0.07 0.08  0.36 0.51 

60 
5% 0.07 0.05  0.06 0.05  0.32 0.47 

10% 0.07 0.05  0.08 0.09  0.41 0.53 
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Table 6. True Positive Rates under Complete Rating Design: When Discrimination Misfit 

Raters Exist 

Degree 

of Misfit 

Rater 

Sample 

Size 

% of 

Misfit 

Raters 

Iterative 

Parametric 

Bootstrap 

 
Traditional 

Parametric 

Bootstrap 

 Rule-of-

Thumb 

Infit 

MSE 

Outfit 

MSE 
 Infit 

MSE 

Outfit 

MSE 
 Infit 

MSE 

Outfit 

MSE 

Weak 

15 
5% 0.92 0.92  0.92 0.92  0.84 0.94 

10% 0.93 0.97  0.92 0.94  0.72 0.95 

30 
5% 0.98 0.99  0.97 0.99  0.79 0.95 

10% 0.97 0.99  0.95 0.98  0.75 0.96 

60 
5% 1.00 1.00  1.00 1.00  0.85 0.99 

10% 1.00 1.00  0.99 1.00  0.77 0.96 

Strong 

15 
5% 1.00 1.00  1.00 1.00  1.00 1.00 

10% 1.00 1.00  1.00 1.00  1.00 1.00 

30 
5% 1.00 1.00  1.00 1.00  1.00 1.00 

10% 1.00 1.00  1.00 1.00  1.00 1.00 

60 
5% 1.00 1.00  1.00 1.00  1.00 1.00 

10% 1.00 1.00  1.00 1.00  1.00 1.00 
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Table 7. True Positive Rates under Incomplete Rating Design: When Discrimination Misfit 

Raters Exist 

Degree 

of Misfit 

Rater 

Sample 

Size 

% of 

Misfit 

Raters 

Iterative 

Parametric 

Bootstrap 

 
Traditional 

Parametric 

Bootstrap 

 Rule-of-

Thumb 

Infit 

MSE 

Outfit 

MSE 
 Infit 

MSE 

Outfit 

MSE 
 Infit 

MSE 

Outfit 

MSE 

Weak 

15 
5% 0.36 0.26  0.32 0.26  0.54 0.70 

10% 0.41 0.32  0.34 0.28  0.55 0.70 

30 
5% 0.45 0.38  0.38 0.38  0.62 0.71 

10% 0.42 0.40  0.34 0.37  0.57 0.79 

60 
5% 0.40 0.35  0.36 0.29  0.55 0.73 

10% 0.42 0.43  0.34 0.37  0.60 0.76 

Strong 

15 
5% 0.98 0.92  0.98 0.92  1.00 0.98 

10% 0.88 0.95  0.81 0.85  0.89 0.98 

30 
5% 0.92 0.96  0.91 0.92  0.97 0.99 

10% 0.95 0.94  0.85 0.89  0.95 0.98 

60 
5% 0.95 0.94  0.92 0.93  0.97 0.98 

10% 0.91 0.93  0.83 0.87  0.92 0.98 
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Table 8. Overall Accuracy Rates under Complete Rating Design: When Discrimination Misfit 

Raters Exist 

Degree 

of Misfit 

Rater 

Sample 

Size 

% of 

Misfit 

Raters 

Iterative 

Parametric 

Bootstrap 

 
Traditional 

Parametric 

Bootstrap 

 Rule-of-

Thumb 

Infit 

MSE 

Outfit 

MSE 
 Infit 

MSE 

Outfit 

MSE 
 Infit 

MSE 

Outfit 

MSE 

Weak 

15 
5% 0.94 0.94  0.93 0.91  0.98 0.94 

10% 0.94 0.95  0.87 0.85  0.96 0.94 

30 
5% 0.95 0.95  0.90 0.88  0.99 0.98 

10% 0.96 0.95  0.85 0.81  0.97 0.98 

60 
5% 0.96 0.96  0.91 0.88  0.99 1.00 

10% 0.96 0.96  0.77 0.69  0.98 0.99 

Strong 

15 
5% 0.97 0.96  0.67 0.59  0.94 0.79 

10% 0.95 0.95  0.30 0.21  0.70 0.34 

30 
5% 0.96 0.96  0.44 0.35  0.95 0.74 

10% 0.96 0.95  0.26 0.18  0.91 0.55 

60 
5% 0.96 0.96  0.29 0.22  0.99 0.90 

10% 0.96 0.96  0.14 0.11  0.92 0.52 

 

  



 

96 
 

 

Table 9. Overall Accuracy Rates under Incomplete Rating Design: When Discrimination 

Misfit Raters Exist 

Degree 

of Misfit 

Rater 

Sample 

Size 

% of 

Misfit 

Raters 

Iterative 

Parametric 

Bootstrap 

 
Traditional 

Parametric 

Bootstrap 

 Rule-of-

Thumb 

Infit 

MSE 

Outfit 

MSE 
 Infit 

MSE 

Outfit 

MSE 
 Infit 

MSE 

Outfit 

MSE 

Weak 

15 
5% 0.89 0.91  0.90 0.91  0.71 0.59 

10% 0.83 0.84  0.84 0.84  0.65 0.57 

30 
5% 0.88 0.89  0.90 0.90  0.69 0.56 

10% 0.84 0.85  0.86 0.86  0.64 0.52 

60 
5% 0.90 0.90  0.91 0.91  0.68 0.55 

10% 0.82 0.83  0.84 0.84  0.65 0.52 

Strong 

15 
5% 0.92 0.95  0.93 0.93  0.67 0.56 

10% 0.80 0.82  0.78 0.76  0.54 0.48 

30 
5% 0.88 0.89  0.87 0.87  0.64 0.54 

10% 0.82 0.84  0.82 0.81  0.59 0.48 

60 
5% 0.88 0.89  0.88 0.89  0.64 0.51 

10% 0.79 0.80  0.79 0.78  0.54 0.45 
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Table 10. Rating Quality Indices Based on PC-MFR Model and the HRM-SDT Model 

Rating Quality Indicator  Questions  PC-MFR  HRM-SDT 

  Statistics  Statistics 

A. Rater leniency/severity  What is the overall leniency/severity of 

each rater? 

  

 Calibrate the location of 

each rater 

 Average response 

criteria parameters 

across domains 

Which rater(s) are lenient/sever on each 

domain? 

Interaction between rater 

severity and domain 

difficulty 

  

Average response 

criteria parameters 

Which rater(s) are lenient/sever on each 

category within each domain? 

  

NA Calibrate response 

criteria parameters 

B. Rater fit  How well does each rater fit model?   Infit and outfit mean 

square error statistics  

NA 

C. Rater category use Which rater(s) does use the rating scale 

category in a psychometrically sound 

way?  

  

1. To what degree is difficulty of 

each category comparable for 

different raters?  

The threshold estimates 

across raters (overall) 

The response criteria 

parameters across 

raters (overall + 

within each domain)  
2. To what degree do higher rating 

scale categories correspond to 

higher location on the latent 

construct?  

The order of the threshold 

estimates (overall) 

The order of the 

response criteria 

parameters (overall + 

within each domain)  
3. To what degree does rater 

distinguish different students’ 

ability by using different 

categories?  

The distance between the 

threshold estimates within 

each rater 

The discrimination 

parameters 

Note. This description of PC-MFR rating quality indices is based on Wind and Engelhard (2013). 
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Table 11. Calibration of the Rater Severity from MFR-PC and HRM-SDT 

PC-MFR  HRM-SDT 

Rater ID Measure  Rater ID Measure 

3 0.64  4 1.66 

4 0.62  7 1.62 

7 0.46  3 1.61 

Expert 0.26  Expert 1.59 

1 0.10  8 1.57 

8 0.09  1 1.56 

5 0.07  9 1.53 

2 -0.13  2 1.51 

6 -0.36  5 1.51 

9 -0.47  6 1.43 

10 -1.28  10 1.32 

Note. The raters are arranged in Measure (severity) order, from high to low. 
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Table 12. Rater Fit Indices from MFR-PC  

Rater ID Infit MSE  Rater ID Outfit MSE 

3 1.12  3 1.10 

9 1.11  5 1.04 

7 1.08  9 1.02 

5 1.07  2 1.00 

2 1.07  7 0.95 

8 1.04  4 0.93 

4 1.03  8 0.92 

10 1.01  10 0.90 

Expert 0.85  1 0.74 

1 0.85  Expert 0.68 

6 0.82  6 0.68 

Note. The raters are arranged in descending order of Infit MSE and Outfit MSE, respectively 
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Figure 1. Density Plot of Rater Severity for 2015 NAEP Mathematics and Reading 

Assessments   
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Figure 2. Three-way Interaction of Test Length, Proportion of Items Each Student Answers, 

and Considering Rater Effect or not for Mathematics Assessment   

 

Note. pp = proportion of items each student answers 
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Figure 3. Four-way Interaction of Test Length, Proportion of Items Each Student Answers, 

Proportion of CR items and Considering Rater Effect or not for Reading Assessment   

 

Note. pp = proportion of items each student answers; per = proportion of CR items 
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Figure 4. Four-way Interaction of Test Length, Proportion of Items Each Student Answers, 

Student Sample Size and Considering Rater Effect or not for Reading Assessment   

 

Note. pp = proportion of items each student answers; N = student sample size 
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Figure 5. A Plot of Infit MSE Statistic for 15 Raters with Bootstrap 95% critical values 
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Figure 6. A Plot of Outfit MSE Statistic for 15 Raters with Bootstrap 95% critical values 
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Figure 7. An Illustration of SDT, Where a Rater Rates an Item with Four Categories 
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Figure 8. An Illustration of Identifying Rater Effects by Comparing Relative Criteria with 

Ideal Criteria 
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Figure 9. Rater Severity on Four Domains Based on PC-MFR 
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Figure 10. Rater Severity on Four Domains Based on HRM-SDT 
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Figure 11. Relative Response Criteria for Each Rater Based on HRM-SDT 
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Figure 12. Threshold Estimates for Each Rater Based on PC-MFR 
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Figure 13. Relative Criteria for Each Rater Based across Four Domains Based on HRM-SDT 
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Figure 14. Rater Discrimination for the Four Domains 

 

 


