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Deep Neural Network Initialization Methods for
Micro-Doppler Classification with

Low Training Sample Support
Mehmet Saygın Seyfioğlu, Student Member, IEEE, Sevgi Zübeyde Gürbüz, Senior Member, IEEE

Abstract—Deep neural networks (DNNs) require large-scale
labeled datasets to prevent overfitting while having good gener-
alization. In radar applications, however, acquiring a measured
dataset on the order of thousands is challenging due to constraints
on manpower, cost, and other resources. In this letter, the efficacy
of two neural network initialization techniques - unsupervised
pre-training and transfer learning - for dealing with training
DNNs on small data sets are compared. Unsupervised pre-
training is implemented through the design of a convolutional
autoencoder (CAE), while transfer learning from two popular
CNN architectures (VGGNet and GoogleNet) is used to augment
measured RF data for training. A 12-class problem for discrim-
ination of micro-Doppler signatures for indoor human activities
is utilized to analyze activation maps, bottleneck features, class
model and classification accuracy with respect to training sample
size. Results show that on meager datasets transfer learning
outperforms unsupervised pre-training and random initialization
by 10% and 25%, respectively, but that when the sample
size exceeds 650, unsupervised pre-training surpasses transfer
learning and random initialization by 5% and 10%, respectively.
Visualization of activation layers and learned models reveal how
the CAE succeeds at representing the micro-Doppler signature.

Index Terms—radar, micro-Doppler, gait classification, convo-
lutional autoencoders, convolutional neural networks, transfer
learning, VGGNet.

I. INTRODUCTION

DEEP neural networks (DNNs) have recently become a
topic of great research for the classification of radar data.

This is in part due to the success of DNNs in classifying
complex datasets [1] [2] for image and speech processing, but
also due to their ability to learn high level representations from
the data, thereby improving classification performance.

Traditionally, micro-Doppler analysis has been done by first
extracting pre-defined features from the raw radar data or
time-frequency representation, such as a spectrogram, and
then supplying these features to a classifier. Examples of
pre-defined features include physical features (e.g. Doppler
bandwidth, envelope and stride rate) [3] [4], transform-based
features (e.g. discrete-cosine coefficients [5]), speech-inspired
features (e.g. mel-frequency cepstral coefficients [6], linear
predictive coding coefficients [7]), and dimension reduction
(e.g. principal component analysis [8] and singular value
decomposition [9]. As the number of classes and similarity
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between classes increases, however, the ability of pre-defined
features to occupy distinct regions in the multi-dimensional
feature space becomes increasingly difficult, resulting in poor
classification accuracy. For example, a multi-class support
vector machine (SVM) classifier [10] supplied 127 different
pre-defined features was only able to achieve a correct clas-
sification rate of 72%, while a deep auto-encoder achieved a
classification accuracy of 89% - about a 17% improvement.

However, studies on DNNs for micro-Doppler analysis have
been severely limited by the difficulty in collecting large
amounts of data, as this requires large resources, both in
terms of time and manpower. For example, Seyfioglu, et al.
[10] utilized a total of 864 measurements over 12 classes.
Kim and Moon [11] achieved 90.0% correct classification of
four classes (human, dog, horse, car) with a convolutional
neural network (CNN), but only 40 signatures per target (for
a total of 160 data) were able to be collected. Jokanovic,
et al. [12] achieved 87% success in fall detection using an
auto-encoder, but only 120 measurements were conducted.
Mendis, et al. [13] used a deep belief network (DBF) to
classify three-different types of drones, but with 70 data
samples/class, for a total data set of 210 samples. Kim and
Toomajian [14] classified 10 different types of hand gestures
with a CNN based on 50 samples/class, for a total of 500
measurements. Perhaps the largest database used in micro-
Doppler classification with DNNs was that by Trommel, et al.
[15], who amazingly collected a total of 23,356 measurements
for 4 different types of targets.

CNN’s are typically randomly initialized. Moreover, the
objective function of CNNs is highly non-convex, i.e. the pa-
rameter space of the model contains many local minima. Thus,
training a DNN by randomly initializing model parameters
(weights and biases) may not be very effective as gradient-
based optimization algorithms may converge to a local minima
that is not optimal in a global-sense [16]. Thus, randomly-
initialized DNNs require large training sample support to
converge to a good solution. Obtaining such training data
may be easy in applications such as image, video, or speech
processing, or text analysis, where training data sets on the
order of millions is common; but in radar applications, large
measured datasets of even thousands are typically not feasible.

In this paper, two approaches for improving the initialization
of deep neural networks are considered for the case when
training sample support is limited: transfer learning, and
unsupervised pre-training. Transfer learning [17] involves pre-
training using data from a different, but related problem, to
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initialize the network. For example, Park, et al. [18] used
the ImageNet dataset to pre-train deep CNN models, namely
AlexNet [19] and VGGNet [20], to classify 625 data samples
of 5 different aquatic activities. ImageNet is a large dataset of
1.5 million RGB images, which was used for the annual Im-
ageNet Large-Scale Visual Recognition Challenge (ILSVRC).
The ImageNet database contains sufficient diversity of shapes
that a classification performance of 80.3% - a 13.6% improve-
ment over training from scratch - was reported.

However, the underlying phenomenology of RF versus
optical signals is fundamentally different. Although time-
frequency representations, such as spectrograms, do effectively
convert complex data into images, how well generic images
may be able to represent micro-Doppler features is an open
question. In contrast, unsupervised pre-training does not aug-
ment the training data using other modalities. Instead, each
layer is greedily pre-trained to learn non-linear transformations
of the given input [21]. This approach was shown to be effec-
tive by capturing the underlying variations of the data without
needing any labels [22]. Convolutional autoencoders (CAE)
use unsupervised pre-training to provide better initialization
of the network weights in the convolutional layers.

In this paper, the efficacy of transfer learning and un-
supervised pre-training are compared using a challenging
classification problem of 12 different indoor human activities.
In Section II, the experimental methodology and test data
set is presented. Next, in Section III, the design of a CNN
is presented given the limitations of the small data set. In
Section IV, the design of a CNN with transfer learning and
CAE with unsupervised pre-training is described in detail.
Section V presents a comparison of network initialization
methodologies through classification accuracy, training sample
size, activation layer and class model visualizations. Finally,
Section VI presents conclusions.

II. MEASURED RADAR DATABASE

In this work, a total of 11 different subjects participated in
experiments to collect a total of 1007 samples of human gait
spanning 12 different classes of aided and unaided activities;
namely, walking (71), jogging (72), crawling (74), limping,
(104), walking with cane (123), falling (53), wheelchair (149),
using crutches with one leg bent at knee (74), sitting (50),
walking with walker (121), falling from chair (60), and creep-
ing (56). This dataset represents a challenging classification
problem as several activities do not yield visually distinguish-
able signatures, limping, walking with a cane, crutches or
walker, or are often confused, such as sitting with falling, or
creeping with crawling. Experiments were conducted using
an NI-USRP 2922 model software-defined radio platform
transmitting a 4 GHz continuous wave signal. The radar was
mounted 1 meter off the ground side-by-side with two horn
antennas having a 48◦ azimuthal beam width. Test subjects
conducted the activities directly along the line-of-sight of the
radar at a distance of 1-5 meters from the radar.

The micro-Doppler signature was represented by spectro-
grams (i.e.magnitude squared of the short-time Fourier trans-
form) computed with a 2048-sample Hamming window, 4096

FFT points, and 128-sample overlap were utilized. Images
of measured spectrograms for each activity may be found in
[10]. Each spectrogram was then cropped to a duration of 4
seconds, converted to grayscale and saved as an image. To
reduce dimensionality, the resulting images were then down-
sampled from a size of 656x875 pixels to 90x120 pixels.

III. CONVOLUTIONAL NEURAL NETWORKS

CNNs represent the current state-of-the-art in image pro-
cessing, and are comprised of convolutional layers, pooling
layers, and fully connected layers. CNNs learn spatially local-
ized features through the use of filters, which are convolved
with the input image in a sliding window style. In the initial
layers, specific features, such as lines, edges, and corners, are
learned, while as the network deepens, increasingly abstract
features are learned. The filter outputs are then fed to an
activation function, which in this work was chosen as the
ReLU function. Each convolutional layer is followed by max-
pooling, which takes the maximum of 2x2 neighborhoods
of the image, thus reducing complexity. Finally, the fully
connected layers are used to learn nonlinear combinations of
extracted features from previous layers.

Small sample support limits the depth and number of
neurons used per layer. For our dataset, we found that a
CNN deeper than 3 convolutional layers results in overfitting.
Thus, a CNN with 3 convolutional layers using 32 3x3 filters,
followed by 2x2 max-pooling, and 2 fully connected layers
with 150 neurons per layer was implemented as a baseline.

IV. NETWORK INITIALIZATION METHODS

A. Transfer Learning

Transfer learning is the phenomena of transferring the
weights of a trained model to initiate a better optimization
space for another ’related’ problem. Examples include using
audio data for acoustic scene classification [23], or using
optical imagery to detect lung fibrosis in ultrasound images
[24]. Because the trained model from which the weights are
transferred is related to the given task, once the network is
initialized using many samples of dataset A, fine-tuning of
the network with the few data samples from dataset B can
yield improved classification results. Thus, transfer learning is
a powerful technique when the training data is not sufficient.

In this letter, two popular CNN models, namely VGGNet
and GoogleNet [25], were trained on ImageNet before being
fine-tuned with a randomly selected subset of the measured
micro-Doppler data. VGGNet is comprised of 16 layers and
uses 3x3 convolutional filters with ReLU activation functions.
GoogleNet contains 9 inception modules, each of which con-
sists of four 1x1 convolutions that enable dimension reduction
in the color channel prior to feature extraction using 3x3 and
5x5 convolutional filters. GoogleNet also uses ReLU as its
activation function. One important advantage of the inception
module is that the network does not restrict itself to use
fixed size convolutions like VGGNet does, but instead merges
different sized convolutional filters to extract more general and
more specialized features from the given input.
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In this letter, the transfer learning is implemented as follows:
first, the layers after the penultimate layer, i.e. the fully
connected layer and softmax classifier, are removed from
the network. Then, a softmax classifier with 12 neurons
(number of classes) and 2 fully connected layers with 150
neurons are added at the end of the network. 50% dropout is
used as a means for preventing overfitting [26]. As VGGNet
and GoogleNet require RGB inputs, we generated an RGB
spectrogram by copying the same spectrogram on each band.
Lastly, each network is fine-tuned by using stochastic gradient
descent with the learning rate of 0.0001 and momentum of
0.9. It should be noted that the higher learning rates will
disrupt earlier convolutional layers as a randomly initialized
fully connected layer is added to the end of the network. The
gradient of the error caused by random initialization should
be slowly backpropagated to prevent any disruption.

B. Unsupervised Pre-Training
Unsupervised pre-training is an effective method when only

a small number of training samples are available [27]. It is
based on a greedy layer-wise approach, where each layer
learns a non-linear mapping of its previous layer. Formally, for
a given vector x, the network approximates hw(x) ≈ (x) to
capture the correlations between its inputs. Unsupervised pre-
training is applied using an autoencoder structure. This letter
proposes a CAE that contains 3 convolutional and 3 deconvo-
lutional layers on its encoder and decoder, respectively. Each
deconvolutional layer is followed by an unpooling layer [28],
where the spatial locations of the maximum values obtained by
pooling are stored. For an input matrix P, the encoder computes

ei = σ(P ∗ Fn + b) (1)

where, σ denotes the activation function, in this case, a ReLU,
* denotes 2D convolution, Fn is nth convolutional filter and b
is encoder bias. In this work, a filter concatenation technique
similar to that of GoogleNet is employed in which 3x3 and 9x9
convolutions are concatenated. The larger 9x9 filter captures
more general features, while the smaller 3x3 filter captures
fine details. Each convolutional layer is comprised of 64 filters
where 32 3x3 and 32 9x9 filters are used. After the inputs are
encoded, the reconstruction can be obtained by decoding

zi = σ(ei ∗ F̃n + b̃), (2)

where zi is the reconstruction of ith input, F̃n denotes the
nth convolutional filter of the decoder, and b̃ is the bias of the
decoder. Afterwards, unsupervised pre-training is applied to
the network by minimizing the difference between the input
of the encoder and output of the decoder:

E(θ) =

m∑
i=1

(xi − zi)2. (3)

After unsupervised pre-training, the decoder is removed from
network and fully connected layers as well as a softmax
classifier are added at the end of the encoder. Finally, the
network is fine-tuned by using the ADAM optimizer [29]. 50%
dropout was used at each fully connected layer. The overall
CAE architecture which implements unsupervised pre-training
is shown in Figure 1.

V. RESULTS

A. Classification Performance

The aforementioned DNNs are implemented using Keras
[30], which employs Tensorflow [31] on its backend, and are
trained on an Nvidia K80 GPU. As shown in Table I, for this
dataset the CAE employs much fewer parameters and is much
faster than transfer learning with VGGNet or GoogleNet.

The overall classification accuracy of each DNN is analyzed
with respect to the number of epochs by first randomly
dividing the available measured radar dataset for each class
into 80% for training and 20% for testing. Then, 20% of the
training samples were also randomly set aside for each class as
a validation set. This process was applied 10 times and results
averaged to obtain the classification accuracies reported in
Figure 2. Here, it may be observed that network initialization
method with the the highest performance is that of the CAE
with unsupervised pre-training - yielding a 5% improvement
over that from transfer learning from VGGNet, and 10% over
using a randomly initialized CNN.

The effect of training sample size is assessed by first setting
aside 20% of all measured data as a test set (201 samples),
but varying the amount of training data used between 160 and
806, randomly stratifying data from each class. This process
is repeated 10 times and the results averaged. The results,
plotted in Figure 3, show that transfer learning yields over
20% improvement in performance for meager training sample
support (<200 samples), but levels off above 600 samples. In
contrast, the CAE yields 15% performance improvement over
random initialization, but steadily increases in performance
with training set size. Thus, while for truly meager training
sets transfer learning has clear advantages, for more modest
amounts of data the CAE yields greater accuracy with less
computational complexity. This is because the CAE learns
features directly related to micro-Doppler from RF data,
whereas VGGNet and GoogleNet learns more generalized
shapes, corners, and edges from unrelated images. This also
makes transfer learning more susceptible to noise and other
undesirable artifacts in the data, as will be discussed next.

B. Activation Layer and Class Model Visualization

To understand the features learned by DNNs, activation
maps and bottleneck features belonging to penultimate layer
were extracted from the spectrograms for a given input, such as
a sample falling spectrogram. In Figure 4, the activation maps
for each DNN are shown for the neuron with highest activation
in the 1st, 3rd, 5th, and penultimate layers. The bottleneck
feature that best conforms to the original input appears in the
penultimate layer of the CAE - the approach that also yielded

TABLE I
COMPUTATIONAL COMPLEXITY FOR ALL METHODS.

CNN VGGNet GoogleNet CAE
Time / Epoch 0.04 s. 9 s. 12 s. 0.8 s.
Total Params. 604,877 15,199,949 24,592,045 1,980,173
Conv. Params. 18,816 14,714,688 21,802,784 371,712

Total Time 20 s. 4500 s. 6000 s. 760 s.
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Fig. 1. Proposed CAE architecture showing convolutional and deconvolutional layers. After unsupervised pre-training the decoder part is removed and network
is fine-tuned by adding 2 fully connected layers and a softmax classifier at the end of the encoder.
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Fig. 2. Validation accuracies of all DNNs.

Fig. 3. Test accuracy versus training sample size for all DNNs.

the highest performance. Moreover, notice that while the CAE
focuses on the upper envelope to characterize the activity, the
other layers, especially VGGNet also focus on capturing the
lower envelope, which tends to be highly influenced by clutter,
rather than the motion.

To better see how different DNNs deal with spurious or
noisy signals, a sample from falling class that contains an
unwanted vertical spike caused by erroneous batch processing
during programming of the USRP, and stored as deviant data
(not included in the standard database) prior to rectification
of the problem, was supplied to each DNN, and the resulting
activation maps compared, as shown in Figure 5. It may be
observed that while GoogleNet appears to capture much of
the noise, especially in the 5th layer, the spike is mistakenly
modeled as a signal by the CNN and VGGNet. In contrast,

Fig. 4. Activation layers for falling data.

Fig. 5. Activation layers for falling data with unwanted artifacts.

this spike never appears in the CAE features learned, resulting
in a more robust network.

Another way to visualize features learned by neural archi-
tectures is to supply a randomly generated image, which is
then modified by gradient ascent such that the softmax score
is maximized for a given class [32]. Mathematically, for a
given image I , our objective is to maximize Sc(I), the un-
normalized score of the cth class:

Id = argmax
I

(Sc(I)− λ‖I‖22) (4)

where λ denotes L2 regularization parameter. Equation (4) can
be optimized by gradient ascent, where the gradient gives the
direction in which to update the input image I in order to have
the highest score for cth class. This optimization is repeated
for 20 iterations with a learning rate of 0.6.

Figure 6 shows the resulting class model visualization for
the falling class. Here, it may be observed that the CAE
and randomly initialized CNN appear to be learning models
that resemble a micro-Doppler signature, and capture the
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Fig. 6. Visualization of falling class model when each network is 99% sure
that falling is being represented.

main feature of falling - the initial burst of energy resulting
from the fall. Also notice that after the fall the randomly
initialized CNN also regards the subsequent vertical spike
as being part of the data that should be modeled, while the
CAE ignores this artifact. In contrast, the transfer learning
initialized networks appear to generate class representations
that are irrelevant to any inputs. VGGNet and GoogleNet
both produce class models that resemble ’previously learned’
local features, which unsurprisingly do not resemble micro-
Doppler at all - reflection of the fundamental difference in
phenomenology between RF data and optical imagery.

VI. CONCLUSION

In this letter, two methods for the initialization of deep
neural networks are considered: unsupervised pre-training and
transfer learning. Results show that both methods outperform
randomly initialized CNNs. When only truly meager training
sample support is available, transfer learning offers 25% and
10% improvement in classification accuracy in comparison to
random initialization and the CAE, respectively. However, the
transfer learned features fail to capture the unique structure of
micro-Doppler, which limits performance as sample support
increases. For more modest, yet small training sets, unsuper-
vised pre-training enables the CAE to learn micro-Doppler
specific representations robustly and with high accuracy, lead-
ing to classification rates higher by 5% over transfer learning,
while also having lower computational complexity.
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