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Abstract—The widespread availability of low-cost RF sensors
has made it easier to construct RF sensor networks for motion
recognition, as well as increased the availability of RF data across
a variety of frequencies, waveforms, and transmit parameters.
However, it is not effective to directly use disparate RF sensor
data for the training of deep neural networks, as the phenomeno-
logical differences in the data result in significant performance
degradation. In this paper, we consider two approaches for the
exploitation of multi-frequency RF data: 1) a single sensor case,
where adversarial domain adaptation is used to transform the
data from one RF sensor to resemble that of another, and 2)
a multi-sensor case, where a multi-modal neural network is
designed for joint target recognition using measurements from
all sensors. Our results show that the developed approaches offer
effective techniques for leveraging multi-frequency RF sensor
data for target recognition.

Index Terms—micro-Doppler, radar, multi-modal learning,
adversarial neural networks

I. INTRODUCTION
The classification of RF micro-Doppler signatures has nu-

merous applications, including border control and security,
intruder detection [1], activity recognition [2], vital sign
monitoring [3], and gesture recognition [4], [5]. While deep
learning has been an enabling technology in RF signal classi-
fication [6], an important challenge is the limited availability
of real data for training deep models. Several approaches for
addressing this problem have been proposed in the literature,
including the use of unsupervised pre-training [7], [8], e.g.
convolutional autoencoders (CAEs) [9], transfer learning [10]–
[12], and synthetic training data generation [13]–[17].

With the proliferation of low-cost, RF sensors, however,
an increasing number of researchers have been publishing
the data used in their studies, e.g. [18], [19]. This raises
the possibility of using “datasets of opportunity” acquired
by other RF sensors, potentially set to a differing transmit
waveform – type, frequency, pulse repetition interval (PRI),
and bandwidth – than that of the RF sensor data to be
classified. However, our recent work [20], [21] has shown
that the data acquired from RF sensors with disparate transmit
parameters are not effective for cross-frequency/cross-sensor
DNN training. Cross-frequency compatibility is a key aspect of
sensing that has seen limited discussion, as most works focus
on single frequency systems. Vishwakarma, et al. [22] pro-
posed a dictionary learning approach for classification across
multiple frequency, which was motivated by cognitive radar
applications. However, only four easily discernable classes
were considered with transmit frequencies varying by just 2.5
GHz.

When the differences between transmit parameters are great,
important differences in micro-Doppler signatures measured
can be observed. While the general shape of motion may be the
same, the signatures will differ in resolution, Doppler spread,
electronic noise, clutter, and sensor artifacts due to the change
in scattering mechanism, e.g. how moving targets, objects, and
clutter reflect waves differently at different wavelengths. These
differences are significant enough that up to %70 performance
degradation was observed when, for example, data from a
77 GHZ frequency-modulated continuous wave (FMCW) RF
sensor was used to train a DNN for classification of data from
a 7-10 GHz ultra-wide band (UWB) impulse radar [21].

In this paper, we consider two approaches for leveraging
multi-frequency RF sensor data for target recognition: 1) a
single sensor case, where adversarial domain adaptation [23] is
used to transform the data from one RF sensor to resemble that
of another, and 2) a multi-sensor case, where multi-modal deep
learning [24], [25] is designed for joint target recognition using
measurements from all sensors. In Section II, the measured
datasets acquired as part of this study are presented. In Section
III, the challenge of training a DNN to classify data from
a single RF sensor using data from a disparate RF sensor
is considered. The efficacy of adversarial neural networks
designed for image-to-image translation are evaluated in terms
of their efficacy to transform RF sensor data to resemble that of
an RF sensor with different transmit waveform and parameters.
Performance limitations caused by the unique nature of RF
motion signatures are discussed. Next, in Section IV, the joint
exploitation of multi-frequency RF sensor data using a multi-
modal neural network is explored. Sensor-specific and shared
features are learned to enable improved recognition accuracy
with multiple RF sensors having different transmit parameters.
The paper concludes with discussion in Section V.

II. EXPERIMENTAL DATASETS ACQUIRED

A. Test Setup
Three different RF sensors were used in this study:
• 77 GHz FMCW radar: The Texas Instruments IWR1443

Frequency Modulated Continuous Wave (FMCW)
transceiver was set at a 77 GHz center frequency and
750 MHz bandwidth.

• 25 GHz FMCW radar: An Ancortek SDR-Kit was set to
transmit an FMCW waveform at 25 GHz center frequency
and 1500 MHz bandwidth.

• XeThru UWB impulse radar: The XeThru X4 sensor
transmits across a band of roughly 7 GHz - 10 GHz.



Fig. 1. Test setup of RF sensors (top) and summary of motion recognition
dataset acquired (bottom).

All sensors were placed side-by-side on top of a table of 1-
meter height from the ground, with the test subject moving
about 0.5-3 meters from the sensors. Figure 1 illustrates the
sensors positioning. The Xethru and 25 GHz sensors were
operated from one laptop, whereas a separate, dedicated laptop
was used to operate 77 GHz sensor. Each sensor has its own
graphical user interface and a common graphical user interface
has been used to enable synchronization across the sensors and
simultaneous data collection.

Six participants of various ages, heights and weights were
involved in this study. A total of 11 different activities and
ambulatory gaits were considered, as listed in Figure 1. The
choice of these activities were motivated by smart environment
applications, where monitoring of activities of daily living are
required to support health monitoring and gesture recognition.
Each participant conducted 10 repetitions of each activity,
resulting in a total of 60 samples per class per sensor. All
activities were conducted along the radar line-of-sight.

B. Data Processing

The radar received signal is a complex I/Q time series,
from which line-of-sight distance and radial velocity may be
computed. The amplitude and phase of the complex data is
related to the electromagnetic scattering and kinematics of the
target being observed. So, the time-varying positions of points
on the body result in unique patterns in the time-frequency
representation of the RF data. These are known as micro-
Doppler frequencies, and are captured by the micro-Doppler
signature, or, spectrogram, of the data. The spectrogram,
S(t, ω), is computed as the square modulus of the Short-Time
Fourier Transform (STFT) of the received signal, x(t):

S(t, ω) =
∣∣∣ ∫ ∞
−∞

w(t− u)x(u)du
∣∣∣2 (1)

where w(t) is a window function. Although STFTs have the
benefit of linearity, the fixed length windows result in a trade-
off between temporal resolution and frequency resolution. In
this study, the STFT was computed using Hanning windows
with 50% overlap to reduce sidelobes in the frequency domain.
Backscatter from static objects was removed using a moving
target indicator (MTI) filter, while sensor noise and artifacts
were mitigated using a thresholding algorithm.

III. SINGLE SENSOR CROSS-FREQUENCY TRAINING

Differences in transmit frequency, bandwidth, PRI, and even
type of waveform (e.g. CW, FMCW, or impulse) result in
visually observable differences in RF micro-Doppler signature.
This is illustrated in Figure 2, which compares the signatures
obtained for by each RF sensor when simultaneously observing
the same target. Notice that while some features are consistent
across the data, e.g. number of peaks, general shape of
signature, there are important differences due to the difference
of resolution and varying amounts of Doppler shift incurred
due to the differences in transmit frequency. Thus, while the
gait signature appears overlapping with ground clutter for the
Xethru and 25 GHz FMCW sensors, the ground clutter is
clearly visible in the 77 GHz FMCW sensor, which shows
clear separation between stationary objects and even slight
motion. The amplitude, texture, and received signal strength
also vary between the signatures.

As a result of these discrepancies, significant degradation
in performance are incurred [21]. Despite some of the simi-
larities between the signatures, primarily due to the common
target being observed, statistically the data from disparate RF
sensors are in fact quite distant from each other. Consequently,
training with data from one sensor does not aid with the
classification of data from another. The dissimilarity between
the distributions of the three RF sensors considered in this
work can be visualized by plotting the feature space spanned
by the samples from each RF sensor using t-SNE [26]. The
t-SNE method projects multi-dimensional points onto 2-or
3-dimensional spaces, so that if two points were from the
same distribution, they remain close in the resulting projection.
Conversely, distant points remain far apart in the t-SNE
projections. Figure 3 (a) shows the distribution of the data for
the class ”WAWAY” acquired from all three sensors. Notice
that the space spanned by each sensor are completely disjoint.

A. RF Signature Adaptation

One approach for mitigating the statistical difference be-
tween the data from disparate RF sensors is to using an
adversarial network to transform, or adapt, data from one RF
sensor to resemble that of a different RF sensor. Towards this
aim, in this paper we explore the efficacy of image-to-image
translation methods in transforming RF signatures.

While there are various approaches proposed for computer
vision applications, we found that the CycleGAN [27] archi-
tecture offered better performance in comparision to alterna-
tives, such as TravelGAN [28]. CycleGAN translates an image
from a source domain A to a target domain B by forming



Fig. 2. Micro-Doppler signatures acquired using various RF sensors.

Fig. 3. Comparison of feature space for (a) real RF samples and (b) CycleGAN-transformed samples for the class “WTowards” using t-SNE.

a series connection between two GANs to form a “cycle”:
Let’s assume that want to translate 77 GHz spectrogram
images to the 25 GHz spectrogram images. Then, the first
GAN tries to synthesize “fake 25GHz spectrograms” from
the 77 GHz spectrograms, while the second GAN works to
reconstruct the original sample, synthesizing “fake 77 GHz
spectrograms” samples. Thus, the network tries to minimize
the cycle consistency loss, i.e. the difference between the input
of the first GAN and the output of second GAN. The functional
building blocks of the CycleGAN architecture are shown in
Figure 4. A total of 100 samples per class were generated for
each sensor.

As the CycleGAN seeks to minimize the statistical dis-
tance between the transformed spectrogram and that source
spectrogram, we can see that the adaptation process has the
effect of eliminating the distinctions between the disparate RF
datasets. This is illustrated in Figure 3(b), which shows the

space spanned by the measured 25 GHz RF samples and those
of the samples translated from 77 GHz and 10 GHz sensor
samples. Notice that now, the feature space spanned by all
real and transformed samples are overlapping, indicating that
there is a greater suitability of the transformed samples being
used for training, as opposed to the original RF measurements.
Some example spectrograms for transformed 25 GHz from 77
and 10 GHz have been illustrated in Figure 5.

B. Recognition Accuracy Achieved by Training on Trans-
formed RF Data

We next evaluate the efficacy of the transformed RF samples
for training by considering the performance yielded with a
three-layer CAE and transfer learning from VGG16.

CAEs are advantageous because they first use unsupervised
pre-training to initialize the network near a good local minima.
In each layer, a filter concatenation technique [29] is employed



Fig. 4. CycleGAN for cross frequency modality adaptation.

Fig. 5. CycleGAN transformed 25 GHz spectrograms from 77 and 10 GHz.

in which filter sizes of 3×3 and 9×9 were concatenated to take
advantage of multilevel feature extraction. After training the
CAE model, the decoder was removed and two fully connected
layers with 128 neurons followed by a dropout of 0.55 were
added after flattening the output of the encoder. At the end, a
softmax layer with 11 nodes is employed for classification.

With training on 77 GHz data transformed from 25 GHz
and 10 GHz, While tested on real 77 GHz data, a classification
accuracy of 67.28% was observed which goes up to 92.23%
when fine-tuned with 60% of real 77 GHz data. The concept
of fine-tuning is to retrain a DNN (which has been trained
on transformed/synthetic data) with a subset of test dataset.
Note that this result surpasses earlier results in which an aux-
illiary conditional generative adversarial network (ACGAN)
was utilized to synthesize training data [30]. When training on
ACGAN-synthesized data 85% accuracy was achieved, while
training on a small amount of real data at the same transmit
frequency, 91.5% accuracy was achieved. Thus, signature
adaptation resulting in a performance improvement of 1% over
training with a small amount of data from the same sensor, and
7% over training with synthetic samples. Moreover, compared
to the accuracy of 88.50%, which was achieved while training
and testing with real 77 GHz samples, this adversarial adapta-

tion method offered 2.73% more accuracy with fine-tuning. A
complete summary of the CAE results is given for all sensors
in Figure 6.

Next, classification performance was evaluated using trans-
fer learning from the pre-trained VGG16 architecture [31].
VGG16 is exploited with modification of the top layer to
include a global average pooling layer followed by two
dense layers and a classification layer with SoftMax activation
function. The two dense layers use the RELU activation
function, with each of them followed by a dropout of 0.5.
Among other tuning parameters, we have used a batch size of
32, 60 epochs, learning rate of 1e-4, momentum of 0.9 and
Adam [32] optimizer. The results in Table 6 shows that the
highest classification accuracy of 90.16% is obtained when
the network is trained on transformed 77 GHz data and tested
with real 77 GHz data. The accuracy for other training and
testing combinations are tabulated in Figure 6. Thus, for
both DNNs, adaptation of RF spectrograms yielded effective
results, while unsupervised pre-training on transformed sig-
natures was also more effective than pre-training on optical
imagery via VGG16.

As the number of classes increases, the dimensionality of
the problem will also increase, potentially making it more
difficult for CycleGAN to learn an effective transformation
and resulting in a degradation in accuracy. This was observed,
for example, in the fine-grain motion recognition problem of
American Sign Language (ASL) recognition [33]. In such
cases, cross-modal fusion would be a better approach to
leveraging the frequency diversity within the network rather
than transforming data to a common source.

IV. CROSS MODAL NETWORK

Considering the three RF sensors as three different modali-
ties, multi-modal learning [34] can be used for joint exploita-
tion of these disparate RF sensors to improve target recognition
performance. The goal is to learn a strongly aligned repre-
sentation from three different RF modalities. Specifically, we
want to learn a representation in which different parts of the
spectrograms are represented independent of the specific RF
sensor.

A multi-modal DNN is introduced in Figure 7, where there
are separate networks for each RF sensor, which we refer to as
a modality specific network. Each modality specific network
is forced to share higher-level layers across all modalities.
The motivation is to let early layers specialize to modality
specific features, while higher layers are meant to capture
higher level concepts in a representation that is independent
of the modality. In Figure 7, the architecture of the modality
specific layers are inspired by the encoder architecture of the
CAE [35] to ensure a lower dimensional representation of
the data for each RF sensors, so that the difference across
transmit parameters are minimal. The outputs of each modality
specific networks are flattened and concatenated before it is
fed to the shared layers. The shared layers are comprised of
fully connected layers followed by dropout layers. Finally,



Fig. 6. Classification performance with CAE and VGG16 while training on CycleGAN transformed multi-sensor data.

Fig. 7. Cross Modal Network for Cross Frequency Modality Tuning.

a classification layer with 11 nodes followed by a softmax
activation layer is added at the end of the shared layer.

The entire network can be trained jointly end-to-end while
sharing weights across modalities in higher layers, yeilds an
accuracy of 93%, which is slightly overfitting. In [34], it
was empirically discovered that this method by itself does
not learn a robust cross-modal representation. This approach
encourages units in the later layers to emerge that are specific
to a modality. Instead, the goal here is to have a representation
that is independent of the modality.

To effectively train the multi-modal network, a two-step
training process, also known as ’Modality Tuning’ [34], is
followed. First, the shared layers are frozen and the modality
specific layers are trained. By freezing the later layers in the
network, a high level representation is transferred to the other
modalities. This approach can be viewed as fine-tuning the
network for a modality rather than a task. After training each
network for each modality for a fixed number of iterations,
the later layers are unfrozen, and the entire network is trained
jointly, allowing the later layers to accommodate information

TABLE I
CLASSIFICATION ACCURACY FOR CROSS MODAL NETWORK

Training Type Network Accuracy

No Modality Tuning Cross Modal DNN 93.00%

With Modality Tuning Cross Modal DNN 98.46%

from the other modalities without overfitting to modality
specific representations. Using this approach, a classification
accuracy of 98.46% was achieved by training with 80% of the
data across all RF sensors, while remaining 20% was used as
test set. A performance boost of 5.46% was achieved compared
to the no modality tuning case.

V. CONCLUSION

In this paper, two techniques for leveraging multi-frequency
RF sensor data for target recognition are considered. In the
single sensor case, image-to-image translation is used to
transform data from one RF sensor to resemble that of an-



other RF sensor operating with significantly different transmit
parameters. We show that the transformed signatures result in
improve training of DNNs in comparison with pre-training on
optical imagery via a network such as VGG16. In the multi-
sensor case, a multi-modal deep neural network is constructed
to extract sensor-specific features as well as shared features,
so that disparate RF sensors can be jointly exploited for target
recognition. The multi-modal learning approach yielded a 6%
improvement in classification accuracy over use of just a single
sensor trained on transformed multi-modal data.
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