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ABSTRACT
After localized disasters, donations are sometimes collected at the same facility as
they are distributed, and the damaged infrastructure is overwhelmed by the congestion.
However, separating the donation facilities from the points of distribution requires a vehicle to bring items between locations. We investigate dispatching policies for vehicles
in such a scenario.
We initially consider the case with one collection facility called a Staging Area
(SA) and one Point of Distribution (POD). Among other things, we prove that if we
have two or more vehicles, it is optimal to continuously dispatch the vehicles under
most circumstances. Furthermore, we define two common-sense practical decision policies - Continuous Dispatching (CD) and Full Truckload Dispatching (FTD) - and demonstrate that CD performs well for one vehicle, at least as well as FTD across the board.
This begs the question, can CD work on larger, more realistic networks?
To answer this, we expand our network to two SAs and two vehicles to best compare to our prior work. First, we evaluate two Value Function Approximation methods
and find that Rollout Algorithms can serve as a proxy for the optimal solution. Against
this as a benchmark, CD performs well when the amount of items donated greatly exceeds the demand, and also when demand exceeds supply, but struggles when the two
are equivalent. Next, we expand our network and consider general numbers of SAs and
vehicles.
Before we can begin, we must redefine CD for the expanded network. We describe
several variations of CD for general networks, requiring different information to implement. So, by comparing them, we evaluate the value of the different pieces of information that a practitioner may have in the field. We find that visiting each SA equally
ii

on a rotating basis is a powerful strategy, although a better approach can be found by
combining information about inventory levels, the locations of the vehicles, and the expected accumulation at each SA. Given the chaotic nature of humanitarian logistics, it
is unlikely that this information may be obtained accurately, and so we recommend the
rotating strategy.
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LIST OF ABBREVIATIONS

Methodology
MDP

=

Markov Decision Process

DP

=

Dynamic Programming

ADP

=

Approximate Dynamic Programming

VFA

=

Value Function Approximation

VFA-BF

=

Value Function Approximation with Basis Functions

VFA-RA

=

Value Function Approximation - Rollout Algorithm

PDSV

=

Post-Decision State Variable

Humanitarian Logistics
SA

=

Staging Area

POD

=

Point of Distribution

NGO

=

Non-Governmental Organization

HP

=

High-Priority Goods

LP

=

Low-Priority Goods

NP

=

Non-Priority Goods

Other
CD

=

Continuous Dispatching

FTD

=

Full Truckload Dispatching

3PL

=

Third-Party Logistics Provider

Note: a complete list of notation is intentionally omitted from this list to prevent confusion; the notational convention is not consistent from study to study as our network
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expands and the consequent modeling needs change. A list relevant to each study is
included in each chapter.
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INTRODUCTION

The study of Disaster Relief has received increasing attention for over a decade, and
particularly in the wake of high-visibility storms like Hurricanes Harvey and Irma,
there is little need to provide justification for the field as an area of interest. This document summarizes an ongoing effort to study one particular aspect of Disaster Relief,
namely last mile distribution in the face of uncertain supply, following the three-paper
dissertation model.
The first paper has already been published in Transportation Research Part E: Logistics and Transportation Review and is included in its published form: it begins with
a complete introduction and motivation for this class of problem, moves to a thorough
literature review, presents the model formulation, and concludes with analytical and
computational results. The goal of this paper is to characterize practical, easy-to-use
dispatching policies that can provide high-quality results for a practitioner operating in
the field. This concludes our chapter titled Dispatching policies for last-mile distribution with stochastic supply and demand.
This study, however, demonstrates the computational difficulties in solving realistic problem instances with Dynamic Programming, motivating the use of Approximate
Dynamic Programming techniques for the remaining two papers. So, between the first
and second studies, we provide a detailed overview of Approximate Dynamic Programming as it relates to our problem, covering the topics of Value Function Approximation, post-decision state variables, basis functions, and least-squares regression, all of
which are demonstrated through an illustrative example.
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The second paper, Vehicle dispatching policies for last-mile distribution in a disaster relief supply chain network, extends the distribution network from the first study
to the two-to-one case, strengthening the practical application of the work. We are primarily interested in seeing how the results from the one-to-one model apply to the expanded model. The third paper, tentatively titled Vehicle dispatching policies for varying numbers of vehicles and staging areas in a disaster-relief supply chain network, continues this trend, further generalizing the two-to-one network to include various combinations of vehicles and staging areas. As a consequence, it is largely computational and
compares various solution approaches as applied to the different distribution networks.
Note, however, that all of these studies consider a single Point of Distribution; we originally intended to include multiple, but found that this work was prolific for a single
POD. Furthermore, adding more PODs would introduce routing decisions that would
distract from the theme of dispatching policies under stochastic supply.

2

CHAPTER 1
DISPATCHING POLICIES FOR LAST-MILE DISTRIBUTION WITH
STOCHASTIC SUPPLY AND DEMAND

Relief distribution has received considerable attention in the disaster operations management literature. However, the majority of this literature assumes that supply is always
available. In reality, a significant portion of the materials that flow through the humanitarian relief chain are donations, which represent an uncertain supply source in terms of
both quantity and timing. This paper investigates a two-stage relief chain consisting of a
single staging area (SA) where donations arrive over time in uncertain quantities, which
are periodically distributed to random numbers of disaster survivors located at a point
of distribution (POD). A single vehicle travels back and forth between the SA and POD
transporting relief supplies during a finite horizon. The goal of this study is to identify
dispatching policies for the vehicle with the sole purpose of minimizing unsatisfied demand at the POD. To this end, we examine the effectiveness of two common-sense heuristic policies relative to the optimal dispatching policy, the latter of which is determined
via stochastic dynamic programming. Our findings indicate that although continuously
dispatching the vehicle between the SA and POD is not an optimal policy, it is either
optimal or close to optimal in most situations.

Keywords: Humanitarian supply chain, donations management, dynamic programming

1.1

Introduction

Following any large-scale disaster, large quantities of food, water, clothing, and
medical supplies are needed to avoid extreme suffering and loss of life. Especially at
first, other considerations such as cost are insignificant compared to the consequences
of having a need go unmet; all parts of the humanitarian supply chain must work efficiently from the initial collection of supplies to the final delivery to beneficiaries. While
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there are other important aspects of the disaster relief process, relief agencies estimate
that logistics makes up about 80% of the total relief effort [Trunick, 2005b].
Attention to disaster relief logistics greatly increased after the 2004 tsunami in
the Indian Ocean. News networks broadcast the tragic story around the world, which
in turn sparked an influx of financial and in-kind donations from sympathetic viewers. Truly, the outpouring of concern and support was one of the brightest moments
in human history; unfortunately, the surge of in-kind donations posed very significant
logistical problems. The Sri Lankan airport was overwhelmed by the amount of aid
donated from around the world, and the existing warehouses were unable to hold the
goods that made it in; ultimately the supply chain collapsed due to a combination of
excess volume and/or damage [Thomas and Kopczak, 2005]. Because of the urgency
of the situation, the relief chain was designed and implemented before decision makers
had sufficient information about the extent of the disaster. This uncertainty prevented
them from using traditional for-profit techniques, and instead they had to improvise ad
hoc solutions as best they could. This was far from the first disaster in the world, but
the visibility and severity of this event led logisticians around the globe to realize the
need for specialized strategies for disaster relief logistics. Since then, many studies have
contributed to our understanding of the unique characteristics of humanitarian supply
chains, which are comprised of the following four functional stages [e.g. Vanajakumari
et al., 2016]:
1. Major Distribution Centers - Permanent distribution centers strategically located
throughout the world, holding water and food before they are sent to Pre-Staging
Areas. For example, the Federal Emergency Management Agency (FEMA) has 8
storage centers in the continental U.S. and 3 offshore locations: Guam, Hawaii,
and Puerto Rico.
2. Pre-Staging Areas - Temporary locations to hold inventory in anticipation of a
disaster. The facilities help aid agencies quickly move needed supplies to main
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Staging Areas. An example of this is moving supplies near Florida before hurricane season.
3. Staging Areas (SAs) - While major distribution centers and pre-staging areas
are maintained independent of whether or not an active disaster is taking place,
SAs are established once disaster events occur. Staging areas are temporary constructs chosen from a pre-determined set of locations such as schools, shopping
mall parking lots, or faith-based organizations (e.g. churches). They are intended
to reduce the lead time and cost of distributing aid to disaster survivors by bringing supplies closer to affected areas.
4. Points of Distribution (PODs) - Locations where aid is distributed to affected
people. Like SAs, POD locations are selected after the disaster but identified before. Similar to SAs, promising locations for PODs are schools, parking lots, and
churches, ideally situated close to affected areas, but can sometimes be as far as
600 miles away.
This study addresses the final stage of the humanitarian relief chain, last-mile distribution, which refers to the delivery of relief supplies from staging areas to local distribution centers [Knott, 1987]. Specifically, this paper considers the impact of unsolicited donations on last-mile distribution in a humanitarian relief supply chain. The
aforementioned logistical difficulties associated with the Sri Lankan airport give some
sense of how unsolicited donations can affect relief distribution.
Generally speaking, the most significant drawbacks associated with unsolicited donations can be attributed to material convergence, which refers to the influx of supplies
and equipment in response to perceived needs during the aftermath of major disasters [Holguı́n-Veras et al., 2012]. Based on interviews with practitioners, Holguı́n-Veras
et al. [2012] found that the challenges of material convergence have more to do with the
massive volume of donations than donation uncertainty; the presence of donated items
in overwhelming quantities causes congestion at entry points into affected areas and
at end sites where donated items reach their destination. Incoming donations have to

5

be inspected and sorted before being distributed to beneficiaries, but because the majority of donated items are not needed, they eventually end up being destroyed. These
and other issues related to material convergence unnecessarily add complexity to the
disaster relief supply chain, which in turn causes delays in delivering relief supplies to
the people who urgently need them. Although this paper addresses unsolicited donations in last-mile distribution, material convergence is not considered directly; in particular, this paper takes unsolicited donations into account by modeling supply at the
Staging Area as an exogenous stochastic process. Thus our focus is managing donation
uncertainty as opposed to handling the large amounts of donations specific to material
convergence. On the other hand, the random donation arrivals considered in this study
can be thought of as those that prior to being transported to the SA, have emerged out
of material convergence after clearing inspection and sorting processes.
The specific relief chain examined in this study consists of a single staging area
and a single point of distribution as shown in Figure 1.1. The point of distribution is
located close enough to the affected area that it is readily accessible to disaster survivors (i.e., beneficiaries), but far enough away so that their safety is not compromised.
Donations and beneficiaries arrive periodically to the staging area and point of distribution respectively, both in uncertain quantities. A single vehicle of limited capacity is
available to transport donations from the staging area to the point of distribution with
the goal of minimizing unsatisfied demand.
Beneficiaries

Donations

Donations
Staging
Area
(SA)

1 vehicle travels back and forth

Point of
Distribution
(POD)

Satisfied
Demand

Unsatisfied
Demand

Beneficiaries

Figure 1.1: Supply chain network addressed in this study.
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The system in Figure 1.1 represents a stylized version of a more complex relief logistics network observed in practice. In the real-world system, there are multiple SAs,
PODs, and vehicles that are dispatched among them. The motivation for limiting the
scope of this study to the simplified system shown in Figure 1.1 is the possibility of
being able to characterize the structure of optimal policies analytically, computationally, or both. The ability to express the form of an optimal policy, albeit in a stylized
environment, can be very useful. For one, if we discover that optimal policies within
the context of the stylized system are complicated and unstructured, then we know it
would be highly unlikely for complex models that more closely resemble the real-world
system to have optimal policies that are simple or structured. Another advantage is
that if the stylized model leads to the identification of simple or structured optimal
policies, then the resulting insights could be used to design effective solution procedures
for more complex models in future studies.
It is also worth mentioning that the two-stage relief chain portrayed in Figure 1.1
has an analogous counterpart in a for-profit supply chain context, namely shipment
consolidation. Also known as inventory consolidation or temporal consolidation, shipment consolidation refers to holding small loads that arrive randomly at different times
and transporting them in a single larger load [Lai et al., 2016]. From this perspective,
the humanitarian aid vehicle dispatching problem introduced in this paper is equivalent to a shipment consolidation problem with stochastic supply and demand. However
similar to most humanitarian logistics papers that have their own commercial sector
counterparts, our study can be distinguished from the shipment consolidation literature
by its objective function. Specifically, the objective considered in this study is minimization of unsatisfied demand whereas the objective in most inventory consolidation
papers is to minimize cost. Further details concerning the relationship between this
study and the shipment consolidation literature are given in Section 1.2.3.
The goal of this paper is to determine vehicle dispatching policies that minimize
unsatisfied demand at the point of distribution within the context of the two-stage
humanitarian supply chain depicted in Figure 1.1. Two simple and practical policies
7

would be to (i) dispatch the vehicle on a continuous basis or (ii) dispatch the vehicle
only when it is full. Both policies are identical when the vehicle is at the point of demand; regardless of policy, the vehicle returns to the staging area immediately after
unloading its cargo. At the staging area, on the other hand, the policies diverge: under
the continuous dispatching (CD) policy, all available inventory is loaded onto the vehicle (capacity permitting) and immediately dispatched to the point of demand even if
it is not full. Under full truckload dispatching (FTD), the vehicle waits at the staging
area until enough inventory accumulates to fill the vehicle to capacity, at which time it
leaves for the point of demand.
The primary objective of this study is to assess the performance of the abovementioned pragmatic policies relative to the optimal policy and to each other. To this
end, we pose the following research questions (note that Questions 1 and 2 are concerned with decisions made at specific points in time, while Questions 3 and 4 deal
with the overall performance of policies during a finite horizon):
Question 1 If the current position of the vehicle is at the point of demand, is dispatching the vehicle to the staging area always an optimal decision?
Since supply arrivals only occur at the staging area, there seems to be no incentive for
the vehicle to remain at the point of demand after making a delivery. Doing so would
only delay the vehicle’s eventual return to the point of demand with additional supplies, which is most likely counterproductive given the objective of minimizing unsatisfied demand. This leads us to a bigger question: is there ever any merit in delaying
dispatch? Questions 1 and 2 address this issue depending if the vehicle is located at the
point of demand or the staging area respectively.
Question 2 If the vehicle is at the staging area, are there any situations in which
deferring dispatch to a future period is an optimal decision?
In general, delaying dispatch of the vehicle for any reason seems unwise given the objective of minimizing unsatisfied demand. Perhaps postponing dispatch from the stag8

ing area to the point of distribution is an appropriate decision if the accumulation of
donations at the staging area is low, which would result in only a few items being shipped.
For example, delaying dispatch is clearly a good decision if the inventory level at the
staging area is zero.
Question 3 If the average rate of demand at the point of demand is greater than the
average arrival rate of supplies at the staging area, is continuous dispatching an optimal
policy?
Intuitively, one might expect continuous dispatching to achieve a minimal number of
shortages if demands occur at a faster rate than supplies arrive. When demand is plentiful and supplies are scarce, there seems to be no benefit in delaying shipments when
the goal is to minimize shortages. However, is such a policy optimal? What relationship must exist between the supply rate and demand rate in order for the CD policy to
be an optimal policy?
Question 4 In which situations is dispatching full truckloads an optimal policy?
It is hard to imagine the FTD policy not being optimal when the vehicle capacity is
prohibitively small (e.g, a vehicle capacity of one unit). However in this case, the FTD
and CD policies would be equivalent, so this question really pertains to scenarios in
which the vehicle capacity is reasonably accommodating. Question 3 implies that FTD
is not optimal and does not outperform CD if the average demand rate is greater than
the average arrival rate of supply, but if supplies are coming in faster than demands
are occurring, would FTD be the better policy? Our initial guess is “no”; given the
objective of minimizing unsatisfied demand, there seems to be no benefit to delaying
shipments on a regular basis.
The remainder of the paper is organized as follows. Section 1.2 reviews the academic literature that is relevant to this study, followed by the development of the stochastic dynamic programming model in Section 1.3. Section 1.4 begins our findings,
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starting with analytical results then moving to computational results in Section 1.5. Finally we conclude with Section 1.6 to summarize and describe opportunities for future
work.

1.2

Literature Review

Any study in humanitarian relief must always look both at the disaster operations
management literature and related works in the for-profit sector. On the humanitarian side, we review research that addresses last-mile distribution as well as studies that
consider the effects of donations on the humanitarian relief chain. In addition, we examine literature related to vehicle dispatching policies in profit-driven supply chains,
which is often referred to as shipment consolidation.
1.2.1

Last Mile Distribution

As mentioned in Section 1.1, last mile distribution in humanitarian relief concerns
of the logistics of moving relief supplies from staging areas (SAs) to points of distribution (PODs) during the aftermath of disaster events. At the operational level, it involves scheduling vehicles to make deliveries, designing delivery routes, and allocating
supplies among PODs [e.g. Balcik et al., 2008]. Last-mile distribution has also been
studied from the perspective of the tactical decision problem of where to locate staging areas and what capacities they should have [e.g. Noyan et al., 2016]. Researchers
have considered various combinations of the above-mentioned operational and tactical
decisions with varying degrees of complexity. In one of the earliest studies in the area,
Knott [1987] considers vehicle scheduling for delivering food from a distribution center to several demand points. Specifically, the author develops a linear programming
model that specifies the minimum number of direct shipments such that demand at
each demand point is satisfied based on a framework that assumes a one period planning horizon, a single commodity, and no forms of uncertainty. Subsequent studies have
moved towards addressing more and more features of last-mile distribution observed in
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practice resulting in increasingly complex mathematical models. In this direction, extensions to the Knott [1987] model include (i) more than one of the operational and/or
tactical decisions listed above; (ii) multiple commodity types; (iii) multiple period planning horizons; and (iv) uncertainty in supply, demand, and/or network reliability. As
seen in Table 1.1, the majority of last-mile distribution studies address at least one of
these four extensions.
The last-mile distribution literature is also characterized by diverse objective functions, modeling frameworks, and solution approaches. In general, atypical performance
metrics is often what sets humanitarian logistics research apart from traditional operations management studies driven by commercial applications. While the objective of
the latter is almost always to minimize cost or maximize profit, metrics related to service level are more critical in humanitarian applications. Measures of performance that
have appeared in last mile distribution studies include minimizing unsatisfied demand
[e.g. Özdamar et al., 2004], minimizing delays in satisfying demand [e.g. Barbarosoğlu
et al., 2002], equitable distribution of supplies [e.g. Huang et al., 2012, Noyan et al.,
2016], as well as minimizing logistics costs [e.g. Haghani and Oh, 1996]. In reality, relief organizations commonly plan and execute logistics activities within the confines of
a limited budget. As such, last mile distribution studies are often characterized by creative perfomance metrics that attempt to capture objectives related to both cost and
service level [e.g. Balcik et al., 2008, Van Hentenryck et al., 2010, Huang et al., 2012,
Rennemo et al., 2014, Ahmadi et al., 2015, Noyan et al., 2016, Vanajakumari et al.,
2016]. With regard to modeling framework, integer programming models [e.g. Balcik et al., 2008, Van Hentenryck et al., 2010, Huang et al., 2012, Vanajakumari et al.,
2016] and multi-stage stochastic programming models [e.g. Rennemo et al., 2014, Ahmadi et al., 2015, Noyan et al., 2016] seem to be the most common. Consequently, solution methods include a combination of commercial optimization solvers [e.g. Huang
et al., 2012, Rennemo et al., 2014, Vanajakumari et al., 2016] and heuristic methods
[e.g. Huang et al., 2012, Van Hentenryck et al., 2010, Ahmadi et al., 2015, Noyan et al.,
2016], both of which are sometimes applied in a rolling horizon framework to capture
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changing conditions in multi-period settings [e.g. Balcik et al., 2008, Vanajakumari
et al., 2016].
This paper contributes to the last mile distribution literature in disaster operations management by considering the impact of material donations; specifically, how
material donations precipitate as stochastic supply. Papers in disaster relief often consider demand uncertainty or the unavailability of network links Ahmadi et al. [2015],
but the few papers who do include stochastic supply either assume that supply is known
and use a rolling-horizon framework to account for changing conditions [Balcik et al.,
2008], or they only consider a single decision period [Barbarosoğlu and Arda, 2004].
To the authors’ knowledge, we are the first study in last mile distribution to consider
stochastic supply in a multi-period setting.
Decisions

Multi-

Uncertain

Vehicle Vehicle Allocate Ntwk
Routes Schedules
Knott [1987]

X

Haghani and Oh [1996]

X

Barbarosoğlu et al. [2002]

X

Barbarosoğlu and Arda [2004]

X

Özdamar et al. [2004]

X

Balcik et al. [2008]

X

X
X

X

X

Rennemo et al. [2014]
Ahmadi et al. [2015]

This paper

X

X

X

X

X

X

X

X

X

X

X
X

X
X

X

X

X

X

X

X
X

X

Noyan et al. [2016]
Vanajakumari et al. [2016]

X

X
X

X

Dsgn Item Period Dmd Sup Ntwk
X

Van Hentenryck et al. [2010]
Huang et al. [2012]

Sup

X
X

X

X

X

X

X
X
X

X

X
X

Table 1.1: Characteristics of representative studies from the last mile distribution literature.

1.2.2

Donations in Disaster Relief

Donations are an important but, we believe, often ignored part of the humanitarian relief supply chain. The vast majority of aid is donated, and so it is important
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to consider the effects of the different categories of donations. The simplest and most
broad delineation is between financial and in-kind (a.k.a. physical/non-financial) donations.
Burkart et al. [2017] provides a comprehensive survey of academic literature related to funding humanitarian operations. The authors categorize the studies into groups
by the funding’s nature (monetary or in-kind, further divisible into special cases like
food or organ donations), source (private or institutional), restrictions (i.e. earmarking), and many others. Each of these classifications brings their own unique challenges,
but the fledgling field does not adequately represent the complexity of real-world systems; for example, most studies assume that sufficient resources are available, yet in
2015, the UN received only 55% of its required aid, and that was a good year. Not
only is the total amount of aid insufficient, but NGOs must often compete against each
other to secure these scarce resources [Nagurney et al., 2016]. These and other complications resulting from monetary and material donations make humanitarian logistics
decisions extremely challenging [Oloruntoba and Gray, 2006].
In fairness, there often is an abundance of donations, but that doesn’t mean the
donations are all - or even mostly - useful. Holguı́n-Veras et al. [2012] cite several examples of a post-disaster phenomenon called material convergence, which refers to the
emergence of supplies and equipment upon affected areas in overwhelming quantities.
Even though it is often the case that the majority of these items are unusable, it is important to remember that a significant portion are either needed now or will be valuable later. The Pan American Health Organization uses a three-part scheme to classify donated items: urgent or high priority (HP) goods are needed now; non-urgent
or low priority (LP) will be valuable later; and the rest are non-priority (NP) goods
[PANO, 2001]. The issue is that the relief organizations are unable to quickly identify,
access, and disseminate the HP and LP donations because they are overwhelmed by
NP donations. In addition, in-kind donations are troublesome in their inflexibility and
variability [Burkart et al., 2017]: extra socks may not be repurposed as diapers nor the
other way around. Furthermore, the supply chain disruptions [see Snyder et al., 2016,
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for a comprehensive review of this topic] often associated with major disasters amplifies donation variability in the humanitarian relief chain. As such, decision-makers face
substantial uncertainty in knowing when donations will arrive, and in what quantities.
Moreover, in the absence of technologies such as radio frequency identification (RFID),
decision-makers cannot be certain of which items are included when a truckload of donations arrives.
Unfortunately, analogous problems in the commercial context are limited, and
there seems to be a gap in the humanitarian logistics research literature that deals
with donations as a source of stochastic supply; this study attempts to fill that gap.
This study does not, however, address material convergence directly. Rather, our research contributes to the literature by considering donations as an exogeneous, stochastic source of supply without presuming there will be sufficient donations to meet demand, and investigate the logistics of distributing stochastic donations to beneficiaries
in a disaster relief setting. It is worth noting at this point that part of the solution to
material convergence is to prevent it from occurring in the first place; communicating
with individuals and small organizations is difficult, but case studies like Arnette and
Zobel [2016] are encouraging.
1.2.3

Shipment Consolidation

In general, the shipment (or inventory) consolidation literature can be divided into
one of two streams - (1) optimizing the shipping decision or (2) integrating inventory
replenishment with shipping decisions - but both problems must overcome the challenges of holding costs and customer service [Çetinkaya and Bookbinder, 2003]. Most
papers in the inventory consolidation literature consider time-based (orders are shipped
periodically) and/or quantity-based (wait for a predetermined load quantity) policies
for their convenience and widespread use in industry. In practice, policies are usually
a combination of both because time-and-quantity based models significantly improve
customer service level from quantity-based models with only a slight increase in cost
[Mutlu et al., 2010].

14

Obviously, consolidating multiple orders that arrive separately implies delaying the
earlier orders until the others arrive, and there is a cost associated with doing so. Similarly, delayed orders lead to an increased lead time, not to mention variability in lead
time - both of which impact the service level at the customer. This framework is similar to our problem, but the main difference is how late orders are counted. Çetinkaya
et al. [2014], for example, measures time-based penalties like Maximum Waiting Time
or Average Order Delay, but we are not interested in how much an order is late but if
it is late at all. We assume that demand is not backordered, so if there is a shortage, it
doesn’t matter if the supplies show up a day or a week late because the supplies were
not available when they were needed. Other papers such as Stenius et al. [2016] address unmet demand by constraining the customer service level to some lower bound
and then optimizing the policy around the constraint based on cost of the policy.
Lai et al. [2016] addresses the issue of suppliers’ or retailers’ cooperation in inventory consolidation; specifically, they model a collaborative distribution system with
multiple suppliers managed by a 3PL who can consolidate orders for the suppliers.
This approach has some interesting applications to our problem setting, but is beyond
the scope of this study; we relegate a discussion of this possibility to Section 1.6. We
will also investigate Nguyen et al. [2014] which introduces the idea of supply perishability. This study differs from the above in that we are interested in minimizing shortages,
not cutting costs, and we ask different questions, aiming to evaluate the effectiveness of
common-sense heuristic policies.

1.3

Model Formulation

In this section, we present a finite horizon stochastic dynamic programming model
of the vehicle dispatching problem described in Section 1.1. Each time period t ∈ {1, . . . , T }
represents an opportunity to dispatch the vehicle from its current location, and length
of each period can be thought of as the travel time between the point of demand (POD)
and staging area (SA). The time it takes to load the vehicle at the SA and unload it at
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the POD are not considered explicitly in the model. Essentially, we assume that load/unload times are included in the travel time between the SA and POD, which means
that we also assume fixed load/unload times that do not vary with the number of units
being loaded/unloaded. This is one of the limitations of our model.
1.3.1

Sequence of Events

Within each period t, the following sequence of events occurs: first, the state of
the system (it , ut , wt ) is observed, where it is the location of the vehicle, ut is the number of units of supply available for shipment from the staging area, and wt is the quantity of supply at the point of demand available for distribution to disaster survivors.1
Each of these state variables reflects conditions at the very beginning of period t before any action is taken. Based on this information, an action at is then taken; for each
state, exactly two actions are possible: dispatch the vehicle (at = 1), or do not dispatch
the vehicle (at = 0). Either way, the action is implemented before any donors or beneficiaries arrive in that period. After the vehicle leaves - or doesn’t leave - its current
location, donations begin to accumulate at the SA while beneficiaries start arriving at
the POD, continuing from then to the end of the period. At the end of the period, the
actual number of donations that have accumulated at the SA (denoted yt ) is observed,
and the actual amount of demand at the POD (denoted xt ) is also observed. Next, donation units are distributed among disaster survivors followed by the departure of all xt
survivors from the POD. The resulting number of shortages is then recorded, and the
state variables are updated to begin the next period. This sequence of events is summarized in Figure 1.2.
1.3.2

Model Assumptions

The above sequence of events and stochastic dynamic programming formulation to
come are based on the following simplifying assumptions, many of which are introduced
in an effort to create a scenario where the optimal policy has a simple form such as one

1

A complete list of notations is shown in Table 1.2.
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Observe
(it , ut , wt )

Decide
at = 0 or at = 1

Observe
xt and yt

xt beneficiaries
vacate RC

Determine
unsatisfied
demand
t+1

t
Xt arrives to RC
Yt arrives to DS

Figure 1.2: Sequence of events in each period.
of the policies (continuous dispatching or full truckload dispatching) mentioned in Section 1.1.
Summary of Model Assumptions:
A.1 Dispatch decisions occur on a periodic basis and the time between decision epochs
can be interpreted as the (one-way) travel time between the SA and POD. Furthermore, this travel time is always the same, regardless of the decision made.
For example, if the travel time is 30 minutes, then a dispatch decision is made every 30 minutes, independent of whether or not the vehicle traveled during the last
period.
This assumption allows us to model the system as a discrete time stochastic dynamic
program. Although the real-world system evolves in continuous time, there are advantages to the discrete time formulation that emerges from this assumption. One practical benefit is that it won’t be necessary to constantly process information and make
dispatching decisions. During the early stages of relief efforts, first responders often
face the challenge of volunteer and material convergence in which affected areas are
overwhelmed by massive quantities of spontaneous volunteers and unsolicited material donations. In these situations, it would probably be easier for the first responders
to evaluate inventory levels at regular intervals as opposed to constantly interrupting
other duties each time a new donation, volunteer, or beneficiary arrives. Another advantage of the discrete time formulation relative to the alternative of a continuous time
model has to do with the technical aspects of solving stochastic dynamic programming
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problems. In particular, the process of uniformization [e.g., Bertsekas, 2005], in which
a continous time model is transformed into its discrete time equivalent, is a common
approach used to solve stochastic dynamic programming models. The discrete time
formulation bypasses this intermediate step. These advantages come at the expense
of sacrificing some realism. For example, if dispatch is delayed at a particular decision
epoch and a major change (such as a sudden increase in inventory level at the SA from
a large donation) occurs shortly thereafter, then the vehicle cannot be dispatched until the next decision epoch. In reality, the manager would likely dispatch the vehicle
immediately after a surge in donations if there is a need at the POD. This limitation
can potentially be overcome in practice with a less than rigid implementation that allows “emergency dispatches”, but including this feature in the stochastic model would
compromise the prospect of characterizing the optimal policy analytically, or even computationally for that matter.
A.2 The time it takes to load the vehicle at the SA and unload it at the POD is included in the travel time. As mentioned in Assumption A.1, this travel time remains the same each period. Thus, load/unload times are independent of the number of units being loaded or unloaded.
In reality, load/unload times are highly dependent upon the number of units involved.
However, allowing load times and unload times to vary across periods would mean that
the time between decision epochs would also vary, which in turn would require a continuous time formulation (because the time between periods would be random). Based
on the explanations presented in the discussion that follows Assumption A.1, we chose
a discrete time modeling framework in lieu of a continuous time alternative.
A.3 Donation heterogeneity is not considered. Each donation that arrives at the SA
can be thought of as a basket of goods, and each beneficiary at the POD requires
exactly one of these. We also assume that all donations are usable when they arrive and can potentially be distributed to beneficiaries.
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Examples of items that are donated in response to disaster events include clothing,
food, water, flashlights, batteries, blankets, and a host of other household and personal
items. Some or all of these items are likely to be included in the “basket of goods”
mentioned in Assumption A.3. Although the distribution of organized care packages
to recipients may sometimes occur in practice, the donations usually don’t arrive that
way. Such care packages have to be assembled after donations have been sorted and
perhaps stored on a temporary basis. While the first part of Assumption A.3 ensures
that each donated unit is identical in terms of its intended use, the latter part speaks
to the homogeneity of donated items with respect to quality. All donations are assumed to be of an acceptable quality level suitable for distribution to the public so that
no quality inspection is necessary. Our model does not include this level of granularity.
Doing so would make the model substantially more complicated; supply and demand
would each have to be represented as separate multi-dimensional stochastic processes,
possibly with correlations among the variables that make up their respective dimensions. Furthermore, a multi-item model with several quality categories for each item
would increase the dimension of the state space in the resulting Markov decision problem and consequently exacerbate the infamous curse of dimensionality associated with
the dynamic programming methodology.
A.4 Inspecting, sorting, and other material handling activities associated with receiving donations at the staging area are not considered explicitly in the model.
Although yt is defined as the number of donation arrivals in period t, it can be thought
of as the number of donations that have been sorted, inspected, and available for transport by the end of period t. The items included in yt may have arrived during period t
or earlier. So essentially, this assumption does not widen the gap between the mathematical model and the real world problem; it simply provides an alternative interpretation of the variable yt that captures additional characteristics of the system.
A.5 Regarding the calculation of unsatisfied demand, it is assumed that each of the xt
beneficiaries who arrive during period t will depart the POD at the end of period
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t whether or not his demand requirements have been met. Thus, beneficiaries do
not wait from one period to the next for donations to arrive, which is analogous
to assuming that all shortages result in lost sales similar to a commercial supply
chain context. Accordingly, a beneficiary who arrives during period t will wait at
most until the end of period t for donations to arrive before departing the POD.
To a certain degree, this behavior is consistent with what happens in practice, at
least based on the authors’ observations following the response to a major disaster. In
that situation, the process of distributing relief supplies at the POD was a queuing system in which recipients were served on a first-come, first-serve basis. When a recipient
reached the front of the beneficiary queue, he or she received relief supplies (with assistance from a volunteer or professional responder) from the POD’s on-hand inventory
at that precise time. If sufficient inventory was available during a recipient’s service
experience, that recipient collected the supplies distributed to him or her and then immediately exited the system. If, on the other hand, an item was out of stock while a
recipient was being served, that recipient collected other items he or she needed, but
still immediately exited the POD afterwards. The latter constitutes unsatisfied demand, which this paper aims to minimize. As an example, consider a beneficiary who
needs food, water, and flashlights. If there are no flashlights in stock when this beneficiary reaches the front of the queue, she will receive the food and water from available
inventory and then immediately exit the system without the flashlights. If this beneficiary decides to return to the POD at a later time in search of flashlights, she would be
treated as an entirely new customer in our model, but the original lost demand would
still be applied to the model’s objective function. The primary limitation of Assumption A.5 is more so a consequence of the discrete time modeling framework resulting
from Assumption A.1. Recipients do not actually wait from one period to the next;
they leave immediately after service is complete. However in a discrete time framework,
events are only acknowledged at the beginning of each period; thus the discrete time
equivalent of a customer departing the system immediately after completing service is
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departing the system at the end of the current period, just before the start of the next
period.
1.3.3

Optimality Equations

The optimality equations describe the minimum expected shortage from the current period through the end of the finite horizon. Let Vt (it , ut , wt ) represent the optimal value of state (it , ut , wt ) in period t, which is equivalent to the minimum expected
shortage over periods t through T if the state at the beginning of period t is (it , ut , wt ).
Then the optimality equations are

Vt (it , ut , wt ) = min st (it , ut , wt , at ) + E[Vt+1 (it+1 , ut+1 , wt+1 )],
at ∈{0,1}

t = 1, . . . , T (1.1)

where st (it , ut , wt , at ) is the expected shortage incurred in period t based on action at ,
and the expectation in Eq. (1.1) is with respect to both Xt and Yt (this will be apparent once the transition equations for it , ut , and wt are shown). The expected shortage
in period t can be expressed as follows. Let it = 0 indicate that the location of the vehicle at the beginning of period t is the point of demand (POD), and it = 1 that the
location is the staging area (SA). Note that 0 and 1 have different meanings for it and
for at ; recall that at = 0 refers to a “do not dispatch” decision and at = 1 is a “dispatch” decision. Additionally, let qt represent the quantity of units shipped from the
SA to the POD if at (1) = 1 (i.e., the vehicle is dispatched from the SA to the POD).
Then
qt = min{ut , C},

(1.2)

st (it , ut , wt , at ) = E[Xt − wt − it · at (it ) · qt ]+ ,

(1.3)

and

where z + := max{z, 0}. The transition equations for t = 1, . . . , T − 1 are
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it+1 =

ut+1 =

wt+1 =




0,

for (it , at ) = (0, 0) or (1, 1)



1, for (it , at ) = (0, 1) or (1, 0)



y + [u − C]+ , for (i , a ) = (1, 1)
t

t

t

t



yt + ut ,
otherwise



wt + [ut − C]+ − xt , for (it , at ) = (1, 1)


wt − xt ,

(1.4)

(1.5)

(1.6)

otherwise.

Equation (1.4) shows how the starting position of the vehicle evolves from one period to the next. In particular, the vehicle will begin the next period at the POD if
either its current position is the POD and it is not dispatched, or its current position
is the SA and it is dispatched (i.e., it+1 = 0 if (it , at ) = (0, 0) or (1, 1)). Similarly, the
vehicle’s next position will be the SA if either its current position is the SA and it is
not dispatched, or its current position is the POD and it is dispatched (i.e., it+1 = 1
if (it , at ) = (0, 1) or (1, 0)). The next equation, Eq. (1.5), describes how the inventory
level at the SA transitions from one period to the next. Specifically, Eq. (1.5) says that
unless the vehicle is dispatched from the SA, no inventory is moved from the SA to the
POD. For all such cases (it , at ) = (0, 0), (0, 1), and (1, 0), the inventory level at the SA
is simply increased by the accumulation in that period. If inventory is moved, however,
then the inventory at SA is decreased by the lesser of the inventory on hand (before
accumulation) and the vehicle capacity. Finally, Eq. (1.6) reflects the other half of the
inventory exchange; if no inventory is moved, the inventory level at the POD simply
decreases by the demand that period. If a dispatch decision is made from the SA, then
the number of units shipped, min{ut , C}, is added to the inventory at the POD before
demand is realized. These transition equations can be written more compactly as follows:

22

it+1 = it [1 − at (it )] + (1 − it ) · at (it )

(1.7)

ut+1 = yt + it · {at (it ) · [ut − C]+ + [1 − at (it )] · ut } + (1 − it ) · ut

(1.8)

wt+1 = [wt − xt − it · at (it ) · qt ]+ .

(1.9)

State variables:

it :
ut :
wt :

Current location of vehicle;
it = 0 → POD; it = 1 → SA.
Beginning inventory level at SA;
Beginning inventory level at POD;

Decision variable: at :

Dispatch decision;

at (it ) = 0 → it+1 = it .
at (it ) = 1 → it+1 = 1 − it .

Random variables: Xt :
Yt :
xt , yt
Other:
C:
qt :

Demand at POD;
Supply accumulation at SA;
Realizations of Xt and Yt ;
Capacity of the vehicle;
Quantity shipped upon dispatch
from SA to POD;

(occurs at end of period).
(occurs at end of period).

πt (it , ut , wt )

qt = min{C, ut }.

Decision rule to determine
an action depending on state
variables;

st (it , ut , wt , at ) Single period expected shortage.
Vt (it , ut , wt )
Optimal value in period t;
(shortage to go).
vt (it , ut , wt , at ) expected shortage in period t
onward if decision a is chosen now
and optimal decisions chosen in
periods t + 1 onward.

Table 1.2: List of notations.

The solution to this stochastic dynamic programming model is a sequence of decisions a∗1 , a∗2 , . . . , a∗T that satisfy
T
X


V1 (i1 , u1 , w1 ) = min
E st (it , ut , wt , at ) ,
a1 ,...,aT

(1.10)

t=1

where the equivalence of V1 (i1 , u1 , w1 ) and the right hand side of Eq. (1.10) is guaranteed to hold in general based on finite horizon Markov Decision Process (MDP) theory
[e.g., Bertsekas, 2005]. More generally, the optimal policy is a sequence of functions
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πt∗ : (it , ut , wt ) 7→ {0, 1} such that a∗t = πt∗ (it , ut , wt ). In the next section, we identify
characteristics of optimal policies, which in turn narrows down the number of policies
that need to be considered when seeking optimal decisions.

1.4

Analytical Results

There are three special cases in which we are able to prove the structure of the
optimal policy analytically, the first of which pertains to Question 1, and the second
to Question 2. The third result examines the optimality of the continuous dispatching
policy (CD) when an unlimited number of vehicles is available to travel between the
staging area and point of distribution.
1.4.1

Dispatching from the Point of Demand

Question 1 asks whether or not dispatching from the point of demand is always an
optimal decision. According to Proposition 1, the answer is “yes”, which confirms our
intuition:
Proposition 1 a∗t = π ∗ (0, ut , wt ) = 1 is an optimal action for t = 1, . . . , T .
The proof for Proposition 1 presented below follows directly from a corollary to
the following technical result.
n

Lemma 1 Vt (1, ut , wt ) = min Vt (0, ut , wt ), E[Xt − ut − wt ]+ + E Vt+1 0, Yt+1 , [ut + wt −
 o
for t = 1, . . . , T − 1.
Xt ]+
A proof for Lemma 1 is shown in the Appendix, and the aforementioned corollary
that facilitates the proof of Proposition 1 is as follows.
Corollary 1 Vt (1, ut , wt ) ≤ Vt (0, ut , wt ) for t = 1, . . . , T .
Proof: The result for t = 1, . . . , T − 1 follows immediately from Lemma 1. Specifically,
if the minimum of the two terms on the right hand side of the equation in Lemma 1 is
Vt (0, ut , wt ), then Vt (1, ut , wt ) = Vt (0, ut , wt ). Otherwise the second term is smaller and
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Vt (1, ut , wt ) < Vt (0, ut , wt ). For t = T , we have VT (1, uT , wT ) = E[XT − uT − wT ]+ and
VT (0, uT , wT ) = E[XT − wT ]+ . Thus VT (1, uT , wT ) ≤ VT (0, uT , wT ) since uT ≥ 0.



According to Corollary 1, the optimal expected shortage from period t onward is
lower if the vehicle’s position at the beginning of period t is the staging area as opposed to the relief center. This property is intuitive: if, at any decision epoch t, the
vehicle is located at the staging area, a dispatch decision results in the transport of ut
units of inventory that can be used to satisfy demand in period t. On the other hand, a
dispatch decision from the point of demand represents an empty vehicle traveling back
to the staging area, and hence does not reduce shortages during period t. From this
perspective, dispatching from the point of demand is only beneficial from the standpoint of potentially reducing expected shortages in future periods. With this result,
Proposition 1 is easily proven.
Proof of Proposition 1: The value of actions at = 0 and at = 1 are
h
i
vt (0, ut , wt , 0) = E[Xt − wt ] + E Vt+1 (0, ut+1 , wt+1 )
h
i
vt (0, ut , wt , 1) = E[Xt − wt ]+ + E Vt+1 (1, ut+1 , wt+1 ) .
+

Since Vt+1 (1, ut+1 , wt+1 ) ≤ Vt+1 (0, ut+1 , wt+1 ) by Corollary 1, vt (0, ut , wt , 1) ≤ vt (0, ut , wt , 0)
so that πt (0, ut , wt ) = 1 is always an optimal action (although not necessarily uniquely
optimal). 
1.4.2

Dispatching from the Staging Area

Similar to Question 1, Question 2 concerns optimal dispatching decisions from a
specific location. While Question 1 addresses the optimality of a dispatch decision from
the point of demand, Question 2 investigates the conditions under which delaying dispatch from the staging area is an optimal decision. One situation where postponing
dispatch is likely to be an optimal decision is when there is no inventory at the staging
area. The next result confirms that this is true.
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Proposition 2 If ut = 0, then a∗t = πt (1, ut , wt ) = 0 is an optimal action for t =
1, . . . , T .
Proof: This result also follows from Corollary 1. The values of actions at (1) = 0 and
at (1) = 1 are
h
i
vt (1, ut , wt , 0) = E[Xt − wt ]+ + E Vt+1 (1, Ut+1 , Wt+1 )
h
i
+
vt (1, ut , wt , 1) = E[Xt − wt − qt ] + E Vt+1 (0, Ut+1 , Wt+1 ) .

(1.11)
(1.12)

For equation (1.11), the transition equations (1.8) and (1.9) result in Ut+1 = ut + Yt and
Wt+1 = (wt − Xt )+ . Similarly, the transition equations for equation (1.12) are Ut+1 = Yt
and Wt+1 = (qt + wt − Xt )+ . When ut = 0 (which, from equation (1.2), implies that
qt = 0), equations (1.11) and (1.12) become
h
i
vt (1, ut , wt , 0) = E[Xt − wt ]+ + E Vt+1 (1, Yt , (wt − Xt ))+
h
i
vt (1, ut , wt , 1) = E[Xt − wt ]+ + E Vt+1 (0, Yt , (wt − Xt ))+ .

It follows from Corollary 1 that Vt+1 (1, Yt , (wt − Xt )+ ) ≤ Vt+1 (0, Yt , (wt − Xt ))+ . Therefore, Vt (0, ut , wt ) = vt (0, ut , wt , 0) and a∗t (0) = 0 whenever ut = 0.



On the other hand, our intuition tells us that we do want to ship when we have a
full vehicle. The argument is summarized as follows. A shipment of a fixed amount is
more valuable now then it would be delayed, because either it wouldn’t matter or there
would be uncaptured demand. We begin the proof with the following proposition.
Proposition 3 The value of a shipment is higher now than it will be if delayed.
If we have a fixed amount to ship A and we can either ship it now or in the next period, and we assume for the time being that no more shipments will come in, our un-
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met demand is

!+
E1 =

X

Xt − A

t∈T

if we dispatch in this period or

E 2 = X1 +

T
X

!+
Xt − A

t=2

if we wait until t = 2. These statements are equivalent unless A >

T
P

Xt and X1 > 0,

t=2

in which case the leftover A that could have been used to reduce X1 is wasted, so to
speak, so E1 ≤ E2 
The argument for Proposition 3 can easily be extended to include additional shipments in the future, and since a shipment can never exceed C by definition, once ut
reaches C, Proposition 3 tells us that it is an optimal decision to immediately dispatch.
1.4.3

Optimality of Continuous Dispatching

As described in Section 1.1, the continuous dispatching (CD) policy dispatches the
vehicle at each decision epoch t ∈ {1, . . . , T } of the finite horizon, no matter its location at the beginning of each period. Consequently, the CD policy, denoted π CD , is a
function such that π CD : (i, u, w) 7→ {1}, i.e., at = π CD (i, u, w) = 1 for all states
(i, u, w) and periods t. We know from Proposition 2 that CD is not an optimal policy
in general. However, CD is optimal for all states with i = 0 according to Proposition 1.
This begs the question of whether or not a modified version of the CD policy is optimal, where the modification is such that the vehicle is dispatched from the SA whenever there is inventory there ready to be transported to the POD. Based on the results
of our computational experimentation presented in the next section (Section 1.5), the
answer to this question is “no”. On the other hand, if we consider a variation of the
original dispatching problem introduced in Section 1.1 with multiple vehicles, then CD
is actually an optimal policy. More specifically, suppose a fleet of two or more vehicles
travels back and forth between the SA and POD in Figure 1.1 as opposed to only a sin-
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gle vehicle. Then the optimal policy is to continuously dispatch the vehicles in such a
way that at the beginning of each period, there is at least one vehicle at both the SA
and the POD. The formal statement of this result is presented below as Corollary 2,
which follows from this next proposition that speaks to the optimality of continuous
dispatching when there is an unlimited number of vehicles that can be dispatched between the SA and POD.
Proposition 4 Let πt∗,∞ (i, u, w) denote the optimal decision rule when in state (i, u, w)
at epoch t when there is an infinite supply of vehicles at the staging area. Then πt∗,∞ (1, u, w) =
1 for t = 1, . . . , T .
The proof for Proposition 4, which proceeds based on mathematical induction, is
somewhat lengthy and is therefore relegated to the appendix. However, we do point out
here an important difference between the single vehicle problem, which is the primary
focus of this paper, and the unlimited vehicles version that is considered in Proposition 4. The distinction is that continuous dispatching potentially results in items being
shipped from the staging area during each period t = 1, . . . , T when there is an infinite
number of vehicles, but items are shipped at most every other period under the continuous dispatching policy when there is only a single vehicle. This next result indicates
that CD is an optimal policy if the fleet of vehicles that travels between the SA and
POD consists of two or more vehicles.
Corollary 2 If two or more vehicles travel between the staging area and point of distribution, then the optimal policy is stationary and π ∗,(2,∞) (i, u, w) = π CD,(2,∞) (i, u, w),
where π ∗,(2,∞) (i, u, w) and π CD,(2,∞) (i, u, w) are the optimal and continuous dispatching
polices, respectively, when the fleet size is two or more.
Instead of justifying Corollary 2 mathematically, we provide the following logical
explanation. First, Proposition 1 indicates that if a vehicle is at the point of distribution, it is always optimal to dispatch. Similarly, Proposition 4 says that dispatching a
vehicle from the staging area is always an optimal action. So together, Propositions 1
and 4 reveal that continuous dispatching is an optimal policy when there are two or

28

more vehicles. Furthermore, an implication of Proposition 4 is that it is always optimal to have a vehicle at the staging area, and this can be achieved by continuously dispatching two vehicles between the two locations. Otherwise, there would exist at least
one t with πt∗,∞ (1, u, w) = 0.
In summary, we have shown that for the original vehicle dispatching problem in
which a single vehicle is dispatched between the SA and POD as shown in Figure 1.1,
the CD policy is not optimal. However, if we consider a different problem in which a
fleet of two or more vehicles can be dispatched between the SA and POD, then the
optimal policy is to continuously dispatch vehicles so that there is always a vehicle at
each location at the beginning of each period.

1.5

Computational Results

Up to this point we have presented analytical results that address the first two research questions presented in Section 1.1, but we have not addressed the latter two. We
know from Proposition 2 that if ut = 0, dispatching from the staging area is never optimal, and from Proposition 3 that dispatching is always optimal whenever ut ≥ C, but
what about 0 < ut < C? In this case, the dispatch decision depends on the available
inventory at the point of demand, wt ; the number of remaining periods, T − t; and the
ratio of supply and demand rates, r = X / Y . As wt increases, we have less urgency to
ship, but it is also less of a problem to dispatch a less-than-full vehicle as there will be
time to make more round-trips before wt drops to 0. If there is considerably more supply than demand, wt will rise over time, but if the end of the planning horizon is near,
long-term behavior is less relevant. With these situations, the vehicle’s capacity can
force the decision to dispatch, so it is important to consider the interaction between
vehicle capacity and the other factors. To answer questions 3 and 4, we turn to a modification of the traditional 2k Factorial Design to help isolate these effects. Note that
all of the computational experiments presented in this section pertain to the original
vehicle dispatching problem introduced in Section 1.1 in which a single vehicle is dis-
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patched between the staging area and point of distribution. Because we have shown
in Section 1.4.3 that CD is always an optimal policy for the multiple vehicle extension
to the original model, there is no need to include the multiple vehicle model in computational tests designed for the purpose of assessing the performance of the heuristic
policies (CD and FTD) relative to the optimal policy.
Before presenting the details of our 2k factorial design, let us first discuss how we
determine the supply and demand rates. We would like to use a Poisson distribution,
but this would lead to an infinite state space if we don’t restrict the support of the distribution. Additionally, allowing either supply or demand to be negative could have
meaningful interpretations - spoilage or returned items, respectively - but also increases
the possible states at the POD. In our experimentation, we found that the computation
time was highly dependent on how many values we allowed the distributions to take as
per the curses of dimensionality. So, before considering the ratio r = X / Y , we define
both variables as Poisson (λ = 5), but only allow them to take the values between 0, 2,
and 4, then we calculate the probability of a Poisson variable taking each of those values. Finally, we normalize each of those probabilities so as to make a valid probability
distribution function. The result of this process is shown in Table 1.3.
P
x
0
2
4
p(x)

0.0067

0.0842

0.1755

0.2664

p̂(x)

0.0253

0.3161

0.6586

1.00

Table 1.3: Example of supply and demand probability distributions.
Without changing the associated probabilities, r is determined as r · X if r > 1
or Y / r if r < 1, which is necessary to keep the support of both distributions integral.
Two examples are given in Table 1.4.

1.5.1

Experimental Design

Following the line of reasoning above, we perform a sensitivity analysis with respect to vehicle capacity, the ratio of supply and demand rates, and the length of the
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x
0 · r = 0(2) = 0
2 · r = 2(2) = 4
4P· r = 4(2) = 8

p̂(x)
0.0253
0.3161
0.6586
1.00

y
p̂(y)
0 · 1/r = 0(1/1/2) = 0(2) = 0 0.0253
2 · r = 2(2) = 4
0.3161
4P· r = 4(2) = 8
0.6586
1.00

Table 1.4: Examples of r with X and Y
planning horizon. First, we choose high and low values (henceforth called outer or extreme values) like in the standard 2k design (Table 1.5), but we also select intermediate
values for each parameter in order to test over a demonstrative range of values. An experiment consists of two parameters fixed at an extreme value (either high or low) like
a standard 2k factorial design, then we test all the values, outer and intermediate, for
the third parameter. We repeat this process for all combinations of outer parameter
values as shown in Table 1.6, resulting in a total of 88 problem instances. Note, however, that 16 are duplicate instances; 23 = 8 but there are 24 instances of just high or
low values. We present it in this way so as to include even duplicated values in experiments in which they are relevant as shown in tables 1.5, 1.6, and 1.7.
Parameter
(Low,High)

C
X=Y
(2,10) (0.2,5)

T
(3,10)

Table 1.5: 2k Experimental design.

Parameter Values
C
{2, 4, 6, 8, 10}
X=Y
{0.2, 0.4, 0.6, 0.8, 1, 2, 3, 4, 5}
T
{3, 4, 5, 6, 7, 8, 9, 10}
Table 1.6: Sensitivity analysis.
We consider the shortages scaled per period so as to avoid solution inflation as the
length of the planning horizon increases. For each of the 12 experiments shown in Table 1.7, we produce 2 graphs comparing the heuristics’ “optimality-gaps”, or the difference between a heuristic solution’s objective function value and that of the MDPoptimal solution. One graph compares the absolute differences and the other displays
the relative; note that the optimal solution does not appear on the relative charts since
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Exp. #

Vehicle Capacity

1
2
3
4
5
6
7
8
9
10
11
12

L
L
H
H
Varied
Varied
Varied
Varied
L
H
L
H

Rate of Demand
Rate of Supply
L
H
L
H
L
H
L
H
Varied
Varied
Varied
Varied

# of Time Periods
Varied
Varied
Varied
Varied
L
L
H
H
L
L
H
H

Table 1.7: Modified 2k Factorial Design
it is used in calculating the values for the heuristics. In many cases, the relative graphs
are more informative, but they can also be misleading as in Figure 1.3. In this case, the
two heuristics are equivalent with small values of r (supply > demand), but then diverges to an optimality gap of about 2 units per period, even as r grows large (demand
> supply). As a consequence, the relative chart has a steep peak with tails that asymptotically approach 0 as r approaches ±∞. Note that for all of the figures in § 1.5, the
two fixed parameters are shown above the chart and the varied parameter is in the figure name. Not all 24 graphs are shown, but those chosen are representative.

1.5.2

Results

Optimality of Continuous Dispatching
Given that CD is an optimal policy when the size of the vehicle fleet is two or more
(according to Corollary 2), it seems intuitive that CD would also be optimal when
there is only a single vehicle. That is, given a more restricted number of vehicles, the
urgency of the dispatch decision would appear to be more pronounced. However, it
turns out that this is not the case; the CD rule is not necessarily an optimal policy.
That being said, CD is an optimal policy for many of the experimental conditions that
we tested in our computational study, and was usually pretty close when not.
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Figure 1.3: Optimality gap for Experiment 9 (varying r).
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Figure 1.3b: Relative Difference
The CD policy consistently outperformes the FTD policy; in all 12 of our experimental settings, we found that CD was either equivalent or superior to FTD. The
charts in Figure 1.4 illustrate the optimality gap comparing each heuristic to the MDP
optimal solution, where again r is the variable name for the ratio of demand to supply.
Observe that in experiment 3 (Figure 1.4a) where there is 5 times as much supply
as demand, FTD and CD are equivalent, but in experiment 4 (Figure 1.4b) CD outperforms FTD overall. In fact, this relationship holds true in all of our experiments: when
r is large (supply >> demand), FTD = CD, but when r is small (supply << demand),
CD outperforms FTD.

Vehicle Capacity
We can see from Figure 1.5 that the optimality gap grows with the vehicle capacity.
When capacity is prohibitively small, all solutions are bad, including the optimal. That’s
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Figure 1.4: Optimality gap for experiments 3 and 4 (varying T ).
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Figure 1.4a: Experiment 3
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Figure 1.4b: Experiment 4
why MDP, CD, and FTD are the same: full truckloads are dispatched continuously
when there is limited capacity. However, when there is sufficient capacity, the solutions
generated by MDP, CD, and FTD diverge. We observe here that CD is not optimal
but outperforms FTD. Thus, vehicle capacity is an important factor influencing choice
of dispatching policy.

Optimality Gap Per Period
As mentioned previously, all experiments are displaying shortages per period. In dynamic programming models like this where the problem size increases exponentially
with T, it is important to choose a sufficiently large T to faithfully represent the entire
behavior of the system as it ages without sacrificing computational tractability. Since
all experiments that show the effects of changing T (experiments 1-4) exhibit asymptotic behavior, we can be confident that the solutions are “stable” relative to the plan34

Figure 1.5: Absolute and relative optimality gap for Experiment 6 - (varying C).
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Figure 1.5b: Relative Difference
ning horizon and that we are not missing anything interesting at larger values of T. Experiments 3 and 4 are shown above in Figure 1.4 while experiments 1 and 2 are shown
in Figure 1.6.

Effects of Model Parameters
To recap, we saw in Figure 1.3 that excess supply (r < 1) leads to good results regardless of the policy, but CD dominates FTD when the demand rate surpasses the supply
rate (r > 1). This is the opposite of what we predicted, but we will defer further discussion until we revisit the research questions in Section 1.5.3. As for vehicle capacity,
Figure 1.5 shows that more capacity leads to fewer shortages, but also greater opportunities for suboptimal decisions. At one extreme, if the vehicle capacity is only 1 unit,
then the CD and FTD policies are equivalent (assuming there is at least a single unit
of inventory at the SA). On the other hand, an extremely large vehicle might not ever
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Figure 1.6: Absolute and Relative Optimality Gap for Experiments 1 and 2 - Varying
T
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fill up during a short planning horizon, resulting in the worst possible solution under
the FTD policy. So as the vehicle’s capacity grows, the performance of FTD deteriorates relative to the optimal and CD policies, and the deviation between the optimal
and CD policies also increases.
Figure 1.4 shows how expected shortages change as the length of the planning
horizon, T , changes. In general, the relationship exhibits a decreasing trend, but the
policies stay equivalent if there is sufficient supply (Figure 1.4a, Experiment 3). Figure 1.4(b) (Experiment 4), on the other hand, shows a far more peculiar relationship,
namely that the CD policy leads to optimal decisions when the planning horizon consists of an even number of periods T , but suboptimal decisions when T is odd. Recall
that all three policies are equivalent when there is more supply than demand (i.e., r <
1), so this only happens when the demand rate is greater than the supply rate (Figure 1.4b). In the other case, r > 1, the CD policy exhibits a “zig-zag” pattern that
bifurcates between optimal and suboptimal decisions as T changes. This happens because we assume (arbitrarily) that the location of the vehicle at the beginning of the
planning horizon is at the POD, which means that two periods are required to complete each delivery under the CD policy (POD → SA in Period 1, SA → POD in Period 2, and so on). As a result, an even number T allows for the vehicle to stay in motion under the CD policy and make its final delivery to the POD in the last period.
On the other hand, the CD policy would result in the last delivery being made in the
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penultimate period if T is odd, resulting in a suboptimal policy. To see this, consider
T = 3; then using the CD policy, the vehicle goes from the POD to the SA in Period 1,
SA → POD in Period 2, and POD → SA in Period 3. Thus at most one delivery can
be made during a T = 3 period horizon. Instead of continuously dispatching the vehicle, it would make more sense to postpone dispatch from Period 2 until Period 3; that
way, a larger shipment can be made from the SA to the POD given there is only one
delivery opportunity associated with T = 3. In general, the optimal policy calls for
deferring dispatch exactly once during a planning horizon that has (i) an odd number
of periods and (ii) the vehicle initially located at the POD. Similarly, it would be optimal to delay dispatch during exactly one period if the vehicle starts out at the SA
and the planning horizon consists of an odd number of periods2 . This explains the CD
policy’s deviation from the optimal policy during odd periods in Figure 1.4(b). Note,
however, that this behavior is completely artificial from a practical standpoint because
in reality, time flows continuously. Thus T would a real number, not necessarily integer, that won’t be even or odd (justification for the discrete time model is presented in
Section 1.3.2).
1.5.3

Research Questions Revisited

To conclude our discussion of our results, let us return to our original questions
and summarize our findings.
Question 1 If the current position of the vehicle is at the point of demand, is dispatching the vehicle to the staging area always an optimal decision?
In a word, yes. While the proof is a bit lengthy (Proposition 1), the basic argument is
that if you stay, you would need 2 periods to make a delivery (one from POD to SA
and one back) as opposed to one if you immediately return to the SA.
2

We confirmed this by rerunning our experiments with the initial position of the vehicle being the
SA, in which case the CD policy turned out to be optimal for odd T and suboptimal for even T .
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Question 2 If the vehicle is at the staging area, are there any situations in which
deferring dispatch to a future period is an optimal decision?
We can say for sure that when there is no inventory at the SA, it doesn’t make sense
to send the vehicle to the POD (Proposition 2), and when the vehicle is already full
(ut ≥ C) there is no advantage to waiting (Proposition 3). Beyond that, all we can say
is there is a complex relationship as described in Section 1.5.
Question 3 If the average rate of demand at the point of demand is greater than the
average arrival rate of supplies at the staging area, is continuous dispatching an optimal
policy?
Actually, the opposite is true. As we saw in Section 1.5.2, CD is optimal when the average rate of supply exceeds that of demand, not the other way around. If the rate
of supply is larger than demand, then inventory will build up at the POD as long as
the vehicle doesn’t sit idle, so CD is an optimal solution. If the rate of supply is great
enough, then the vehicle won’t be able to “keep up”, and will continually dispatch full,
and CD, FTD, and the MDP solution will all be identical.
Question 4 In which situations is dispatching full truckloads an optimal policy?
The only times FTD is optimal is when it is equivalent to CD, either arising from a
sufficiently small vehicle capacity or sufficiently large supply relative to demand.

1.6

Conclusion and Future Work

The study considers the impact of material donations on last mile distribution in
a two-stage supply chain consisting of one staging area (SA) and one point of demand
(POD). Donations arrive over time at the SA in uncertain quantities, and a single vehicle is dispatched periodically to meet stochastic demand at the POD. We test the
effectiveness of two common-sense policies and compare within the problem setting
considered in this study. We expected to find that a simple policy such as continuous
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dispatching (CD) would be optimal. However, the optimal policy does not appear to
exhibit any distinctive patterns, which is likely a consequence of the fact that both supply and demand are stochastic. Although CD is either optimal or close to optimal in
most cases, CD is only an optimal policy in general when there are two or more vehicles. These findings are important. Since CD is not optimal for the basic problem introduced in this paper, it is unlikely that it will be in more complex settings. However,
it would be interesting to see if CD would be close to optimal in other settings as it is
in this study. Possible extensions include collaborative integration of last-mile distribution decisions among multiple agents, perishable inventory, and multiple objectives that
consider measures related to both cost and service level. An investigation that considers a network with multiple SAs, PODs, and vehicles would also be of significant practical value.
One of the many difficulties of disaster relief is that there are many agents working towards the same goal without collaboration, and we would like to investigate the
benefits of integrated decision-making as described in Lai et al. [2016]. Another interesting extension comes from Nguyen et al. [2014]; in our current model, we assume
that all units are homogeneous packages of supplies which do not expire, but there
are plenty of examples where relief items could be perishable in the short term such
as food, medicine, or blood stores. Additionally, there is a growing interest in multiobjective optimization, often taking the form of Huang et al. [2012]’s “equity, efficiency,
and efficacy”. Essentially, this means that decision-makers must not only avoid needless expenses, but they should help all people equally and use their available resources
well. This study focuses on the efficacy, but we would like to investigate incorporating
them in the future. As you can see, last mile distribution is still in its infancy and has
a plethora of opportunities for growth. We see the potential for many more years of exciting and practical research in last mile distribution and humanitarian logistics as a
whole.
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CHAPTER 2
METHODOLOGY: APPROXIMATE DYNAMIC PROGRAMMING
Dynamic Programming (DP) suffers from the well-known “curse of dimensionality”, that a linear increase in the dimensionality of the state space creates an exponential increase in the state space. Unfortunately, this understates the problem as there
are in fact three curses of dimensionality; exponential growths can occur in the outcome space or action space just as the state space [Powell, 2007]. Any of the three
curses can be a death sentence for traditional dynamic programming, but techniques
have recently been developed to tackle these difficulties under the label Approximate
Dynamic Programming or ADP1 .
In the following discussion, we will not attempt to convey an overarching understanding of ADP techniques as a whole, but simply an explanation of what we will
be using in the consequent chapters, namely Value Function Approximation with Basis Functions (VFA-BF). This will require discourse on several important concepts for
ADP, but we will focus on how these ideas relate to Value Function Approximation.
We will start with some general comments of what we are trying to do and how, then
discuss how to separate the effects of decisions and exogenous information through the
post-decision state variable, explain how we exploit knowledge of the problem’s structure using basis functions, move to the issue of exploration versus exploitation, and
conclude with an illustrative example.
1
These techniques have considerable overlap with Machine Learning and Artificial Intelligence, and
the prefered terms are depending on the backgrounds of the user. Since we are approaching this from
a DP perspective, we will use the ADP moniker
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2.1

Overview of Value Function Approximation

In traditional dynamic programming, we use complete enumeration to test all
combinations of states, actions, and stochastic variables (known as exogenous information, notated Wt ) to create perfect knowledge about the problem. Unfortunately, for
many problems, the three curses of dimensionality render complete enumeration impossible; either there are too many states to visit, too many actions to consider, or too
many realizations of exogenous information to evaluate all the combinations. Instead,
Value Function Approximation (VFA) can be used to create estimates of the expected
value of a given state-action pair, and substituted into Bellman’s equation, shown in
Equation 2.1.
Vt (St ) = max vt (St , at ) + EVt+1 (St+1 )
at ∈At

(2.1)

Bellman’s equation states that the value of being in a state is found by choosing
an action so that the sum of the current period’s utility vt (St , at ) and the expectation
of future utility EVt+1 (St+1 ) is maximized. In VFA, however, we know that our knowledge about the value of a state-action pair is imperfect, and our solution quality is directly dependent on the accuracy of our estimate. So, we might be motivated to choose
an action that currently appears less attractive in order to learn more about the problem and improve this estimate. Deciding when to prioritize learning versus using the
information we already have is known as the Exploration vs. Exploitation issue and
will be discussed more in Section 2.5, but for now let us assume that we sometimes ignore the most appealing a.k.a. “greedy” option.
If we follow some fixed policy - a way to choose when to be greedy and what to do
when we are not - then we can represent the current and future impacts of our policy
in a manner similar to Equation 2.1. We can conceptualize Bellman’s equation as the
value of a state-action pair, given that we will follow the policy in the future. This idea
is notated by a superscript π in the adapted form of Bellman’s equation used for ADP
(Equation 2.2).
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π
Vtπ (St ) = vtπ (St , at ) + EVt+1
(St+1 )

(2.2)

Note that we do not need the maximization operator to choose an action as the
chosen policy π is responsible for doing so. Unless we need to differentiate one policy from another, it is common practice to omit the superscript π as shown in Equation 2.3, which is identical to Bellman’s original equation less the maximization.

Vt (St ) = vt (St , at ) + EVt+1 (St+1 )

(2.3)

At this point, we must clarify that we are not going to use backward recursion to
determine the results of a policy. Instead, we will use Monte Carlo sampling techniques
to step forward through the problem and gather information about the policy. We will
need to visit a representative sample of states enough times to have a reasonable approximation for Equation 2.3. This process is usually called “forward recursion”, which
is why some refer to ADP as “forward dynamic programming.” We must remember,
however, that we are working with (potentially biased) estimates, so we will add a bar
above the estimated parameters to differentiate them from the “real” or “true” value as
shown in Equation 2.4.
V̄t (St ) = v̄t (St , at ) + EV̄t+1 (St+1 )

(2.4)

The good news is, assuming our approximation strategy is designed well, that the
estimated parameters will approach their true value as we gather more information
through successive iterations (n is the iteration counter):

lim v̄ ≈ v

n→∞

So, we can think about Value Function Approximation as a class of techniques
that estimate the value of the current period and all the future periods in order to predict the value of a state-action pair, even if we have never chosen this pair in the past.
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The name Value Function Approximation highlights this goal well, but it does not capture the iterative nature. This estimate is generated through successive observations of
sampled values, incrementally improving the approximation as the algorithm runs, so
the title “Approximate Value Iteration” is preferred by some members of the community, but they are generally interchangeable.
In summary, the essence of Approximate Value Iteration/Value Function Approximation is to substitute statistical estimates created over many iterations for the perfect knowledge of the problem we would like to gain through backward recursion. Of
course, this is a broad description that covers a wide variety of techniques and philosophies, and a large part of the challenge of ADP is to adapt a general approach to suit
the problem at hand. We will use a common approach which attempts to use knowledge of the problem’s “features” to design a set of expressions that together provide the
value estimate. Then, we use regression to assign each expression, a weight based on
the information gathered during an iteration. Because these expressions form the basis of the value function approximation, they are often referred to as “basis functions”.
High-level pseudocode is presented in Figure 2.1, and the rest of this chapter will fill in
the details.
1. Initialize state variables and weights for basis functions
2. For each iteration n ∈ N :
(a) For each period t ∈ T :
i. Observe state St
ii. Determine action at
iii. Observe exogeneous information Wt
iv. Record revenue r̂t
(b) Update lookup table and weights for basis functions
3. Return basis function weights and lookup table
Figure 2.1: High-Level Pseudocode for VFA with Basis Functions

2.2

Illustrative Example

In the authors’ experience, the majority of examples found in ADP texts lack the
detail necessary to convey these new, alien concepts to the uninitiated, so we will at43

tempt to learn from their mistakes. Toward this goal, we will use an inventory problem
taken from Section 3.2 of Puterman [1994] to provide context for our remaining discussion of ADP concepts, and equations will be numbered according to the Puterman
text, using the prefix “P” to avoid confusion between Chapter 3 in Puterman versus
this document.
Consider a periodic-review inventory system where a manager observes the current
level of inventory2 St and decides whether or not to place an order at . He must balance
the cost of placing an order O(u) and holding inventory h(u) against the consequences
of unmet demand. The manager’s objective is to maximize the revenue from sold goods
f (u) less holding and purchasing costs over the total planning horizon. Here, u stands
for units and is determined according to the equation, as will be shown below.
First, let us formally define the model formulation. At the beginning of a period,
the manager observes his inventory on hand and decides how much to order at ≥ 0. Let
us assume that any goods ordered will be received instantly, and are available to satisfy
demand, represented Dt , in the period. All units demanded are held in inventory until
the end of the period, so holding cost will need to be incurred for all units held in inventory after the order is received. Furthermore, assume the customer will not tolerate
backorders so any unsatisfied demand receives no revenue and leaves the system. Also
consider that all parameters are constant between periods, although demand is stochastic. Finally, we will restrict demand to whole units of inventory, and inventory levels
between 0 and a warehouse capacity M . Any units ordered that would exceed the capacity will be discarded. Figure P 3.2.1 shows the sequence of events for this problem.

Consequently, the state transitions are shown in Equation P 3.2.1, in that the ordered units are added to the previous inventory level before demand is subtracted. Notice the hat on the demand term, which in Powell’s notation would signify observed
value in this period. Dt without the hat would usually refer to the demand distribu2

Puterman uses a lowercase s, but we will use a capital S for consistency with other chapters in
this document
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Figure P 3.2.1: Timing of events in the inventory model
tion, which is in this case unknown, and you may have noticed in Figure 2.1 the term
r̂t , which is similarly the observed revenue in period t.
st+1 = max{St + at − D̂t , 0} ≡ [St + at − D̂t ]+

(P 3.2.1)

The ordering cost is made up of two components as shown in Equation P 3.2.2, a
fixed cost K for an order regardless of size, and a variable cost c(u) for the number of
units ordered. Note that in this case, u and at are interchangeable.

O(u) =




K + c(u) if u > 0


0

(P 3.2.2)

if u = 0

It is at this point that we will diverge from Puterman’s example, because we do
not want to assume that the values of these parameters and the probability distribution
are known. If we did know the parameter values and the demand, we would use Equation P 3.2.2 to calculate the revenue in period t and we could calculate the expected
profit of a given action using the probability distribution.

rt (St , at , St+1 ) = −O(at ) − h(St + at ) + f (St + at − St+1 )
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(P 3.2.2)

This is not very helpful for our purpose of illustrating Approximate Value Iteration,
however, so we will instead assume that we know nothing about our parameters or demand distribution, and instead we receive a bill from our accounting division with the
cost of ordered units plus our inventory, O(at ) + h(St + at ), along with the value of
the units sold, f (u), when we place an order. If we wrap these two numbers together
to represent our outside information, we can define our reward as a function of our
state St , our action at , and our received information Wt . In other words, if we know
our state, action, and exogenous information (total cost and value of units sold), we
know that the net revenue was determined as follows:

r̂(St , at , Wt ) = −O(at )−h(St +at )+f (u) ≡ −O(at )−h(St +at )+p·min[St +at , Dt ] (2.5)

and we can use this knowledge to determine the parameter values. Additionally,
we can simplify this reward function by using something known as the post-decision
state variable as we will now show.

2.3

Post-Decision State Variable

One easy-to-use yet powerful strategy for simplifying problems is to separate the
effects of the action from what happens afterwards, the exogenous information. With
this in mind, we can restructure the state variable to directly include the action chosen in that period, which will then be called the post-decision state variable; literally,
this is the state variable as observed after the decision is made. We do this by separating the transition function S M into two pieces: one that happens after the decision but
before we observe Wt (Equation 2.6), and the second after all exogenous information
becomes known (Equation 2.7).


S M,a St , at → Sta ≡ St + at
S

M,W



Sta , Wt



→ St+1 ≡ Sta − Dt
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(2.6)

(2.7)

Notationally, all transition equations are given the superscript M to distinguish
them from the state variable St , where M refers to the model governing the system’s
dynamics (M only means model when it is a superscript of S, so after we conclude the
discussion of transition equations, it will only be used to delineate warehouse capacity). Furthermore, the two new transition functions are differentiated from each other
by the catalyst to the transition. The transition from pre- to post-decision state (Equation 2.6) depends on the chosen action at while the transition from post-decision state
to the next period (Equation 2.7) depends solely on the exogenous information Wt . As
seen in Equations 2.6 and 2.7, the superscript a added to St and S M give us the postdecision state (Sta ) and the post-decision transition function (S M,a ) respectively.
This should change how we think about the problem because of the insertion of
the post-decision state between the decision and observing new information. In other
words, if we were to start at state St and make decision at , then we transition to the
post-decision state Sta = S M,a (St , at ), after which we learn Wt and transition to St+1 =
S M,W (Sta , Wt ). In short, the flow follows St → choose at → Sta → observe Wt → St+1 →
choose at+1 and so on. The end result of all this is that we can abbreviate the reward
function given by Equation 2.5 to simply

r̂(Sta , Wt ) = −O(at ) − h(Sta ) + p · min[Sta , Dt ].

(2.8)

and must expand the pseudocode from Section 2.1 (Figure 2.1) to the form in
Figure 2.2. In addition to the notational adaptation, we also add a line for the postdecision state after line 2 a ii.

2.4

Basis Functions

We introduced the idea of basis functions in Section 2.1, which again are expressions that attempt to capture characteristics of the problem, which means to identify
characteristics that correlate with the objective function. This vague description will
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1. Initialize state variables and weights for basis functions
2. For each iteration n ∈ N :
(a) For each period t ∈ T :
i. Observe pre-decision state St
ii. Determine action at
iii. Move to post-decision state Sta
iv. Observe and record exogeneous information Wt
v. Record revenue r̂t
(b) Update lookup table and weights for basis functions
3. Return basis function weights and lookup table
Figure 2.2: Mid-Level Pseudocode for VFA with Basis Functions
hopefully become more clear as we progress through our example. Because we have no
knowledge of our order cost, holding cost, revenue, or demand distribution, we cannot
use backward recursion even if the problem is small enough to be tractable. Instead, we
will simulate through the problem by choosing actions and observing the result, which
we will use to drive statistical estimates for the values of the parameters. Next, we plug
those estimates into our revenue function for a predicted single-period cost, then all we
need is a predictor of the future revenue, and we will have a reasonable substitute for
Bellman’s equation. So, we want to assign a weight θ to each feature to form an approximation of the value function, expressed as a linear combination of the features e.g.
θ1 φ1 + θ2 φ2 + θ3 φ3 , where each feature φi takes the current state and returns a value. In
our illustrative example, our basis functions are capturing the components of the revenue function as shown below. Note that in equation 1, the term 1at >0 is an indicator
function that returns a value of 1 if the subscripted condition is true and a 0 otherwise.
So if at > 0 → 1at >0 = 1, but if at = 0 → 1at >0 = 0.
1. K · 1at >0

−→

θ1 · 1at >0

2. c · at

−→

θ2 · at

3. h · Sta
h
i+
4. p · D̂t − Sta

−→

θ3 · Sta
h
i+
θ4 · D̂t − Sta

−→

Although the first three functions are costs, we can omit the sign because linear
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regression will assign them negative weights. Then, we determine the estimated revenue
in this period by computing the linear combination below.

r̄(Sta ) =

X

θi φi

(2.9)

i∈[1,4]

But we have a problem. Our fourth basis function uses the exogenous information in its definition, but the function must be evaluated before that information is
learned. So, we have to find a different way to represent the revenue gained that does
not need to know this period’s demand. Since our state variable has only one dimension, and that value is discrete, we can substitute what is known as a “lookup table”
(represented by L), where each state has a corresponding value, although as we will see
the basis functions and lookup table are handled differently. For a large problem, especially with a multi-dimensional state space, a lookup table representation will be inappropriate, but is very manageable for our example, and indeed so for many real-world
problems.
Substituting the Lookup Table has another crucial benefit: the original revenuefunction replacement strategy only captures the estimate of the current period’s revenue, but the lookup table can include the future profit as well. Think of each individual value in the table as projecting what will happen after we transition to the postdecision state, and you can see that this can very easily be defined in a way such that
the function includes everything that happens afterward, all the way to the end of the
planning horizon. So then, we can (more or less) represent Bellman’s Equation using
our approximation in that the basis functions replace the current period cost and the
Lookup Table replaces the cost going forward. Of course, the Lookup Table contains
the profit and the holding cost, so it is not a perfect segmentation.
One of the most powerful aspects of ADP is its ability to determine which features
are the most useful in approximating the value function. Suppose we are modeling an
ice cream stand; weather would have a dramatic influence on our demand, so we could
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include basis functions for the projected high and low temperatures, and maybe the
chance of rain and cloud cover. In most other cases this would be less valuable, but we
do not need to make the decision if it matters or not. The algorithm will set the weight
for those functions high if they are beneficial or very near zero if they are not. In the
latter instance, we would know that weather either has very little impact on deliveries
or that our weather forecast is so unreliable as to be useless, and in either event we can
remove the feature(s) from our model.
The benefit here is that we can include features that we think might be useful,
without a significant penalty if we are wrong. In fact, it can be a good idea to always
include the opposite feature as well; intuition is not always reliable, and there is very
little computational penalty for including a handful of “extra” basis functions just in
case. It’s always possible they contain a surprise or two just like in Chapter 1, where
we found that when supply rates exceed demand then CD is optimal, which is opposite
of what we expected. This is exactly the kind of counter-intuitive results we love to
find as academicians, so we should give ourselves the chance to stumble on one.
This has other interesting uses and applications. In our inventory problem, we
don’t actually need to include any basis functions to explicitly capture the costs in the
current period. Point of fact, those costs are all observed after the decision is made,
but by separating the costs related to our decision (fixed and variable order costs) from
the expected profit based on our post-decision state, we can omit our action from the
Lookup Table. However, three extra basis functions will have no impact on computation time, but it allows us to learn the values of our parameters, and the expected
value of demand if we want, all of which could be valuable information even if it isn’t
needed for our ADP algorithm. However, we want to avoid nonlinear functions so we
can stick to Linear Programming-based regression techniques, but if we simply record
our demand and profit for each period (which we have to do for each iteration anyway),
we can easily use the revenue function and use the other parameters to find the selling
price. Figure 2.3 contains the corresponding features and the Lookup Table for
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our model; our code will return the values of K, c, and h and the expected profit-to-go
given a post-decision state.
1. K · 1at >0
2. c · at
3. h · Sta

..

Sta

0
1
M

−→
−→
−→
t
1 2
0 0
0 0
0 0
0 0

θ1 · 1at >0
θ2 · at
θ3 · Sta
..
0
0
0
0

T
0
0
0
0

Figure 2.3: Final List of Features and Lookup Table
Before we continue, let us take a step back and discuss how this relates to our distribution problem. For our inventory example, the profit-to-go only depends on the policy and the post-decision state, so defining basis functions for each post-decision state
is unnecessarily complicated. And while the single-period cost is highly dependent on
our action, since we know that the parameters are stationary, we can solve a system of
simultaneous equations to determine the cost parameters after a single iteration. The
take-home idea of basis functions/features is that these correlate with the objective
function and the weights determined by our approximation represent the correlation
coefficient combined with some scaling factor. The inventory example’s features - ordering and holding costs, revenue, etc - have a correlation coefficient of exactly one since
the features are modeling deterministic transition functions, so the weights for the basis functions only need to determine the value of each cost coefficient. Imagine a scenario where the decision maker had an agreement with his supplier where every tenth
order would have no fixed cost. In this case, it would make sense to scale the weight for
this feature to around 90% of the cost because in the long term the average fixed cost
would be less than advertised. In more complex models like our distribution network,
we will not know exactly how or to what extent our features will correlate to the objective function, or what impact the feature has (e.g. how often is the order free
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versus how much the order costs when it is not free) but we can approximate this information.

2.5

Updating the Value Function Approximation

Now that we have introduced the “what” and “why” for Basis Functions, let us
describe the “how”. Simply put, ADP uses simulation and multiple linear regression to
assign weights θi to each function result φi (St ) to minimize the total squared error beP
tween the predicted utility r̄(Sta ) =
θi φi and the observed utility r̂t , earning this
i∈[1,4]

approach the name ”least-squares regression”. In other words, for each state we visit in
a particular iteration, we have a different realization of the value function approximaP
tion
θi φi , so we record the post-decision state and corresponding value observed, and
i∈I

then use multiple linear regression to find the values of θi so as to minimize the MSE
across all time periods. Recall that this is done iteratively, and there are a number of
ways to combine the successive iterations, such as exponential smoothing approach e.g.
V̄tn (Sta ) = α · V̂tn (Sta ) + (1 − α) · V̄tn−1 (Sta ). Smoothing can be done at a fixed rate,
or to guarantee convergence, one can decrease the value of the smoothing constant over
time. This has the drawback, however, that earlier iterations are weighted more heavily
which may not be the best idea since the earlier decisions are made with less information. This is exacerbated since, as we will see, there is strong motivation early on in the
algorithm to disregard the current estimates and focus on improving the accuracy of
the estimates by gathering more information about the model’s characteristics.
One of the biggest challenges in designing an ADP algorithm is balancing the desire to collect new information against the time it takes to collect that information, or
another way of saying it is to balance learning against using what has been learned;
this is called the Exploration versus Exploitation tradeoff. We can compare it to backward recursion in DP, where you complelely Explore the problem by learning the value
of every single state-action pair, then Exploit this perfect knowledge by choosing the
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globally-optimal sequence of actions. If we are using ADP, we can assume the problem
is too complex to Explore completely, so we have to compromise.
A common and simple approach is known as epsilon-greedy or ε-greedy, which is a
probabilistic approach where an action is chosen at random (Exploration) with probability ε and we choose what appears to be the best decision given our current approximations of the value function (Exploitation) with probability (1 − ε). Just like the
smoothing constant discussed above, we might choose a decreasing value of ε in order
to guarantee that our algorithm converges. Referred to as an epsilon-decreasing strategy, the relative advantage of this approach depends heavily on the rate at which epsilon shrinks. When designing our smoothing and ε-greedy strategies, we must be sure
the algorithm has enough time to make a quality estimate of the parameters before we
force it to converge. While we certainly want to avoid cycling or otherwise unnecessary
computation times, we cannot destroy the quality of our solution, so like many things
in ADP, we have to find a healthy balance between the two. For the purposes of our
example, we will use a static policy for the smoothing where α = 0.1 and a decreasing
policy for ε such that εn = 0.9 · εn−1 . See Figure 2.4 for a low-level overview of the
algorithm.
1. Initialize state variables and weights for basis functions
2. For each iteration n ∈ N :
(a) For each period t ∈ T :
i. Observe pre-decision state St
ii. If random() < ε: Randomly select action at
Else: choose action at to maximize estimated revenue (lookup table
value) - cost (from basis functions)
iii. Move to post-decision state Sta
iv. Observe and record exogeneous information Wt
v. Record revenue r̂t
(b) For value in lookup table:
i. new value = α(observed value)+(1 − α)(old value)
(c) Use multiple linear regression to calculate basis function weights
(d) For each basis function:
i. new weight = α(calculated weight)+(1 − α)(old weight)
(e) εn = 0.9 · εn−1
3. Return basis function weights and lookup table
Figure 2.4: Low-Level Pseudocode for VFA with Basis Functions
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There is one last issue that we did not mention: how to select initial values for
the basis functions and lookup table. This is very problem-dependent, but one strategy is to set ε1 = 1 and then use the first realization of each as the starting value
i.e. substitute α = 0 the first time. This is why we use the decreasing formula for ε,
and with a scaling parameter of 0.9, it decreases fairly rapidly e.g. ε10 = 0.388 and
ε30 = 0.047 which is what we want for such a small problem. We do have a total of
T × (M + 1) = 10 × 4 = 40 unique states, and each will need to be visited a handful of
times to find a good estimate.
But first, one last comment: the observant reader might wonder why we are using
basis functions to determine the parameter values when all we really need is to solve
a set of simulatenous equations. The truth is, given the simple nature of this problem,
the regression should find the correct values after only one iteration, as it is achieving the same goal as would solving a system of equations. However, we must continue
the algorithm to inform our optimal policy and thus the lookup table values. Keep in
mind, we are not trying to find the best method for this inventory example, rather we
just want to illustrate how ADP with basis functions works. Without further ado, let
us begin our example.

2.6

Numerical Example

Let us use most of Puterman’s parameter values: K = 4, c = 2, h = 1, p = 8, and
M = 3, plus a demand distribution with a support of {0,1,2} and pj = {1/4, 1/2, 1/4}.
However, we will choose (T = 10) instead of Puterman’s example since we will use linear regression to set the weights for our basis functions and three points is insufficient
for a good result. Also, note that Puterman uses n ∈ N for his decision epochs, but n
is reserved for the iteration counter in our convention, and t ∈ T is used for decision
epochs. From here, let us step through the algorithm, using the pseudocode from Figure 2.4 as a guide.
1. Initialize variables and weights for basis functions
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2. n = 0



2a. t = 0

2ai. Randomly select a starting state S0 ∈ [0, M ], say S0 = 2.


2a. t = 1

2ai. Since S1 = S0 , S1 = 2.
2aii. If random() < ε −→ If 0.1281 < 1 = TRUE: a1 = random int(0, M −
S1 ) = random int[0, 1] → a1 = 1
2aiii. S1a = S1 + a1 = 2 + 1 = 3
2aiv. Wt is the information coming from our accounting department, so we
record our revenue = 8, cost = 9, and demand = 1
2av. Calculate profit r̂1 = revenue-cost = 8 - 9 = -1


2a. t = 2

+

2ai. S2 = S1a − D̂t = 2
2aii. 0.9355 < 1 → a1 = random int(0, M − S2 ) = random int(0, 1) = 1
2aiii. S2a = S2 + a2 = 2 + 1 = 3
2aiv. Record our revenue = 8, cost = 9, and demand = 1, coincindentally the
same as t = 1
2av. Calculate profit r̂2 = -1
And continue likewise until t = T . In the first period, ε = 1.0, so each action will be
chosen randomly. Once we complete period T :
2b. We update the lookup table value for each visited state. Say we reached
post-decision states Sta with profit r̂t and cost as follows:
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t

1

2

3

4

5

6

7

8

9

10

Sta

3

3

3

3

3

2

1

0

0

3

rˆt

-1

-1

-9

5

-1

6

7

0

0

-5

cost

9

9

9

3

9

2

1

0

0

13

Recall that we are interpreting this lookup table as the “profit to-go”, or the
expected net profit for the rest of the planning horizon, starting from the
current post-decision state. So, we update the tth column, row number Sta
T
P
of the table with the value of
r̂(Sia ) + O(at ) + h(Sta ), which is the net
i=t

profit from period t to the end, plus the cost in period t. We do this because
we want to separate the cost of our decision from the profit we earned afterwards so that we can consider the effects of this period’s decision separately
from the expected profit to-go recorded on lookup table values. For example,
in period t = 10, we ordered up to three units (S1a 0 = 3), and found the
profit to-go is −5 + 13 = 8, or intuitively we must have received $8 in revenue if we spent $13 and lost $5 on the period. Similarly, period t = 9 has
profit to-go of −5 + (0) + 0 = −5, as we paid no ordering or holding costs but
received no revenue, but include the $-5 from period t = 10.
Since the lookup table is initialized as zeros, the lookup table starts out as
t

Sta

1

2

3

4

5

6

7

8

9

10

0

0

0

0

0

0

0

0

0

0

0

1

0

0

0

0

0

0

0

0

0

0

2

0

0

0

0

0

0

0

0

0

0

3

0

0

0

0

0

0

0

0

0

0

and becomes (bold, non-title items have changed)
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t

Sta

1

2

3

4

5

6

7

8

9

10

0

0

0

0

0

0

0

0

-5

-5

0

1

0

0

0

0

0

0

3

0

0

0

2

0

0

0

0

0

10

0

0

0

0

3

10

11

12

15

16

0

0

0

0

8

2c. Now that we have updated our lookup table, we just need to update the basis function values using multiple linear regression. Again, the idea is to set
the weights for the basis functions so as to minimize the error between the
P
projected utility r̄(Sta ) =
θi φi and the observed utility r̂t . We do this
i∈[1,4]

by combining each observation of φi into a matrix and performing multiple
linear regression against the r̂t vector. For the sake of brevity, and most programming languages will have a function we can call to do the regression for
us, we will simply jump to the conclusion: regressing r̄t against r̂t results in
new weights of θ = [4, 2, 1]. Of course, these are the exact values for the cost
parameters for which we are looking! Now, it is quite unusual to be able to
perfectly select the correct weights on the first go, and the only reason we
can do so here is the special problem structure with independent cost parameters. Normally, we must smooth our new values of theta into the old
ones as described in the pseudocode, and we cannot expect to end up with
an accurate estimate until numerous iterations have been completed.
2e. εn+1 = 0.9 ∗ εn = 0.9 ∗ 1 = 0.9
Let us demonstrate another iteration in order to show how we use the basis functions to pick an action, and to show how the lookup table is updated beyond the
first time. To do so, let us jump to iteration 10:


2. n = 10



2a. t = 0
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2ai. Randomly select a starting state S0 ∈ [0, M ], say 0


2a. t = 1

2ai. Since S1 = S0 , S1 = 0
2aii. If random() < ε −→ If 0.687 < 0.349 = FALSE:
Since 2aii returned FALSE, we need to use our “greedy” selection method,
which is to choose our action based on the basis function approximation
and the lookup table. To do this is simple, we just choose our action
a1 ∈ [0, M − S1 ] such that
X

at = arg max
j∈[0,M −S1 ]

θi φi (St , aj ) + Lt (St , aj )

i∈[1,4]

and as we showed previously, our algorithm will give us the same weights
every time, so we can simply plug in our state variable and action into
the expressions defined in Figure 2.3 from Section 2.4.

1. θ1 · 1at >0

→

4 · [10>0 , 10>1 , 10>2 , 10>3 ]

→ 4 · [0, 1, 1, 1]

2. θ2 · at

→

2 · [0, 1, 2, 3]

→ 2 · [0, 1, 2, 3]

3. θ3 · Sta

→

1 · [0 + 0, 0 + 1, 0 + 2, 0 + 3]

→ 1 · [0, 1, 2, 3]

4. Lt (Sta )

→

5. Total

→

→
Lt (Sta ) −

P

θi φi

[0, 12, 26.75, 13.34]

→ [0, 5, 16.75, 0.34]

i∈[1,3]

The “total” row - listed as number five - is determined as follows, using
at = 1 as an example: Lt (Sta ) − (θ1 · 11>0 + θ2 · 1 + θ3 · 1) = 12 − (4 · 1 + 2 ·
1 + 1 · 1) = 12 − 7 = 5. Comparing the final results in the “total” row, we
find that at = 2 results in the highest estimated total profit of $16.75.
2aiii. S1a = S1 + a1 = 0 + 2 = 2
2aiv. Record our actual revenue 0, cost 10, and demand 0.
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2av. Calculate profit of $-10; not what we are hoping for in the short run,
but we will use this poor outcome later on.
Let us again jump to the end of the planning horizon and revisit the lookup table:
2b. If we have reached post-decision states Sta with profit r̂t and costs such that
t

1

2

3

4

5

6

7

8

9

10

Sta

2

2

1

2

2

3

3

3

3

2

rˆt

-10

6

7

-2

-8

-1

-9

13

-3

-2

cost

10

2

1

10

8

9

9

3

11

2

and our lookup table coming into this iteration had the values
t

Sta

1

2

3

4

5

6

7

8

9

10

0

0

0

0

5

5

4.26

3.6

-4

-5

0

1

0

12

13

5

8.9

18.8

3.97

2.9

0

8

2

24.7

29.39

19.5

21.43

21.58

10

10

0

15

0

3

14.69

13.34

15.74

15.8

15.8

14.4

22.69

17.33

11.17

7.2

then it would become
t

Sta

1

2

3

4

5

6

7

8

9

10

0

0

0

0

5

5

4.26

3.6

-4

-5

0

1

0

12

11.3

5

8.9

18.8

3.97

2.9

0

8

10

10

15

0

2 22.33 26.75 19.5 19.09 19.22 19.22
3 14.69 13.34 15.74

15.8

15.8

14.4

13.66 16.69 10.66 7.2

as the values are updated similar to before, so period t = 9 we calculate the
observed profit to-go as (−2) − 3 + 11 = 6, but since we have an existing
estimate, we need to smooth the observed value into the old: 11.17 · (1 −
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0.1) + 6 · (0.1) = 10.05 + 0.6 = 10.65, which we see in the table immediately
above (ignoring some rounding error).
2c. We must again update our basis function weights as before.
2e. εn+1 = 0.9 · εn = 0.3874 · 0.9 = 0.3486.
3. After all iterations have run (in this case 50), we return the final basis function
weights [4, 2, 1] and the lookup table.
t

Sta

1

2

3

4

5

6

7

8

9

10

0

0

0

0

5

5

4.26

3.6

-4

-5

0

1

0

12.5

11.47

5

9.21

13.73

3.97

2.9

0

8

2

9.87

11.75

11.81

11.13

12.86

10.40

10.50

5

11.66

0

3

9.33

7.89

8.95

7.94

9.58

9.71

10.10

10.11

9.69

8.87

However, we know that the expected profit-to-go if our final post-decision state is
2 or 3 should be 0.5 ∗ 1 ∗ 8 + 0.25 ∗ 2 ∗ 8 = 8, while if the post-decision state is
1, then the expected value should be simply 0.5 ∗ 1 ∗ 8 = 4. But since our epsilon
is small at iteration 50 (0.950 = 0.005), we are not vising S1a 0 = 1 or S1a 0 = 2
often enough to correct these values. So, we need to use a slower descent for our
epsilon value. If we rerun the experiment, scaling down the parameter to 0.99, we
find our final lookup table to be

t

Sta

1

2

3

4

5

6

7

8

9

10

0

3.22

3.36

2.08

5.09

4.08

3.29

2.15

-5

-3.64

0

1

0.92

-4.38

8.33

-7.26

2.02

4.00

1.92

5.04

5.29

5.9

2

14.49

12.35

10.25

15.92

13.70 10.15

11.05

10.88

5.90

8.00

3

17.88

18.07

18.55

14.07

14.11 16.01

14.95

12.99

11.34

8.38
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which is a lot closer to what we expected. Running more iterations will asymptotically improve our estimates, so we always must evaluate the trade-off between
solution quality and speed. Further tweaking the parameters may produce better
solutions in shorter times as well, but it is generally advisable to choose common
parameter values to avoid “overfitting” the model.
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CHAPTER 3
VEHICLE DISPATCHING POLICIES FOR LAST-MILE
DISTRIBUTION IN A DISASTER-RELIEF SUPPLY CHAIN NETWORK

This study examines the impact of supply uncertainty and material convergence on last
mile distribution dispatching policies in a humanitarian relief context. We evaluate the
quality of a continuous dispatching policy (CD) on a distribution network with two Staging Areas (SAs) and one Point of Distribution (POD). The large state space renders
traditional MDP techniques intractable, so we consider two Approximate Dynamic Programming techniques as potential benchmarks; we find that Value Function Approximation with Basis Functions (also known as Parametric Cost-to-Go Approximation) performs
poorly, but a Rollout Algorithm works very well. Using this benchmark, we show four
main results: (i) CD performs best relative to the proxy when the rate of supply greatly
exceeds that of demand or vice versa; (ii) CD performs worst when demand is just shy
of the total rate of supply; (iii) small vehicle capacity leads to close-to-optimal solutions,
but larger vehicles only has a detrimental effect to a certain point; and (iv) the starting
position of the vehicles has a larger impact on CD’s solution quality when SAs are heterogeneous. Our computational experiments suggest that no threshold or other simple policy
can provide optimal solutions when supply and demand rates are matched, and so in most
circumstances the decision maker should continuously dispatch his vehicles and focus his
attention on other concerns.

3.1

Introduction and Problem Description

While the global community has made great strides in our ability to prepare and
respond to disasters, this progress is offset by an increase in disaster frequency and
severity, with more and more affected people every year [Change, 2007]. Data collected
since the 1960’s shows the remarkable growth in the number of disasters from less than
50 to well over 400 a year - an average increase of more than 5% annually [Strömberg,
2007]. Relief response is largely logistical concerns [80% or more according to
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Trunick, 2005b], but commercial models fail to overcome the unique challenges found
in disaster relief applications.
Disaster response is plagued by difficulties in demand, supply, and fulfillment management [Kovács and Spens, 2007]. Unpredictability of demand timing, location, and
scale [Beamon, 2004] stems from language barriers [Long and Wood, 1995], cultural
peculiarities [e.g. Trunick, 2005a], and lack of information [Arminas, 2005]. Similarly,
supply is complicated by unsolicited and often unwanted donations such as drugs or
food past their expiry dates [Murray, 2005] and inappropriate clothing for the climate
[Dignan, 2005]; what supplies are usable are often unmanageable due to writing in foreign languages and non-standard labeling [Murray, 2005]. Finally, transportation issues
frustrate fulfillment efforts through insufficient or damaged airports and roads [Kaatrud et al., 2003], unavailable vehicles and fuel [Kaatrud et al., 2003], or lack of material handling equipment [Trunick, 2005c].
Despite these examples, perhaps the most notable difference between commercial and humanitarian contexts is the lack of control that the decision maker has over
the incoming supply. In traditional contexts, it is usually the case that the decision
maker places an order and it is either eventually fulfilled (in the case of stochastic lead
times), partially filled, or fulfilled in stages [e.g. Anupindi and Akella, 1993], but in any
of these models the decision maker still has some amount of influence. In our problem,
supply is completely stochastic, meaning the decision maker has no control over the
timing or quantity of incoming donations.
Furthermore, damaged roads and communication towers greatly inhibit disaster responders from collecting and distributing both information and supplies. Consequently,
relief managers have very little idea of what aid is coming or when it will get there;
when it does arrive, it often overwhelms the damaged infrastructure as there may not
be sufficient ports and airports to handle transport vehicles, enough storage space to
hold incoming relief items, or volunteers to handle the goods. This is the phenomenon
known as material convergence, that such a large quantity of goods floods the affected
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area that the responders can’t deal with the consequent logistical challenges [Holguı́nVeras et al., 2012].
To make it even worse, a significant portion of physical donations (known as inkind donations) are either unusable or not immediately pertinent, and so responders
cannot access the important goods because they are buried under non-essential items;
this issue is so pronounced that some NGO’s will use incinerators to reduce the congestion [PANO, 2001]. Of course, none of this would be a problem if a useless item could
be exchanged for a useful one, say, swapping an expired can of food for a fresh one, but
the inflexibility of in-kind donations means that even a warehouse full of relief items
may not have what is needed to meet the needs of the affected area. Even if the items
are there, it may be quite some time before responders can sift through it all to find
the proverbial needle in the haystack. All this provides the motivation for our work to
help disaster responders make decisions in the face of donation uncertainty.
Specifically, we want to focus on the timing of dispatching decisions between Staging Areas (SAs), where donations are held in preparation for delivery to the beneficiary,
and Points of Distribution (PODs), where donations are distributed to beneficiaries;
transferring items between SAs and PODs is known as last mile distribution [Balcik
et al., 2008]. We investigate a scenario with two SAs that supply a single POD (this
model is shown in Figure 3.1) where vehicles transport donated items from the SAs
to the POD. However, any vehicle that departs an SA for the POD is unavailable to
transport any additional items until it returns to an SA, so a decision maker must try
to dispatch the vehicles in a way that minimizes the amount of unsatisfied demand,
which is the number of beneficiaries whose needs remain unmet. The potential consequences are measured not in terms of cost but in human suffering or even death [Barbarosoğlu and Arda, 2004].
We would be remiss if we omitted an explanation of why our network has only a
single POD, despite how last mile distribution problems are usually modeled. Including
a second POD would introduce a series of complex routing-related issues that dilute
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Figure 3.1: Distribution System with Two SAs and One POD
our ability to gain insight into the timing of shipments when the decision maker has no
control over the quantity or timing of supply arrivals. While having additional PODs
may seem to be more realistic, we have seen a single-POD model in practice after a
localized disaster (part of the 2011 tornado superstorm in the eastern United States),
so our network structure is plausible; of course, the multi-POD case is still a valuable
problem to consider, but we will relegate the issue of multiple PODs to a future study.
Section 3.2 contains a summary of literature relevant to our problem while Section
3.3 finishes the introduction by defining the Stochastic Dynamic Programming Model
that governs this system; from there, we move to Section 3.4 to discuss the different
solution techniques we will compare, then describe the experimental conditions and
results in Section 3.5. Finally, we conclude with Section 3.6.

3.2

Literature Review

This study lies at the intersection of three separate streams of research: the motivation comes from Last Mile Distribution in a Disaster Relief context, the model
shares similarities with other problems such as shipment consolidation, and the solu65

tion technique comes from the Approximate Dynamic Programming Literature. We will
deal with the first two in this section but include relevant citations for the third in the
methodology discussion in Section 3.4.
3.2.1

Last Mile Distribution in Disaster Relief

Last mile distribution refers to the delivery of relief supplies from Staging Areas
to the people in the affected areas [Balcik et al., 2008]. This problem class has largely
been approached as a stylized routing problem [Knott, 1987, Barbarosoğlu et al., 2002],
considering issues such as vehicle scheduling [e.g. Huang et al., 2012], network design,
and supply allocation. Some studies, however, have coupled those decisions with relief
network design [e.g. Haghani and Oh, 1996, Vanajakumari et al., 2016], while others
consider various kinds of stochasticity with either multiple commodity types and/or decision periods [e.g. Barbarosoğlu and Arda, 2004, Ahmadi et al., 2015, Özdamar et al.,
2004]; still others consider both network design and stochastic demand, supply, and/or
network availability [e.g. Balcik et al., 2008, Van Hentenryck et al., 2010, Rennemo
et al., 2014, Noyan et al., 2016]. Recent years have seen a commendable outpouring of
studies in this field in a wide variety of styles; the most recent survey of which we are
aware is Luis et al. [2012].
One recent paper which also investigated the timing of dispatch decisions in last
mile distribution proposed a pair of simple dispatching rules and evaluated them against
the MDP optimal solution for a network with one SA and one POD [Cook and Lodree,
2017]. They found that continuously dispatching a vehicle between the SA and POD
produces good results when the donations are accumulating much faster than beneficiaries need them or when the vehicle is so small that the decision maker can fill the
vehicle each time it leaves the SA. Even in other scenarios, Continuous Dispatching
(CD) still performs well with an optimality gap of about 8% in the worst case, making
it a strong candidate for application in the field, if these results hold on larger, more
realistic models.
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Unfortunately, including even a second SA expands the state space considerably,
and solving the Markov Decision Process with backward recursion becomes computationally intractable. In order to test CD on our model, we will need to find another
benchmark as a proxy for the optimal solution. Additionally, Continuous Dispatching
does not directly translate, begging the question of how we should extend it to the twoSA case. In short, the answer largely depends on how many vehicles are available, but
we will delay this discussion until Section 3.3. This work contributes to the literature
by further exploring the effects of stochastic supply in a multi-period setting and is the
first to do so while also considering multiple SAs.
3.2.2

Shipment Consolidation

Shipment Consolidation is defined in Higginson and Bookbinder [1995] as a logistics strategy that combines two or more orders or shipments so that a larger quantity
can be dispatched on the same vehicle. The most obvious benefit in a commercial context is the lower logistics costs. In some relief settings, either finances or fuel itself may
be scarce, and so economic constraints may have significant impact on a humanitarian effort, but there is an additional opportunity cost in our setting: since vehicles are
scarce, making a dispatching decision prevents a second dispatch until the vehicle returns. So, it is preferable in some cases to delay a vehicle and dispatch it in the future
if there is a relatively small amount of inventory available to ship now or a relatively
small quantity of demand expected in the near future.
There are two main streams of research within Shipment Consolidation, focusing
on precise timing of the shipping decision or integrating the inventory replenishment
and shipping policies respectively. Both streams must balance the cost benefits of consolidating shipments against the higher holding costs and lower customer service levels if shipments are late [Çetinkaya and Bookbinder, 2003]. Early studies in the field
considered either time-based or quantity-based policies in isolation (meaning they determined either a time interval or inventory threshold at which to ship), but modern
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works tend to employ a combination of both as they tend to offer considerable improvement in customer service level with a modest increase in cost [Mutlu et al., 2010].
All of this work, however, differs in two main ways from our problem. First and
foremost, these studies assume that they have an unlimited supply from which to draw,
and are only concerned with the downstream effects of their decisions, but without considering upstream uncertainty; in our problem setting, we have as little knowledge and
control over the incoming supply as we do the demand. Furthermore, we aren’t tracking the amount an order is late; our model permits no backorders as we assume that
unsatisfied beneficiaries (our customers) will leave our system and look elsewhere if
they don’t find what they need at our POD.

3.3

Stochastic Dynamic Programming Model

Let us now move to the details of the model formulation, starting with the rules
that govern the model.
3.3.1

Assumptions

A.1 The number of vehicles and the number of Staging Areas are the same: two.
Returning to the interpretation of CD with two SAs, the issue is that continuous dispatching is really a philosophy of timing, not direction. This is evidenced by the fact
that Cook and Lodree [2017] considered simply a binary decision variable (dispatch or
delay), regardless of the location of the vehicle. Two SAs requires a more sophisticated
action space and ensuant dispatching policy. Consider the single vehicle case with heterogeneous SAs: is it within the spirit of CD to mostly make shipments to and from
the SA that gets more donations, or must we strictly alternate deliveries? If we do visit
one SA more often than the other, how do we know when to visit the other? While favoring the SA with more supply may be closer to optimal, how would someone in the
field make this decision? The simplest interpretation to implement would be to alternate deliveries from SA then the other.
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Along those lines, the two vehicle case becomes a fairly straightforward corollary of
the one SA, one POD interpretation: simply dedicate a vehicle to each SA and continuously dispatch. Other cases are then combinations of the first two: three vehicles is just
the single-vehicle case at the same time as the two-vehicle case, so two vehicles can be
dedicated while the third alternates, while if there are four vehicles, two are dedicated
to each SA. For our model, we have selected the two vehicle case as this is the simplest
and leads to the most direct comparisons to the results from Cook and Lodree [2017].
A.2 Dispatching decisions are made periodically, and the decision interval is defined
as the one-way travel time between an SA and the POD or between the two SAs
(these are assumed to be the same).
Although the real system is non-discrete, the primary decision maker often has
to juggle many other responsibilities in addition to delivering relief items, so it is not
hard to imagine that he or she would review inventory as part of a cyclical duty system. Furthermore, it is common to represent continuous-time systems with a discretetime MDP model [Bertsekas, 2005], so rather than define the model in a continuoustime form and convert it, we will proceed directly to the discrete-time equivalent. We
can then define our decision period based on the length of time it would take for the
slowest vehicle to make the longest trip between any SA-SA or SA-POD pair.
A.3 All vehicles are identical and have the same capacity.
A real system can of course have widely-varying vehicles, but similar to how we defined
the length of a decision period based on the slowest vehicle, we consider the capacity of
all the vehicles to be the same as the smallest one.
A.4 Loading and unloading times are not considered explicitly, but are included as part
of the travel time and so fit within the decision period.
Vehicles used in last mile distribution are often small [Huang et al., 2012] and so the
loading and unloading times are likely to be negligible compared to the travel times.
Of course, there would be some - potentially significant - fluctuation in the loading and
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unloading times depending on the size of the shipment, but modeling the fluctuation
would destroy the integrity of the discrete-time model, so this assumption is effectively
mandatory. To preserve the validity of the model, one might interpret a decision interval as not just the travel time but the sum of maximum load and travel times, and
then even in the worst case the vehicle can be loaded, travel, and be unloaded before
the end of the decision period.
A.5 Donations are homogeneous, and a single donation is sufficient to satisfy any beneficiary.
In practice, there are a wide variety of items needed immediately after a disaster event
such as food, water, blankets, insulin, blood, clothing, and so on. In some situations,
it makes sense to allow beneficiaries to select which items are most helpful to them,
“buffet style”. In such a scenario, it is likely that some goods would be plentiful while
others may be constantly out of stock, and some goods would be far more important
than others [known as High and Low Priority, respectively PAHO/WHO (2011)]. It
may make sense to ignore the plentiful or non-essential items and limit our attention to
the High Priority goods in low supply; if a beneficiary leaves the system with the critical good(s), he or she can be considered satisfied as he or she will most likely be able
to get whatever other items they needed (since those items are plentiful) or not terribly distressed by any Low and Non-Priority goods they miss. Furthermore, there may
be only one High Priority item in low supply, or if there are multiple, the items may
be delivered in similar quantities in combined shipments, and so could be considered
together, so modeling only the one item or group of items would equate to modeling
the entire range of relief items. Of course, there is a far simpler scenario when there
are literal care packages being distributed, and the relief items must be gathered into
a complete care package before it can be distributed (this will be discussed further in
Assumption A.6). Practical justification aside, modeling individual stock levels is computationally infeasible for traditional MDP techniques, which we need for a benchmark,
so we must include this assumption whether we like it or not.
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A.6 Any material handling activities such as inspecting or sorting relief items at the
SA are assumed to occur exogenously.
Along the lines of the basket of goods or care package from Assumption A.5, it may
be that the SAs we consider are abstract, so to “arrive” to the SA signifies that a series of relief items have been successfully repackaged; those items may have been in the
building for a week, but were only prepared for distribution in the last period and so
are only now in our system. This could be that a large quantity of each item is shipped
separately, and the facility is dedicated to repackaging those items, or perhaps if a basket of goods or “care package” is required to contain a fixed set of items - say food,
water, and insulin - and one item has run out, the other items cannot be used in a care
package until the stock of the missing item is replenished.
A.7 All beneficiaries depart the POD at the end of a decision period, regardless of
whether or not he or she has had her needs met. Any unsatisfied demand is considered “lost”, i.e. back-orders are not permitted.
In a context where communication is limited, it is easy to imagine that if a beneficiary
arrives to a POD that is short on a needed item, that beneficiary would choose to wait
for the next delivery opportunity to see if a vehicle comes with the needed item. Regardless, this assumption is necessary to discretize a continuous-time process.
A.8 If multiple vehicles depart simultaneously from the same Staging Area, inventory
is allocated to the vehicles in order of their indexing.
There is no reason to ever intentionally leave an item at the SA, so a vehicle leaving an
SA transports all the units that are available for shipment, up to the vehicle’s capacity. However, it may occur that multiple vehicles concurrently leave the same SA and
whose collective capacity exceeds the available inventory (e.g. 2 vehicles with capacity
of 5 units simultaneously leave an SA with 8 units of inventory). If we have a policy
for how to allocate inventory to vehicles, we can significantly reduce the complexity of
the action vector by simply deciding which vehicle goes where, rather than decide how
many units to assign to each vehicle. This assumption serves to define this policy.
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3.3.2

State Variable

There are three variables of interest: the locations of the vehicles, the inventory
levels at the SAs, and the inventory at the POD. Without loss of generality, we can assume an arbitrary numbering of the Staging Areas and vehicles, where ivt = 0 means
that vehicle v ∈ {1, 2} is at the POD in period t ∈ {1, . . . , T } while ivt = k specifies
that vehicle v is at staging area k ∈ {1, 2}. Accordingly, ukt refers to the inventory level
at SA k at the beginning of period t. All together, the state St can be represented as
a tuple of the three previous variables (it , ut , wt ). The location of each vehicle is represented as a two-dimensional vector ~it = hi1t , i2t i; for notational convenience, we remove
the vector arrow so ~it ≡ it and it always represents the vector of locations unless it has
a superscript. Similarly, the inventories at each of the SAs are written ~ut = hu1t , u2t i, or
simply ut . Finally, the inventory at the POD is simply wt .
3.3.3

Action Vector

An action avt denotes the location that vehicle v will go to in period t. The only
feasible actions are for a vehicle to go to the POD (avt = 0) or one of the SAs (avt ∈ K 0 ),
so a decision is limited to avt ∈ {0, 1, 2}. Similar to the first two components of the
state variable, the action is a vector of dispatching decisions akt , written ~at = ha1t , a2t i or
just at .
3.3.4

Post-Decision State Variable

The interim state after the decision is implemented but before any exogenous information is observed is known as the post-decision state, written with a superscript a
to indicate that the state is consequent to the chosen action [Powell, 2007]. Since the
system changes according to the model’s structure - M is short for model - the transition equations (defined in Section 3.3.6) are written S M , and so the post-decision state
variable is defined as Sta = S M (St , at ). This is useful in our attempt to estimate the
value of being in state St and taking action at because it doesn’t matter how we get
to our post-decision state. It doesn’t matter from which state we came or which ac-
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tion we took to get here, we only need to know how many shortages are expected if we
find ourselves in Sta . In other words, rather than try to determine an estimate of the
cost-to-go using the pre-decision state and our action, we can go ahead and implement
that action and build the estimate from there. Intuitively, V t (Sta ) is simpler to estimate
than V t (St , at ).
3.3.5

Sequence of Events

Each decision period t begins by observing the state of the system, including the
locations of the vehicles and the inventory levels at each SA and the POD St = (it , ut , wt ).
Based on the state, decide whether to dispatch or not, and update all inventory values
accordingly. After the vehicles complete their trip, including loading and unloading, the
post-decision state Sta is observed. From here, we observe both the accumulated supply
at each SA y~t = hyt1 , yt2 i → yt and the observed demand at the POD xt (this information is summarized as a tuple in the exogenous information variable Wt = (yt , xt )).
Next, beneficiaries are served at the POD, and any unserved beneficiaries leave the system unsatisfied and we increment the objective function value. Finally, we transition to
the next decision state St+1 = S M,a (Sta , Wt ) as shown in Section 3.3.6. The sequence of
events is summarized in Figure 3.2.

Figure 3.2: Sequence of Events
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3.3.6

Transition and Optimality Equations

As a Markov Decision Process, our states generally evolve based on the current
state, the action taken in this period, and the exogenous information that arrives after
our decision. Recall that S M is the notation for the transition function and the exogenous information is represented by Wt (do not be confused, capital Wt is exogenous
information, while lower case wt is inventory at the POD). Then, the location of each
vehicle is simply equal to the action from the previous period:

ivt+1 = avt ,

v ∈ {1, 2}

(3.1)

When considering the amount of inventory delivered from Staging Area k to location
avt in period t, keep assumption A.8 in mind; the lowest-numbered vehicle receives inventory first and each successive vehicle carries the leftover up to the vehicle capacity
C. First, we define V as the set of all vehicles, then V(v) ⊂ V is the set of vehicles that
have a smaller vehicle index than vehicle v, so V(v) = {1, . . . , v − 1}. Next, subset V(v)
by the vehicles that begin the period at staging area k, and we will call this V(v)k . We
can then represent the amount of inventory carried by vehicle v as qtv , defined
n 
X
+ o
qtv = min C, ukt −
C

(3.2)

j∈V(v)k

Similarly, the list of vehicles leaving staging area k can be represented VOU T (k) while
those coming in can be VIN (k) (vehicles coming from the POD are empty by definition,
so VIN (k) is only positive when the vehicle is carrying transshipped inventory from the
other SA). The transition equation for inventory at SA k is then

ukt+1 = ukt + ytk −

X
v∈VOU T (k)

qtv +

X

qtv

(3.3)

v∈VIN (k)

which says that the new inventory level is equal to the previous level plus the accumulation in this period, minus what is shipped away, and plus what is transshipped to this
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SA. If we say that V IN (0) represents the vehicles arriving to the POD, then the inventory at the POD can be updated using
h
wt+1 = wt − xt +

X

qtv

i+

(3.4)

v∈VIN (0)

which is the ending amount of inventory at the POD is equal to the previous inventory level plus the total shipments in less the demand in this period, or zero if demand
exceeds the total inventory available. Finally, our objective is simply to minimize unsatisfied demand, so a single period’s cost is defined
h

X i+
st (St , at ) = xt − wt +
qtk

(3.5)

k∈K

or the current period’s demand, minus both the existing inventory at the POD and the
total amount of relief goods transported to the POD in that period. If we roll this all
back into Bellman’s Equation, the resulting optimality equation takes the standard
form
n
o
Vt (St ) = min Est (St , at ) + E[Vt+1 (St+1 )] ,
at

t = 1, . . . , T

(3.6)

or simply the expected single-period cost plus the expected cost going forward. But
since we intend to use this model with Approximate Dynamic Programming, we need
to separate the above transition equations into pre- and post-decision components,
which is to say dividing them into what occurs before the arrival of donations and beneficiaries. Equations 3.7 through 3.7c show the transitions from pre- to post-decision
states while Equation 3.8 through 3.8c illustrate the transition from post-decision state
to the next pre-decision state. Additionally, all notation defined previously is summarized in Table 3.1.
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Sta = S M,a St , at

(3.7)

ia,v
= avt
t
ua,k
= ukt −
t

(3.7a)
X

qtv +

v∈VOU T (k)

wta = wt +

X

X

qtv

(3.7b)

v∈VIN (k)

qtv

(3.7c)



St+1 = S M,W Sta , Wt

(3.8)

v∈VIN (0)

ivt+1 = ia,v
t

(3.8a)

k
ukt+1 = ua,k
t + yt

+
k
wt+1
= wta − xt

State variables:

it = hi1t , i2t i:

Current location of vehicles;

ut = hu1t , u2t i:
wt :

Beginning inventory level at SAs;
Beginning inventory level at POD;

(3.8b)
(3.8c)

it = 0 → POD;
it ∈ {1, 2} → an SA.

Decision variable: at = ha1, a2t i:

Dispatch decision;

at = 0 → POD;
at ∈ {1, 2} → an SA.

Random variables: Xt :
Yt :
xt , yt = hyt1 , yt2 i
Other:
C:

Demand at POD;
Supply accumulation at SAs;
Realization of Xt and Yt ;
Capacity of each vehicle;

(occurs at end of period).
(occurs at end of period).

Quantity shipped upon dispatch;

n 
qtv = min C, ukt −

qt = hqt1 , qt2 i:

P
j∈V(v)k

st (it , ut , wt , at ) Single period expected shortage.
Vt (it , ut , wt )
Optimal value in period t;
(shortage to go).
vt (it , ut , wt , at ) expected shortage in period t
onward if decision a is chosen now
and optimal decisions chosen in
periods t + 1 onward.

Table 3.1: List of notation for the expanded network.
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3.4

Methodology

As we introduced in Section 3.1, we are interested in evaluating how well Continuous Dispatching performs on a network with two SAs and one PO, what we call a
two-to-one network. However, we need to redefine CD for the expanded network - or
perhaps a more accurate description is that we must interpret it for this setting. Next,
we need some way of knowing how close to optimal the heuristic’s solution is, but the
high-dimensionality of the state space will make directly computing the optimal solution intractable. So instead, we will turn to Value Function Approximation from Approximate Dynamic Programming. We will introduce two methods, but if an interested
reader would desire a more thorough introduction to ADP with several more examples,
the authors suggest Boucherie and van Dijk [2017] and Powell [2007]. We will describe
both Rollout Algorithms and Basis Function Approximation, the first of which is a simple but slow-running technique while the second is more sophisticated and challenging
to implement well, but runs quickly.
3.4.1

Continuous Dispatching

In Section 3.3.1, we defined Continuous Dispatching with two vehicles as one vehicle dedicated to each SA, choosing to dispatch at every available opportunity. In other
words, if one SA has been assigned a vehicle, meaning that the vehicle only makes trips
between that SA and the POD, then the other vehicle only makes deliveries to and
from the other SA. Also, the vehicles do not wait for some fixed interval or a threshold inventory level, but dispatch in every decision period. That being said, it is intuitively unwise to dispatch am empty vehicle from the SA - in fact Cook and Lodree
[2017] proved it to be non-optimal - so we make an exception to this rule if the SA has
no available inventory. Pseudocode for this heuristic is shown in Algorithm 1.
3.4.2

Value Function Approximation with Rollout Algorithms

Generally speaking, Rollout Algorithms (VFA-RA) combine a rolling-horizon approach with a simulated policy as a substitute for the expectation of the future value
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1
2
3
4
5
6
7
8
9
10
11
12
13

Input : Vehicles v ∈ {1, . . . , V }, decision periods t ∈ {1, . . . , T }, current state
St = (it , ut , wt )
Output: List of actions a
for each decision period t ∈ {1, . . . , T } do
for each vehicle do
if the vehicle is at the POD ik = 0 then
Return to the v th SA;
else
if the SA has 1+ units of inventory then
Dispatch to the POD;
else
Stay at the v th SA;
end
end
end
end
Algorithm 1: Continuous Dispatching Pseudocode

for a state [Bertsekas et al., 1997, Bertsekas, 2005]. In other words, for each possible
action from a given state, a Rollout Algorithm will transition to the post-decision state
variable and then simulate forward by generating values of Xt and Yt and make decisions using a heuristic policy π. The objective function value is observed and recorded
during each replication, and after some number of repetitions N , the average objective
function value will approach the true expected value of being in that state, taking the
chosen action, and following the policy:
π

lim V (St , a) ≈ V π (St , a)

N →∞

After all potential post-decision states are considered, the best action is chosen and
implemented.
π

at = arg max V (St , a)

Only then do we learn the “actual” exogenous information Wt (as opposed to Ŵt ,
the exogenous information observed during the simulation) and transition the model to
the next decision period, and the process is repeated. The pseudocode in Algorithm 2
shows one replication of a Rollout Algorithm, so in order to find the estimated value of
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following the policy, this process must be a number of times and the objective function
values averaged.

1
2
3
4
5

6

7

Input : Set of vehicles v ∈ {1, . . . , V }, set of decision periods t ∈ {1, . . . , T },
initial state S1 = (it , ut , wt ), action space A, number of replications N
Output: Total unsatisfied demand V̂ (S1 )
for each decision period: do
for each action a ∈ A: do
Transition to the post-decision state variable Sta ;
for each replication N ∈ {1, . . . , N } do
Simulate Wˆtn , record the unsatisfied demand ŝnt (Sta ), and transition to
n
;
St+1
Simulate the rest of the problem t0 ∈ {t + 1, . . . , T } using CD to
determine actions;
Record the average objective function value observed across all N
N
P
n
replications V (St , a) =
V̂ CD (St+1
) + ŝnt (Sta );
n=1

8
9
10

end
end
Chose the action with the lowest expected objective function value
CD

11

12
13

at = arg min V (St , a);
Implement action at , observe the exogenous information Wt , and record
unsatisfied demand ŝt (St , at );
end
T
P
Determine total unsatisfied demand V̂ (S1 ) =
ŝt (St , at )
t=1

Algorithm 2: Rollout Algorithm Pseudocode

The main challenge when designing Rollout Algorithms is to find a heuristic that
can generate actions leading to a good enough estimate of a state’s optimal value without intractable processing times. The best heuristic we have at our current disposal is
Continuous Dispatching; this may seem like a conflict of interest - comparing Continuous Dispatching to an algorithm running off of it - but one way of looking at VFA-RA
is to take an existing heuristic and use simulation to improve upon it. VFA-RA can
also consider decisions outside the dedication of vehicles in the short term, so while our
VFA-RA implementation shares much with CD, this overlap highlights the differences
between the two policies and illustrates how close CD is to the pseudo-optimal policy
(assuming the Rollout Algorithm itself is functioning well, an assumption we will verify
in Section 3.5). This comparison applies to more than the objective function value but
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also to the actions taken in each state: how close to the pseudo-optimal policy were the
chosen decisions? Consider the following three-period example:
In each period, we estimate the value of taking each action from our given state
(suppose St = (h1, 2i, h1, 1i, 1)) and transitioning to the post-decision state (h0, 0i, h0, 0i, 3);
from here, we simulate the random variates Y and X and implement CD for each period, recording the unsatisfied beneficiaries as we go. This is the objective function
value for the first iteration, then we go back to the first post-decision state (h0, 0i, h0, 0i, 3)
and repeat for each remaining action. If we repeat this 5 times (in practice, five is not
nearly enough, we performed this simulation 1000 times in our implementation), we
might find an average of 5.8 unsatisfied beneficiaries as shown below, which we record
as the estimated value of being in state (h1, 2i, h1, 1i, 1) and taking action (0, 0) as shown
in Table 3.2.
t
1

St = (it , ut , wt )
(h1, 2i, h1, 1i, 1)

a
(0, 0)

Sta
(h0, 0i, h0, 0i, 3)

Vt (Sta )
Simulation 1: 5
Simulation 2: 7
Simulation 3: 6
Simulation 4: 6
Simulation 5: 5
Sim Avg: 5.8

Table 3.2: Rollout Algorithm Example: Evaluating the First Action

Now we return to state (h1, 2i, h1, 1i, 1) and consider our second action, (1, 0). This
transitions us to (h1, 0i, h1, 0i, 2), and simulating CD for the remaining decision periods
might give us an average of 7.4 unsatisfied beneficiaries as follows in Table 3.3.
t
1

St = (it , ut , wt )
(h1, 2i, h1, 1i, 1)

a
(0, 0)

Sta
(h0, 0i, h0, 0i, 3)

Vt (Sta )
Sim Avg: 5.8

(1, 0)

(h1, 0i, h1, 0i, 2)

Simulation
Simulation
Simulation
Simulation
Simulation
Sim Avg:

1: 9
2: 7
3: 7
4: 8
5: 6
7.4

Table 3.3: Rollout Algorithm Example: Evaluating the Second Action
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We follow this process for the remaining actions, calculating an estimated value for
each state (see Table 3.4).
t
1

St = (it , ut , wt )
(h1, 2i, h1, 1i, 1)

t
(0, 0)

Sta
(h0, 0i, h0, 0i, 3)

Vt (Sta )
Sim Avg: 5.8

(1, 0)

(h1, 0i, h1, 0i, 2)

Sim Avg: 7.4

(2, 0)

(h2, 0i, h0, 1i, 2)

Sim Avg: 8.8

(0, 1)

(h0, 1i, h1, 0i, 2)

Sim Avg: 9.0

(0, 2)

(h0, 2i, h0, 1i, 2)

Sim Avg: 8.9

(1, 1)

(h1, 1i, h2, 0i, 1) Sim Avg: 10.7

(1, 2)

(h1, 2i, h1, 1i, 1) Sim Avg: 10.5

(2, 2)

(h2, 2i, h0, 2i, 1) Sim Avg: 11.3

Table 3.4: Rollout Algorithm Example: Evaluating the Remaining Actions

Then we choose from the list of actions the one that has the smallest estimated
cost - (0, 0) in this case - and implement it. To transition to the next pre-decision state,
we sample Y and X and record the unsatisfied beneficiaries as shown below in Table 3.5.
t
1

St = (it , ut , wt )
(h1, 2i, h1, 1i, 1)

a
(0, 0)

Sta
(h0, 0i, h0, 0i, 3)

Vt (Sta )
Sim Avg: 5.8

(1, 0)

(h1, 0i, h1, 0i, 2)

Sim Avg: 7.4

(2, 0)

(h2, 0i, h0, 1i, 2)

Sim Avg: 8.8

(0, 1)

(h0, 1i, h1, 0i, 2)

Sim Avg: 9.0

(1, 1)

(h1, 1i, h2, 0i, 1) Sim Avg: 10.4

(2, 1)

(h1, 1i, h2, 0i, 1) Sim Avg: 10.7

(1, 2)

(h1, 1i, h2, 0i, 1) Sim Avg: 10.2

(1, 2)

(h1, 2i, h1, 1i, 1) Sim Avg: 10.5

(2, 2)

(h2, 2i, h0, 2i, 1) Sim Avg: 11.3

at

(0, 0)

Ŵt = (yt , wt ) st (St , at )

(h4, 4i, 4)

Table 3.5: Rollout Algorithm Example: Picking the Best Action

This takes us to the next decision period. We repeat the above process at each decision period, implementing the action with the lowest estimated shortages. The entire
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1

algorithm might look something like Table 3.6, recording a total of three unsatisfied
beneficiaries.
t
1

Vt (Sta )
Sim Avg: 5.8

...

...

(2, 2)

(h2, 2i, h0, 2i, 1)

Sim Avg: 11.3

(0, 0)

(h0, 0i, h4, 4i, 0)

at

Ŵt = (yt , wt ) st (St , at )

(0, 0)

(h4, 4i, 4)

1

(1, 2)

(h2, 4i, 2)

2

(0, 0)

(h2, 2i, 4)
Total:

0
3

Sim Avg: 7.9

...

...

(h1, 2i, h6, 8i, 0)

Sta
(h0, 0i, h0, 0i, 3)

...

3

(h0, 0i, h4, 4i, 0)

a
(0, 0)
...

2

St = (it , ut , wt )
(h1, 2i, h1, 1i, 1)

(2, 2)

(h2, 2i, h4, 4i, 0)

Sim Avg: 6.5

(0, 0)

(h0, 0i, h0, 0i, 14)

Sim Avg: 0.0

...

...

...

(2, 2)

(h2, 2i, h0, 14i, 0)

Sim Avg: 3.8

Table 3.6: Rollout Algorithm Example: Evaluating the Remaining Decision Periods

3.4.3

Value Function Approximation with Basis Functions

Value Function Approximation with Basis Functions (VFA-BF) seeks to replace
the expected value for a post-decision state by a parametric representation of the model’s
characteristics, also known as features [Powell, 2007]. In our problem, these might capture inventory levels, position of vehicles, number of decision periods remaining, and so
on (we will come back and provide details below). The list of features is defined by the
modeler, so the goal of the algorithm is to set appropriate weights (θf ) for each feature
(φf ) so that a linear combination of these features approximates the “true” expected
value of being in a post-decision state.

V (Sta ) = θ1 φ1 + θ2 φ2 + . . . + θF φF

Of course, in order to use regression techniques at all, we need several observations
of the objective function, so we need to try the same set of weights in several decision
periods before we evaluate the quality of those decisions. For finite-horizon models,
this usually means running through one realization of the problem with each vector
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of weights, invoking regression to fit the values of the weights to this sample path, updating the weights (usually by exponential smoothing), and repeating until the stop
criteria is met (in our implementation, until a number of replications is completed).
The algorithm shown in Algorithm 3 runs very quickly, but with a catch: the quality
of a VFA-BF implementation hinges not only on the convergence parameters (α and
β) but on the modeler’s ability to capture the essence of the model sufficiently in the
parametric features. Additionally, there is a common problem called the exploration
vs. exploitation, which balances the need to try new states against the desire to use the
knowledge we have already gained about what states appear to be favorable; we approach this with what is known as a declining epsilon-greedy (or declining ε-greedy)
strategy, where we pick our action based on our value function approximation with
probability (1 − εn ) and choose a random action with the remaining ε probability. To
encourage the algorithm to converge, we shrink epsilon in each replication:

εn = β · εn−1

Let us return to features before we move on. These features are intended to capture characteristics of the problem that are useful when making decisions; in this context, we care about things like inventory levels and positions of the vehicles, so these
are included as features. But even the simple idea of “inventory at the Staging Areas”
has nuances: must we look at each SA individually, or should we consider collective
inventory? Fortunately, run time for multiple linear regression is fast, and in each replication, we invoke regression to fit the weights for each feature, which means that features that do not contribute to predicting the objective function value will be set to
zero. So we needn’t guess which representation of inventory is best, we can just include
both in the model:

83

φ1 =

u1t

φ2 =

u2t

φ3 = u1t + u2t
φ4 =

wt

Furthermore, we can intuit that going from 100 units of inventory to 101 is not
likely to have a meaningful impact on the solution - we have all the donations we could
want, the question is just getting it to the POD - so a linear representation like the
one above is probably not going to work well with high values of inventory. We might
choose to take the square root instead, for example

p
u1t
p
u2t

φ5 =
φ6 =
φ7 =
φ8 =

p

u1t + u2t
√

wt

Similarly, we could incorporate the location of the vehicles to capture inventory
that is immediately shippable, which is potentially very powerful, but also shortsighted;
this ignores all inventory beyond what can be dispatched to the POD in this period.
The good news is, we can freely include any and all features that we think could possibly be beneficial. The downside is, VFA-BF assumes that all features are static unless
defined otherwise, and so capturing the system dynamics accurately may prove challenging.
Let us return to the same starting period from the previous example to illustrate
this technique. First, we simulate a random variable rand ∼UNIF(0,1) to see if we
should make a decision randomly or “greedily” using our basis functions. Let us say
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1
2
3
4
5
6
7
8

Input : Number of vehicles V , number of decision periods T , initial state
St = (it , ut , wt ), action space A, number of replications N , basis
functions φ, initial weights for basis functions θ1 , initial epsilon ε1 , basis
function weight smoothing parameter α, epsilon shrink rate β
Output: Final basis function weights θN
for each replication n ∈ {1, . . . , N }: do
for each decision period t ∈ {1, . . . , T }: do
Observe pre-decision state Stn ;
Assign rand = generate random number();
if rand < εn then
Randomly select action ant from A;
else
F
P
Choose action using basis function estimate ant = arg min
θfn φf ;
f =1

9
10
11
12
13
14

15
16
17

end
Move to post-decision state Stn,a = S M (Stn , ant );
Observe exogeneous information Wtn ;
Record unsatisfied demand ŝnt (Stn,a );
end
Use multiple linear regression to fit basis function weights to this sample path
(θ̂);
Update basis function weights θn+1 = α(θ̂) + (1 − α)(θn );
Update epsilon εn+1 = β · εn ;
end
Algorithm 3: VFA with Basis Function Pseudocode
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we start with ε1 = 0.25 and our first value for rand is 0.43, then since 0.43 > ε1 , we
make the first decision using our basis functions. For the sake of simplicity, we will simply consider the eight features we already proposed, but our implementation has 13.
For each feature, simply plug in the values as they stand in the current post-decision
state. As for the weights, a good starting point might be to simply set all of them to
one, resulting in an initial estimate of 4.73 as shown in Table 3.7.
t
1

St = (it , ut , wt )
(h1, 2i, h1, 1i, 1)

at
(0, 0)

Sta
(h0, 0i, h0, 0i, 3)

Weights
θ1 = 1
θ2 = 1
θ3 = 1
θ4 = 1
θ5 = 1
θ6 = 1
θ7 = 1
θ8 = 1

φ1
φ2
φ3
φ4
φ5
φ6
φ7
φ8

Features
=u
=
0
= u2
=
0
= u1 + u2
=
0+0=0
=w
=
3
√t
√
=
0
=
0
= √u1
√
= √u2
= √
0=0
= u1 + u2 =
√0 + 0 = 0
√
=
3 ≈ 1.73
= wt
1

θ f φf
1∗0=0
1∗0=0
1∗0=0
1∗3=3
1∗0=0
1∗0=0
1∗0=0
1 ∗ 1.73 = 1.73
PF
f =1 θf φf

Vt (Sta )

4.73

Table 3.7: Basis Function Approximation Example: First Action
Then rewind back to the original pre-decision state and use the next action (1, 0)
to determine the next provisional post-decision state. Using this new state, recompute
the values of each feature and sum the products of each weight-feature pair as before
(the weights do not change until we get to the end of the planning horizon), shown in
Table 3.8.
t
1

St = (it , ut , wt )
(h1, 2i, h1, 1i, 1)

at
(0, 0)
(1, 0)

Sta
(h0, 0i, h0, 0i, 3)
(h1, 0i, h1, 0i, 2)

Weights
θ1
θ2
θ3
θ4
θ5
θ6
θ7
θ8

=1
=1
=1
=1
=1
=1
=1
=1

Features
φ1
φ2
φ3
φ4
φ5
φ6
φ7
φ8

1

=u
= u2
= u1 + u2
=w
√t
= √u1
= √u2
= u1 + u2
√
= wt

θ f φf
PF

Vt (Sta )
4.73

1∗1=1
1∗0=0
1∗1=1
1∗2=2
1∗1=1
1∗0=0
1∗1=1
1 ∗ 1.41 = 1.41
PF
f =1 θf φf

7.41

f =1 θf φf

=
=
=
=
=
=
=
=

1
0
1+0=1
2
√
1
=
1
√
0
=
0
√
1
+
0
=
1
√
2 ≈ 1.41

Table 3.8: Basis Function Approximation Example: Second Action

We repeat this process for each possible action, and choose the one with the lowest
associated estimated cost. We again implement this action, sample Wt , and record the
unsatisfied beneficiaries as shown in Table 3.9.
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t
1

St = (it , ut , wt )
(h1, 2i, h1, 1i, 1)

at
(0, 0)

Sta
Vt (Sta )
(h0, 0i, h0, 0i, 3) 4.73

(1, 0)

(h1, 0i, h1, 0i, 2)

7.41

(2, 0)

(h2, 0i, h0, 1i, 2)

7.41

(0, 1)

(h0, 1i, h1, 0i, 2)

7.41

(1, 1)

(h1, 1i, h2, 0i, 1)

8.83

(2, 1)

(h1, 1i, h2, 0i, 1)

8.83

(0, 2)

(h0, 2i, h0, 1i, 2)

7.41

(1, 2)

(h1, 2i, h1, 1i, 1)

9.41

(2, 2)

(h2, 2i, h0, 2i, 1)

8.83

a∗t

Wt = (yt , wt )

st (St , at )

(0, 0)

(h4, 4i, 4)

1

Table 3.9: Basis Function Approximation Example: Remaining Actions
If we continue through the remaining two periods, if we find rand > 0.25 in each
period, we might find Table 3.10 (in period 2, all actions tie with Vt (Sta )=22.83, so we
will choose an action arbitrarily):
t
1

Vt (Sta )
4.73

...

...

(2, 2)

(h2, 2i, h0, 2i, 1)

8.83

(0, 0)

(h0, 0i, h4, 4i, 0)

...

(2, 2)

(h2, 2i, h4, 4i, 0)

22.83

(0, 0)

(h0, 0i, h0, 0i, 14)

a∗t

Wt = (yt , wt )

st (St , at )

(0, 0)

(h4, 4i, 4)

1

(1, 2)

(h2, 4i, 2)

2

(0, 0)

(h2, 2i, 4)
Total:

0
3

22.83

...

(h1, 2i, h6, 8i, 0)

Sta
(h0, 0i, h0, 0i, 3)

...

3

(h0, 0i, h4, 4i, 0)

at
(0, 0)
...

2

St = (it , ut , wt )
(h1, 2i, h1, 1i, 1)

17.74

...

...

...

(2, 2)

(h2, 2i, h0, 14i, 0)

35.48

Table 3.10: Basis Function Approximation Example: Remaining Decision Periods
Finally, we need to update our basis function weights using multiple linear regression to match the estimated values of each post-decision state with what we observed. Based on our unsatisfied demand, we should have had basis function weights of
θ = [0, 0, 0, 0, 0.4, 0.4, 0.15, 0.1] (which validates our earlier guess that the square root of
inventory is a better predictor of the objective function value than a linear representa87

tion). So, we smooth the new weights in with θn = α(θ̂) + (1 − α)θn−1 . If α = 0.9, then
our new weights are θ = [0.9, 0.9, 0.9, 0.9, 0.94, 0.94, 0.91, 0.91]. This completes the first
iteration of Basis Function Approximation, but we must repeat this process, continually updating the basis function weights and exploring new actions to train the model
and determine the weights that best represent the value function. When the algorithm
is complete, we will return a vector of weights that can be used in conjunction with the
features to estimate the value of any given state. The advantage is that, after the training period, the value of being in any state can be estimated by simply computing the
dot product of θ and φ, resulting in an algorithm that can make decisions effectively
instantaneously.

3.5

Computational Experiments

We will assess CD from the perspective of the following research questions, motivated in part by the results in Cook and Lodree [2017].
Question 1 If the average rate of supply greatly exceeds demand, is Continuous Dispatching optimal?
Cook and Lodree [2017] showed that the solution quality obtained by CD improved as
the ratio of supply to demand increased, and for the one-to-one model, this relationship
held despite any other changes in experimental conditions. Is this still the case when
there are two SAs? It is hard to imagine that a second source node would change such
a fundamental property, but verifying that it still holds is as good a place to start as
any.
Question 2 How does the length of the planning horizon impact the gap between the
heuristic’s and proxy’s solution quality?
Since inventory can only be delivered to the POD when a vehicle is at a SA with inventory, it matters how many decision periods there are because it determines if a vehicle
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can make round trips and deliver in the last period. Otherwise, the vehicle is forced to
either arrive to the POD one period too early - in the next-to-last period - or delay a
shipment somewhere else.
Question 3 Is there a difference between the case of homogeneous SAs and that with
heterogeneous?
It certainly seems that if one SA has the majority of supply, the optimal solution would
occasionally include sending both vehicles to that SA. However, unless the accumulation rate exceeds one vehicle’s capacity, there is no reason for a second vehicle to visit,
so this may require a very specific circumstance.
To answer any of these questions, there must be a trustworthy standard against
which to compare. Even with a seemingly simple, small model as what is considered
in this problem, the Curses of Dimensionality [Powell, 2007] push us over the edge of
tractability, so we must look for a proxy for the optimal solution. The ADP methods
Rollout Algorithms and Basis Function Approximation described in Section 3.4.3 and
3.4.2 will serve this purpose. We evaluate the effectiveness of these two techniques in a
one SA, one POD system where the optimal policy can be derived using dynamic programming. That way, we get a sense of how well the ADP methods approximate the
optimal policy within this context. First, we will explain the design of the experiments
used to validate the comparison of our solution techniques, then present the computational results. From here, we will move on to the computational experiments for the
two-SAs version of the model.
3.5.1

Establishing the Proxy: One-to-One Network

To establish the proxy for the optimal solution, we employ a slight modification of
a 2k Factorial design to examine the effects that supply accumulation, demand rates,
vehicle capacity, and planning horizon length have on the optimal policy. For supply
and demand rates, we are mostly interested in the ratio of the two, which brings us
down to the trio of parameters shown in the last three columns of Table 3.11 (for the
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sake of clarity, both individual supply and demand and the resulting ratio are included
alongside Vehicle Capacity and Planning Horizon Length). The modification of the 2k
factorial design is that rather than testing only two values of the ratio - high supply
and high demand scenarios - we also consider an intermediate values with supply equal
to demand.
Exp #

Supply
.
Accumulation

Demand Ratio of Demand
Rate
to Supply

Vehicle
Capacity

1
2
3
4
5
6
7
8
9
10
11
12

3
3
3
3
1
1
1
1
1
1
1
1

1
1
1
1
1
1
1
1
3
3
3
3

2
2
10
10
2
2
10
10
2
2
10
10

3/1
3/1
3/1
3/1
1
1
1
1
1/3
1/3
1/3
1/3

Planning
. Horizon
Length
3
10
3
10
3
10
3
10
3
10
3
10

Table 3.11: Experimental Design #1: Establishing the Proxy
Before we move on to the results, we must talk about the definition of the supply
and demand distributions. We want to use a Poisson distribution in order to maintain
generality, but we cannot add an unbounded distribution to our model if we want to
be able to solve it exactly with backward recursion, so we chose to truncate the support and adjust the probabilities to make it a valid distribution. We will use λ = 5
and truncate the distribution to three values: {0, 2, 4}. If we plug these values into a
Poisson process with mean of 5, we find probabilities of about 0.7%, 8.4%, and 17.6%
respectively; the sum of these probabilities is only 26.6%, but we need the sum to equal
100% for the distribution to be valid. So, we divide the three probabilities by 26.6% to
p(x)
find our valid probabilities. Take x = 0 for an example: p̂ = P
= 0.0067
= 0.0253 ≈
26.64
(x)
i
2.5%. This process is summarized in Table 3.12.
Results from each experiment in Table 3.11 are summarized in Table 3.13 and include both the MDP optimal solution and two hundred fifty replications of the ADP
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0

2

4

P

p(x)

0.0067

0.0842

0.1755

0.2664

p̂(x)

0.0253

0.3161

0.6586

1.00

x

Table 3.12: Example of supply and demand probability distributions.
techniques. VFA-RA performs splendidly overall, perfectly matching the MDP optimal
solution on 8 of the 12 experiments, and the optimality gap is statistically insignificant for the four other experiments. So, we can conclude that VFA-RA is a reasonable
proxy for the optimal solution for one-to-one networks, and that VFA-RA dominates
CD (which it should as it is essentially an improved version of CD) and VFA-BF for
this problem.
It is worth mentioning though, VFA-BF truly struggled to generate good solutions. Now, it is somewhat to be expected for the problems with short planning horizon lengths such as three periods - performing regression on only 3 data points is iffy at
best - but the technique produced poor results even on problems with a long planning
horizon. In fact, the worst experiment (Experiment 4) had the long planning horizon,
so this cannot be the root cause. At the end of the day, VFA-BF depends entirely on
the modeler’s ability to capture the essence of the model; we speculate that the most
important decisions are those at the end of the planning horizon, but this is difficult
to capture accurately in our features. Also, Secomandi [2000] found that Rollout Algorithms tend to beat out VFA-BF approaches in both runtime and quality, but we
expected the two techniques to be much closer than we were. Admittedly, our implementation of VFA-BF ran in seconds, and parameter selection is always important, so
perhaps other parameter updating methods could have improved the solution, but it is
hard to imagine that it would overcome the overwhelming deficit.
3.5.2

Experimental Design and Sensitivity Analysis

Now that we have a proxy for the optimal solution, we can have confidence in the
solutions generated by the Rollout Algorithm for multi-SA network considered in this
paper. As in Section 3.5.1, we will be primarily interested in designing computational
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Exp
1
2
3
4
5
6
7
8
9
10
11
12

Y X
3 1
3 1
3 1
3 1
1 1
1 1
1 1
1 1
1 3
1 3
1 3
1 3

C T
2 3
2 10
10 3
10 10
2 3
2 10
10 3
10 10
2 3
2 10
10 3
10 10
Average

Gap-BF
Gap-Rol
28.80%
0.58%
9.41%
0.00%
191.56% 0.00%
1128.55% 0.00%
0.84%
0.48%
9.41%
0.00%
84.30%
0.00%
108.14% 0.18%
0.18%
0.12%
11.32%
0.00%
30.10%
0.00%
38.05%
0.00%
136.72% 0.11%

Gap-CD
0.35%
0.00%
4.14%
4.48%
0.72%
0.00%
5.05%
0.00%
0.18%
0.00%
11.43%
0.00%
2.20%

Table 3.13: Experimental Design #1: MDP vs ADP Comparison
experiments that consider changes in vehicle capacity and planning horizon length.
Like before, we will include intermediate values of the ratio in addition to the extremes,
but with the additional SA, this ratio becomes more complicated to interpret now that
we must refer to the collective supply and demand rates. In all of these, if X or Y = 1,
this represents the distribution described previously in Table 3.12, and any larger value
means that the support has been multiplied by that integer (the probabilities remain
the same). So, if Y = 3 then Y follows the distribution shown in Table 3.14.
0×3 = 0

2×3=6

4 × 3 = 12

P

p(y)

0.0067

0.0842

0.1755

0.2664

p̂(y)

0.0253

0.3161

0.6586

1.00

y

Table 3.14: Example of supply and demand probability distributions.

Obviously, if we do not change any of the arrival rates and we introduce a second
SA, that effectively doubles the amount of supply available to meet demand, although
having two SAs is not necessarily equivalent to having a single SA with a larger support, especially if the SAs have different supply rates. So, we will segment our next
phase of Experimental Design shown in Figure 3.15 by whether the SAs are homogeneous or heterogeneous.
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Homogeneous Supply
Heterogeneous Supply

Exp #

Y1

Y2

Demand
Rate

Vehicle
Capacity

1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20
21
22
23
24
25
26
27
28

1
1
1
1
1
1
1
1
1
1
1
1
1
1
1
1
1
1
1
1
1
1
1
1
1
1
1
1

1
1
1
1
1
1
1
1
1
1
1
1
2
2
2
2
2
2
2
2
2
2
2
2
2
2
2
2

0.5
0.5
0.5
0.5
1.5
1.5
1.5
1.5
2.5
2.5
2.5
2.5
0.5
0.5
0.5
0.5
1.5
1.5
1.5
1.5
2.5
2.5
2.5
2.5
3.5
3.5
3.5
3.5

2
2
10
10
2
2
10
10
2
2
10
10
2
2
10
10
2
2
10
10
2
2
10
10
2
2
10
10

Planning
. Horizon
Length
3
10
3
10
3
10
3
10
3
10
3
10
3
10
3
10
3
10
3
10
3
10
3
10
3
10
3
10

Table 3.15: Experimental Design #2: Multiple Staging Areas
In order to fully vet the difference in heterogeneous and homogeneous SAs, we will
look at 3 demand scenarios with homogeneous SAs and 4 for heterogeneous. The idea
here is to capture the relationships between the accumulation at the SAs and the demand at the POD in relative terms; with homogeneous SAs this is fairly simple, as we
have three possibilities: (i) less demand than a single SA’s supply (ii) more demand
than a single SA’s supply but less than two SA’s supply and (iii) more demand than
both SAs put together. These possibilities are summarized in Figure 3.3. Heterogeneous SAs require only a slight modification; if we represent the SA with less supply as
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Y1 and the SA with a higher rate of accumulation as Y2 , then we can describe the four
scenarios as follows: (i) less demand than Y1 has supply (ii) more demand than Y1 ’s
supply but less than Y2 (iii) more demand than Y2 has supply and (iv) more demand
than Y1 and Y2 put together; these are represented in Figure 3.4.

Figure 3.3: Demand vs Supply Scenarios, Homogeneous SAs

Figure 3.4: Demand vs Supply Scenarios, Heterogeneous SAs

3.5.3

Experimental Design Results

Tables 3.16 and 3.17 show that CD performs well when supply is significantly
higher than demand (X = 0.5) and vehicle capacity is small (C = 2), but tends
to struggle when demand is relatively high (X ≥ 1.5). However, experiments 12, 19,
and 20 all have high demand and large vehicle capacity, and yet the difference between
VFA-RA and CD is not statistically significant, so there are exceptions to this rule.
This leads us to the question of if homogeneous and heterogeneous SAs are meaningfully different. Across 8 experiments, homogeneous SAs resulted in an average pseudooptimality gap of 4.0% while heterogeneous SAs averaged 4.7% across 12 experiments,
and the relationships described above hold regardless of SA type. So, CD does suffer a
slight loss in competitiveness, but not meaningfully. This has important implications
for practice, because if the optimal decision policy is the same regardless of the rela94

Table 3.16: Experimental Design Results #2:
tionship between the SAs, the solution is much more robust relative to the uncertainty
of supply forecasting. To take a closer look, we turn to Sensitivity Analysis.
3.5.4

Sensitivity Analysis Results

To look into when moderate demand/supply ratios, long planning horizons, and
large vehicles lead to good solutions, we will conduct our sensitivity experiments around
an experiment with commensurate parameter values: X = 1.5, C = 10, T = 10; each
parameter varies over five possible values as shown as Table 3.18 in the context of the
eight groups of experiments in Table 3.19.
As was the case in Section 3.5.3, Figure 3.5 demonstrates that planning horizon
length has little effect on the gap between VFA-RA and CD. We suspect that most or
all of the difference in solution quality between homogeneous and heterogeneous SAs
can be attributed to the artificial inflation of supply (going from Y1 = 1 and Y = 1 to
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Table 3.17: Experimental Design Results, Sorted by Optimality Gap
Parameter
Y
X
C
T

Low
1
0.5
2
6

2
1.5
4
7

3
2.5
6
8

4
3.5
8
9

High
5
4.5
10
10

Table 3.18: Sensitivity Analysis Parameters
Y1 = 1 and Y = 2 is essentially a 50% growth in total supply), but we would not be so
bold as to speculate flippantly.
To verify our intuition, we repeat the experiments in Figure 3.5 with Homogeneous
supply (Group 4), but increase the rate of accumulation at both SAs to 1.5 so that the
total supply rate is equivalent to the heterogeneous scenarios (Group 8). Figure 3.6
shows that the Rollout Algorithm generates similar solutions for both homo- and heterogeneous scenarios, while Figure 3.7 suggests that CD performs less well when SAs
are heterogeneous.
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Homo.
Hetero.

Group #
1
2
3
4
5
6
7
8

Y1
Y2
X
Varies Varies
1.5
1
1
Varies
1
1
1.5
1
1
1.5
1
Varies
1.5
1
2
Varies
1
2
1.5
1
2
1.5

C
10
10
Varies
10
10
10
Varies
10

T
10
10
10
Varies
10
10
10
Varies

Table 3.19: Sensitivity Analysis Design

Figure 3.5: Effect of Changing Planning Horizon Length
To investigate that last observation further, we will consider additional scenarios
where the cumulative rate of supply is equivalent. We already have 2Y = 4, 6, 8, and
10 for homogeneous supply (from Group 1 of Table 3.19) and Y1 + Y2 = 4 and 6 for heterogeneous SAs (Y1 = 1, Y2 = 3 and Y1 = 1, Y2 = 5 from Group 5 respectively), but
we need to test Y2 = 7 and 9 to compare them to 2Y = 8 and 10. All eight of these
experiments are shown in Figure 3.8 and demonstrate that CD’s performance degrades
relative to the Rollout Algorithm as the total supply grows. This implies that CD generates poorer solutions as the difference in accumulation rates grows. Of course, the
higher discrepancy coincides with more supply available overall, so CD “misses” fewer
beneficiaries either way, but it benefits more from the increase in supply when SAs are
homogeneous. We will revisit this discussion when we get to Figure 3.10.
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Figure 3.6: Changing Planning Horizon Length with Adjusted Supply in Absolute
Terms
While planning horizon length holds little significance, vehicle capacity has a clear
impact as seen in Figure 3.9. Small vehicles cannot hold enough items to make the action space interesting as any relatively-intelligent dispatching policies will constantly
ship full vehicles. In other words, most policies end up looking like continuously dispatching full truckloads. At some point, however, the vehicle becomes large enough
to allow for interesting decisions, and the gap from the pseudo-optimal solution grows
quickly for a time; eventually, the vehicle reaches a critical point where the capacity is
effectively infinite and no further increase in size will have a meaningful impact on the
solution.
Most interesting of all is the demand rate shown in Figure 3.10. For both homogeneous and heterogeneous scenarios, CD performs best with low demand/high supply,
only about 1% separated from the Rollout Algorithm’s solution. Similarly, making dispatching decisions is easy in high demand scenarios as any relief items delivered will be
consumed regardless of when the delivery is made. The most difficult scenarios, on the
other hand, are when demand is just short of the collective rate of supply (collective
supply is defined as 2Y for homogeneous SAs and Y1 + Y2 for heterogeneous). It is remarkable how sharp the spike is, especially for heterogeneous SAs; CD really struggles
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Figure 3.7: Changing Planning Horizon Length with Adjusted Supply in Relative
Terms
at the peak of the spike - more than a 20% pseudo-optimality gap - but does quite well
otherwise at about 8% in the worst remaining case.
When supply outstrips demand, the manager needn’t worry about dispatch decisions; he/she should simply follow CD and focus his/her attention on another component of the relief effort. When there is a dramatic shortage of relief items, then again
CD works well and the manager should do whatever he/she can to increase the available amount of relief items. For example, in a situation where Material Convergence
is an issue, he/she might focus his/her attention on sorting through the sea of items
to identify High Priority goods. Finally, when supply and demand are in balance, the
manager may want to invest considerable effort into improving supply and demand
forecasts in order to make better dispatching decisions, delaying when the demand forecast for the immediate future is low and incoming supply is high. Of course, if it is possible to significantly increase the quantity of usable goods, he/she may be better off to
pursue that outcome in order to shift into the high-supply scenario, freeing up his/her
attention for other matters.
3.5.5

Research Questions, Revisited

Let us return now to the questions we posed to shape this study.
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Figure 3.8: Homogeneous vs Heterogeneous Supply
Question 1 If the average rate of supply greatly exceeds demand, is Continuous Dispatching optimal?
In short, yes, but not just then. CD performs well when either supply greatly exceeds
demand or the other way around. The only time CD does not perform well are when
supply and demand are relatively comparable.
Question 2 How does the length of the planning horizon impact the gap between the
heuristic’s and proxy’s solution quality?
In terms of magnitude, very little. Figure 3.5 shows that for both SAs with equal supply rates and different, the difference is fairly flat across the five tested conditions.
Question 3 Is there a difference between the case of homogeneous SAs and that with
heterogeneous?
At first glance, very much so. Figure 3.5 seems to imply that CD performs better on
heterogeneous scenarios, but intuition would suggest that the reverse is true. When
accounting for the additional supply we gave to the second SA to create the heterogeneity, the truth is revealed: the greater the discrepancy between the two SAs, the
more the difference between CD’s performance on homo- and heterogeneous scenar-
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Figure 3.9: Effect of Changing Vehicle Capacity

Figure 3.10: Effect of Changing Supply/Demand Ratio
ios (shown in Figure 3.7). We created the discrepancy by increasing the collective supply rate but leaving demand unaltered, creating a supply-rich environment. As we discussed in Question
1, CD performs better when supply greatly exceeds demand (or vice versa), so
the gap between CD and the Rollout Algorithm shrinks for both scenarios as the cumulative supply rate grows, but even when cumulative supply equaled 10 - more than
six times the demand rate - heterogeneous supply showed a 1.5% gap above the proxy,
while homogeneous was effectively zero.
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3.6

Conclusion

We have found that rollout algorithms combined with Continuous Dispatching are
near optimal for small problem instances and should be a reasonable proxy for large
problems as well. We expanded the definition of Continuous Dispatching to problems
with multiple Staging Areas, and demonstrated that Continuous Dispatching continues
to perform well relative to the proxy under most experimental conditions, especially
when supply and demand are significantly mismatched. This motivates the following
managerial insights:
• When either the cumulative rate of supply greatly exceeds demand or vice versa,
Continuous Dispatching is near-optimal, so the decision maker should feel free to
focus his attention elsewhere.
• The decision maker has the greatest incentive to consider delaying the vehicle
(although he or she may choose to continuously dispatch anyway) when collective
supply and demand rates approach each other.
• When supply and demand rates are similar, it becomes extremely difficult to
characterize when best to delay the vehicle (demonstrated by the poor performance of the basis function approach).
Additional research is needed to investigate the difficult situation that occurs when
supply and demand are evenly matched; our experience (the computational experiments included in this paper and others that are not) suggest that there is no simple
threshold or similar policy that will capture the nuances of this problem setting. Perhaps an analysis along the lines of machine learning based on a decision tree would be
a good place to start. Additionally, Continuous Dispatching is currently only defined
with one Staging Area or if there is precisely one vehicle for each Staging Area, so this
study could be generalized by either increasing the number of Staging Areas or varying
the number of vehicles. Finally, to connect this line of research to the bulk of literature
in the field, we would like to consider the case with multiple PODs; this necessitates
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the complication of routing, which distracts from the focus of this paper, but using a
robust solution approach might allow for enough consistency to produce meaningful results. However, any of these extensions causes a significant growth in state space, and
consequently any technique that evaluates every action in the action space will have a
commensurate growth in solution time, so a more sophisticated implementation of Rollout Algorithm may become necessary.
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CHAPTER 4
VEHICLE DISPATCHING POLICIES FOR VARYING NUMBERS OF
VEHICLES AND STAGING AREAS IN A DISASTER-RELIEF SUPPLY
CHAIN NETWORK

This study examines the impact of varying numbers of Staging Areas (SAs) and vehicles
on last mile distribution dispatching policies in a humanitarian relief context. We use
Value Function Approximation - Rollout Algorithm (VFA-RA) as a benchmark to evaluate the quality of several variations of continuous dispatching policies. We show that
dispatching the vehicles on an alternating or rotating basis is a robust approach that
needs no information to implement, while using knowledge of inventory levels, vehicle positions, and accumulation rates can provide meaningful improvements on the more difficult
scenarios. It is unlikely, however, that detailed information can be acquired in the field to
use the latter of these techniques, but fortunately alternating/rotating works well across a
range of experimental conditions. Therefore, we recommend alternating/rotating for use
by a practitioner.

4.1

Introduction

In Chapter 3, we investigated the special case of two vehicles and two SAs, which
simplified the interpretation of Continuous Dispatching and the comparison to previous results, but we now want to expand to other possibilities with different numbers
of vehicles and Staging Areas. In practice, it is likely that a decision maker would be
responsible for several SAs and vehicles, and while we can expect him or her to have
accurate knowledge of the quantity of SAs in his or her jurisdiction, the decision maker
may not know precisely how many volunteers are driving between the various SAs and
the POD.
With this in mind, we will structure the rest of our analysis into three overarching
scenarios: (i) fewer vehicles than SAs, (ii) the same number of SAs and vehicles, and
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(iii) more vehicles than SAs. Chapter 1 introduced the equivalent scenario (scenario ii)
by investigating the one-vehicle, one-SA case and considered scenario (iii) for one SA,
while Chapter 3 focused on scenario (ii) with two of each. However, this leaves scenario
(i) untouched and plenty of room to expand upon scenarios (ii) and (iii) with three or
more SAs. This takes us to the “big question” of this chapter: how should one make
decisions in each of these three scenarios? Additionally, does the answer change depending on the number of SAs? To address either of these questions, we will once again
require an expanded definition of Continuous Dispatching.
We must begin, however, by expanding the model from Chapter 3 to a general
form that can be applied to each of the different scenarios (Section 4.2). From there,
we will present new research questions and describe the pursuant computational experiments and their results (Section 4.3). Lastly, we conclude with some final remarks and
provide direction for future study in Section 4.4.

4.2

Stochastic Dynamic Programming Model

When we redefined the model in Chapter 3 for the expanded network, we defined
our vehicle locations, inventory at the SAs, action, and supply accumulation using twodimensional vectors, so all we have to do is generalize the formulation for any number
of SAs and vehicles1 . First, we define a list of vehicles v ∈ {1, . . . , V } and Staging Areas k ∈ {1, . . . , K}, so then the vehicle locations become hi1t , . . . , iVt i while SA invento

1
V
1
K
ries are hu1t , . . . , uK
i.
Consequently,
the
state
variable
is
simply
S
=
hi
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.
,
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i,
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,
.
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.
,
u
i,
w
t
t .
t
t
t
t
t
Similarly, the action takes the form ha1t , . . . , aVt i and the accumulation to the SAs is
hyt1 , . . . , ytK i.
Consider an example problem with two SAs and three vehicles, the state variables


would take the form it = hi1t , i2t , i3t i and ut = hu1t , u2t i, or collectively St = hi1t , i2t , i3t i, hu1t , u2t i, wt .

1

We provided the model in general form in the Dissertation Proposal, but we decided it was unnecessary and distracting for Chapter 3, particularly when considering the paper in isolation, so we moved
it here where it is needed.
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Sta = S M,a St , at

(4.1)

ia,v
= avt
t
ua,k
t

= ukt −

(4.1a)
X

qtv +

v∈VOU T (k)

wta = wt +

X

X

qtv

(4.1b)

v∈VIN (k)

qtv

(4.1c)



St+1 = S M,W Sta , Wt

(4.2)

v∈VIN (0)

ivt+1 = ia,v
t

(4.2a)

k
ukt+1 = ua,k
t + yt
+

k
= wta − xt
wt+1

(4.2b)
(4.2c)

Table 4.1: Summary of Transition Equations
The action vector is ha1t , a2t , a3t i, and the accumulation at the SAs is the two-dimensional
vector hyt1 , yt2 i.
Since these expansions to the model are only increasing the parameters, the Sequence of Events and Transition Equations remain undisturbed. Please see Figure 4.1
for a recapitulation of the Sequence of Events and Table 4.1 for the transition equations.

Figure 4.1: Sequence of Events

The rest of the model from Chapter 3 remains intact, so we will simply update the
notational summary table (Table 4.2) for your reference.
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State variables:

it = hi1t , .., iVt i:

Current location of vehicles;

ut = hu1t , .., uK
t i:
wt :

Beginning inventory level at SAs;
Beginning inventory level at POD;

it = 0 → POD;
it > 0 → an SA.

Decision variable: at = ha1t , .., aVt i:

Dispatch decision;

at (it ) = 0 → it+1 = it .
at (it ) = 1 → it+1 = 1 − it .

Random variables: Xt :
Yt :
xt , yt = hyt1 , .., ytK i
Other:
C:

Demand at POD;
Supply accumulation at SAs;
Realizations of Xt and Yt ;
Capacity of the vehicles;

(occurs at end of period).
(occurs at end of period).

Quantity shipped upon dispatch;

n 
qtv = min C, ukt −

qt = hqt1 , .., qtV i:

P

C

j∈V(v)k

πt (it , ut , wt )

Decision rule to determine
an action depending on state
variables;

st (it , ut , wt , at )
Vt (it , ut , wt )
vt (it , ut , wt , at )

Single period expected shortage.
Optimal value in period t;
(shortage to go).
expected shortage in period t
onward if decision a is chosen now
and optimal decisions chosen in
periods t + 1 onward.

Table 4.2: List of notation for the expanded network.
4.3

Computational Experiments

In this chapter, we add another layer to our computational experiments: we are
still interested in studying the effects of supply and demand rates, vehicle capacity, and
the planning horizon length, but we also need to consider the number of vehicles. However, this fourth variable (the number of vehicles) re-opens the discussion from Chapter 3 regarding interpretation of CD. With two vehicles - or more specifically, the same
number of vehicles as SAs, which has been two up to this point - the interpretation
seems clear: we assign a vehicle to each SA, but what if we have one or three vehicles?
Let us begin our discussion with the single-vehicle case.
4.3.1

Continuous Dispatching, Revisited

If we have two SAs and one vehicle, dedicating the vehicle to only travel to and
from one of the SAs doesn’t make sense at first glance. This would mean that one SA
is totally ignored, but it might happen that one SA has so much inventory that the SA
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has effectively infinite supply; in such a case, assigning the vehicle to that SA would be
optimal. If there is one scenario in which dedication makes sense, there may be others,
so it might be interesting to investigate other scenarios in which such a policy performs
well. However, in the chaos that is post-disaster logistics, it is unreasonable to assume
that the decision maker would have an accurate and detailed count of what items he or
she has at his or her disposal, so perhaps a different strategy would be more practical;
instead, the decision maker could dedicate the vehicle to the SA that is expected to
have the greatest accumulation. In some situations, the decision maker could evaluate
which communities have the most ability and proclivity to donate, and dedicate the
vehicle to the SA nearest that community (in other instances where the relief is coming
from further away, he or she might communicate with upstream suppliers for such an
estimate, but the principle remains the same).
Obviously, both of these two suggestions rely heavily on the accuracy and reliability of the information the decision maker is using, so we will try to evaluate their
effectiveness under the assumption that the decision maker assesses the situation correctly, and this will inform how we recommend each approach for use in practice. In
addition to these two strategies, we propose one more: alternate the vehicle between
each SA evenly. It seems that when both SAs are relatively equivalent, this approach
would be as good as any, and requires no knowledge of the accumulation or inventory
to implement, so it may be the most robust strategy.
That being said, we are considering V vehicles, not just limited to one or two, so
we must expand our definitions of these strategies. With two SAs, this is quite simple; any number of vehicles is really just some multiple of the number of SAs, and then
possibly an additional vehicle. If V is even, then we can dedicate half (V /2) vehicles
to each SA, and unless the SAs are quite unbalanced, this will be a strong approach
(recall from Chapter 3, Figure 3.10 that in most scenarios, CD only had a pseudoV −1
and emoptimality gap of 8% or lower). Alternatively, if V is odd, we dedicate
2
ploy one of the strategies below for the remaining vehicle. This still leaves the generalization to K SAs of each approach, however, so we will consider each in turn.
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Greatest Supply
For simplicity’s sake, we wish to dedicate as many vehicles as possible while assigning
the same number of vehicles to each SA, as we did above with two SAs. It is clear that
if we have an even number of vehicles and two SAs, we can simply dedicate half of the
vehicles to each SA. This is determined by V /2, which means that for any number of
vehicles and staging areas, we can determine how many should be dedicated to each SA
by bV /Kc, leaving V −bV /Kc vehicles to be allocated according to the specific heuristic
approach.
In the case of Greatest Supply, we dedicate our first “extra” vehicle (i.e. the lowestnumbered vehicle not dedicated by the procedure above) to the SA that has the highest
expected donations. The next extra vehicle, assuming there is one, is dedicated to the
SA with the second-highest expected supply, and so on until all vehicles are dedicated
as shown in Algorithm 4.

Greatest Inventory
Despite the significant difference in practicality and (potentially) resulting decisions,
the procedure for the Greatest Inventory policy is nearly identical to Greatest Supply.
The pseudocode for both is in fact identical except for lines 12 and 16; rather than sort
the SAs by expected supply, we sort them by current inventory levels, and then assign
extra vehicles in order from most to least inventory. This is shown in Algorithm 5.
Although, if we are willing to relax assumptions about what information would
be available, perhaps we should take this to its logical conclusion and check other variations as well. If we have an accurate count of inventory, is it not reasonable that we
could consider the locations of the other vehicles to determine the effects of their movements and the inventory they will be taking from the SAs? After all, we are truly uninterested in how much inventory is available when the vehicle leaves the POD, we only
care how much is at the SA when he arrives. Along these lines, why don’t we also con-
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Input : Vehicles v ∈ {1, . . . , V }, staging areas k ∈ {1, . . . , K}, current state
St = (it , ut , wt )
Output: Action vector at

1
2

3
4
5
6
7
8
9
10
11

12
13
14
15
16
17
18
19
20
21

// Calculate parameters "multiple " and "remainder "
multiple = bV /Kc;
remainder = V − K × multiple;
// Dedicate K ∗ V vehicles
for i ∈ {1, . . . , multiple} do
for each vehicle between 1 and K × multiple do
if vehicle v is at the POD then
Assign vehicle v to SA i;
else
Return the vehicle to the POD;
end
end
end
// Assign remaining vehicles based on expected supply
Sort staging areas by expected supply, largest first;
i = 0;
for each extra vehicle v ∈ {K × multiple + 1, . . . , V } do
if vehicle v is at the POD then
Assign vehicle v to the staging area with the ith largest expected supply;
else
Return the vehicle to the POD;
end
i+= 1;
end
Algorithm 4: CD with Greatest Supply
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Input : Vehicles v ∈ {1, . . . , V }, staging areas k ∈ {1, . . . , K}, current state
St = (it , ut , wt )
Output: Action vector at

1
2

3
4
5
6
7
8
9
10
11

12
13
14
15
16
17
18
19
20
21

// Calculate parameters "multiple " and "remainder "
multiple = bV /Kc;
remainder = V − K × multiple;
// Dedicate K ∗ V vehicles
for i ∈ {1, . . . , multiple} do
for each vehicle between 1 and K × multiple do
if vehicle v is at the POD then
Assign vehicle v to SA i;
else
Return the vehicle to the POD;
end
end
end
// Assign remaining vehicles based on current inventory level
Sort staging areas by current inventory, most first;
i = 0;
for each extra vehicle v ∈ {K × multiple + 1, . . . , V } do
if vehicle v is at the POD then
Assign vehicle v to the staging area with the ith most inventory;
else
Return the vehicle to the POD;
end
i+= 1;
end
Algorithm 5: CD with Greatest Inventory
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sider the expected accumulation so we have both positive and negative adjustments
to predicted inventory level upon arrival? We will thus define two additional CD variants to represent these situations, called Greatest Leftover Inventory (Algorithm 6) and
Greatest Net Inventory (Algorithm 7) respectively.
Input : Vehicles v ∈ {1, . . . , V }, staging areas k ∈ {1, . . . , K}, current state
St = (it , ut , wt )
Output: Action vector at

1
2

3
4
5
6
7
8
9
10
11

12
13

14

15
16
17
18
19
20
21
22
23
24

// Calculate parameters "multiple " and "remainder "
multiple = bV /Kc;
remainder = V − K × multiple;
// Dedicate K ∗ V vehicles
for i ∈ {1, . . . , multiple} do
for each vehicle between 1 and K × multiple do
if vehicle v is at the POD then
Assign vehicle v to SA i;
else
Return the vehicle to the POD;
end
end
end
// Determine anticipated leftover inventory at each SA
Count the number of vehicles at each SA;
Determine outgoing inventory at each SA (min {count of vehicles × vehicle
capacity,current inventory});
Calculate leftover inventory at each SA (current inventory - outoing inventory)
// Assign remaining vehicles based on anticipated leftover inventory
Sort staging areas by anticipated leftover inventory, most first;
i = 0;
for each extra vehicle v ∈ {K × multiple + 1, . . . , V } do
if vehicle v is at the POD then
Assign vehicle v to the staging area with the ith most leftover inventory;
else
Return the vehicle to the POD;
end
i+= 1;
end
Algorithm 6: CD with Greatest Leftover Inventory
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Input : Vehicles v ∈ {1, . . . , V }, staging areas k ∈ {1, . . . , K}, current state
St = (it , ut , wt )
Output: Action vector at

1
2

3
4
5
6
7
8
9
10
11

12
13

14
15

16
17
18
19
20
21
22
23
24
25

// Calculate parameters "multiple " and "remainder "
multiple = bV /Kc;
remainder = V − K × multiple;
// Dedicate K ∗ V vehicles
for i ∈ {1, . . . , multiple} do
for each vehicle between 1 and K × multiple do
if vehicle v is at the POD then
Assign vehicle v to SA i;
else
Return the vehicle to the POD;
end
end
end
// Determine expected net inventory at each SA
Count the number of vehicles at each SA;
Determine outgoing inventory at each SA (min {count of vehicles × vehicle
capacity,current inventory});
Calculate leftover inventory at each SA (current inventory - outoing inventory);
Calculate net inventory at each SA (leftover inventory - expected accumulation);
// Assign remaining vehicles based on expected net inventory
Sort staging areas by expected net inventory, most first;
i = 0;
for each extra vehicle v ∈ {K × multiple + 1, . . . , V } do
if vehicle v is at the POD then
Assign vehicle v to the staging area with the ith highest net inventory;
else
Return the vehicle to the POD;
end
i+= 1;
end
Algorithm 7: CD with Greatest Net Inventory
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Alternating-Rotating
The Alternating-Rotating heuristic shares much with Greatest Supply and Greatest
Inventory in that steps 1 through 11 remain identical, but the rest of the algorithm is
unique. The compound name reflects the difference in interpretation according to the
number of SA’s: if there are two SAs, then there can only be one extra vehicle, and it
simply goes back and forth - thus alternates - between the two SAs, but if there are
three or more SAs, then the extra vehicles rotate between the SAs. Of course, with a
large number of vehicles and SAs, this would be difficult to keep track of for a decision
maker, but the driver of the vehicle would know to which SA he or she just went, so
the decision maker simply needs to define a sequence of SAs and then he or she can tell
the driver to go to the next SA on the list. The details for the Alternating-Rotating
heuristic are shown in Algorithm 8.

Updated Rollout Algorithm
Having defined these three interpretations of continuously dispatching vehicles, we
now have the problem of choosing which one we will use in the Rollout Algorithm. Because it is the simplest and closest to what we have done so far, we will default to using Alternating-Rotating for the time being.
4.3.2

Research Questions

Before we present the research questions, recall the two big questions which motivate this chapter: (i) “Is CD - in some form - still good?” and (ii) “Do we need to interpret CD differently depending on the number of vehicles and/or SAs?”. It is important to note that the ways we have defined each of the three CD variants are the same
when there are no wanderers, so much of our analysis will focus on scenarios with at
least one extra vehicle. The following research questions are intended to provide clarity
and definition to these two overarching themes.
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Input : Vehicles v ∈ {1, . . . , V }, sequence of staging areas k ∈ {1, . . . , K},
current state St = (it , ut , wt ), list of SAs last visited for each extra
vehicle Lv
Output: Action vector at , list of SAs last visited Lv

1
2

3
4
5
6
7
8
9
10
11

12
13
14
15
16
17
18
19
20
21
22
23

// Calculate parameters "multiple " and "remainder "
multiple = bV /Kc;
remainder = V − K × multiple;
// Dedicate K ∗ V vehicles
for i ∈ {1, . . . , multiple} do
for each vehicle between 1 and K × multiple do
if vehicle v is at the POD then
Assign vehicle v to SA i;
else
Return the vehicle to the POD;
end
end
end
// Assign remaining vehicles according to the SA sequence
i = 0;
for each extra vehicle v ∈ {K × multiple + 1, . . . , V } do
if Lv [i] is None (only happens if current period t is 0) then
Initialize Lv [i]
if vehicle v is at the POD then
Assign vehicle v to the next staging area in the sequence;
Update the list of last-visited SAs;
else
Return the vehicle to the POD;
end
i+= 1;
end
Algorithm 8: Alternating-Rotating CD
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Question 1 Does Greatest Inventory dominate Greatest Supply?
If an SA truly has a significantly higher accumulation rate, that will correspond to
an increase in inventory and should encourage Greatest Inventory to dispatch to and
from the “greater” SA. However, the policies are not identical since Greatest Inventory might occasionally visit the other SA if its inventory builds up, which might lead
to utilizing more of the total available donations. However, because of the stochasticity of supply, we might be better off ignoring the short-term gain and sticking with the
“greater” SA. So, Greatest Inventory’s myopic strategy might actually lead to worse
solutions than the presbyopic approach.
Question 2 Is Greatest Net Inventory discretely superior to the other two Inventory
interpretations?
We have posed these three heuristics as options that are likely infeasible, but possible,
if not today than in the future. Depending on the relative merits of these techniques,
we could help inform practitioners about what information is the most valuable and
how best to act upon that information. So, do we need all three pieces of inventory
levels, inventory about to be collected, and expected accumulation, or is some subset
sufficient?
Question 3 Do the vehicle capacity and planning horizon length affect the performance
of these techniques?
Based on Chapter 3, Figure 3.9, we can predict that small vehicles will lead to similar
solutions from all the techniques, but what about medium and large vehicles? Is there
a point where the vehicle interferes with one strategy but not the others, or where
only one approach works better than the others? Similarly, our intuition suggests that
Greatest Supply might be less robust on shorter planning horizon where there are fewer
opportunities for the greater supply to precipitate into actual inventory, and accordingly the myopic approach should work better in the short term, while the opposite is
true with long planning horizons i.e. Greatest Supply > Greatest Inventory?
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Question 4 Which has a greater impact on our decision policy, the number of vehicles
or the number of extra/leftover vehicles (we call them wanderers for short)?
As the number of vehicles increases, we will find that number of wanderers goes no
higher than K − 1 as bV /Kc × K of the vehicles would be assigned to a dedicated
SA, leaving at most K − 1 remaining. It seems plausible that scenarios with V = K
and V = 2K might be similar since both have no wandering vehicles; by this logic, it
is conceivable that the case with V = K + 1 and V = 2K + 1 would be comparable
as they have only one wandering vehicle. Obviously, more vehicles should allow us to
satisfy more beneficiaries, but the policy itself should look similar. On the other hand,
having only V = 1 vehicles seems less likely to compare well, but it may be that which
policies work well or not is identical to larger V ’s but with more unsatisfied beneficiaries overall.
To answer these research questions, we will return to the Experimental Design
from Section 3.5.2, Table 3.15, repeating each of the 28 experiments for each quantity of vehicles, comparing the five variations of CD against the Rollout Algorithm. As
before, we are interested in minimizing unsatisfied beneficiaries and the gap between
the CD and Rollout Algorithm solutions, a number we call “avoidable shortages” to
separate the unsatisfied beneficiaries that we could have helped from those we had no
chance of helping.
Tables 4.3 through 4.7 report the number of unsatisfied beneficiaries for the Rollout Algorithm proxy and the CD heuristics. In these tables, green numbers show the
average and half-width (in parentheses) for heuristics that are as good as the proxy
on that experiment; i.e. there is no statistical difference between that heuristic and
the proxy. Yellow numbers indicate that those heuristics are at least as good as the
other heuristics but not as good as the proxy. In the language from the previous paragraph, a green heuristic means that, statistically speaking, we do not expect to have
any avoidable shortages (although there will certainly be unavoidable ones), while a
yellow heuristic will lead to the fewest avoidable shortages of the available options.

117

4.3.3

Two SA, Varying Vehicle Results

Overall, Table 4.3 shows that most of the heuristics perform very well for the twoSA one-vehicle case, averaging less than one unit worse than the proxy; on average, we
would expect to meet the needs of all beneficiaries we have an opportunity to help, less
one. Greatest Supply, the exception to this rule, is nine units from the proxy - 40%
more - but since Greatest Net Inventory performs the best of all the variations, it is
clearly helpful to include the expected accumulation in the dispatching policy.

Table 4.3: Experimental Design Results for 2 Staging Areas and 1 Vehicle
What sets Greatest Supply apart from the rest is that the wanderer goes to the
same SA every time while the other heuristics either (i) alternate sending the vehicle
to one SA then to the other or (ii) decide where to send the vehicle based on the cur-
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rent state. This means that Greatest Supply sends the vehicle exclusively to and from
one SA and thus any items donated at the other SA are wasted. Furthermore, experiments 1-12 have homogeneous SAs and so Greatest Supply becomes an arbitrary policy
where the wanderer visits the same SA every period for essentially no reason. Consequently, Greatest Supply looks far more attractive when you remove the first twelve
experiments; the Rollout Algorithm averages 25.19 units while Greatest Supply averages 31.294. Similarly, since supply is homogeneous in the first 12 experiments, there is
no difference between Greatest Net Inventory and its closest neighbor Greatest Leftover
Inventory. The observant reader may notice that vanilla Greatest Inventory is identical
to Greatest Leftover Inventory for all 28 experiments on Table 4.3; in short, Table 4.3
(and 4.5 for that matter) shows experiments with only one vehicle, and so there is no
need to account for effects of other vehicles on the network, and so Greatest Inventory
is exactly the same as Greatest Leftover Inventory.
That does not, however, explain why Greatest Inventory remains identical to Greatest Leftover Inventory for Tables 4.4, 4.6, and 4.7. Simply put, our implementation has
all vehicles starting at the Point of Distribution, which means that for all CD variations, the vehicles remain in sync. Either all of the vehicles are at the POD or none of
them are, so it never occurs that a vehicle is sent to a SA that already has a vehicle.
With those general comments made, let us take a closer look at when the other
CD variants work well relative to each other. The first twelve experiments are fairly
uninteresting as the four variations worked equivalently (ignoring Greatest Supply,
which as we already discussed was rather dreadful on experiments 1-12), so we will
jump to experiment 13 and onward. On nine of the remaining 16 experiments, all five
techniques matched the Rollout Algorithm. Eight of these make up the entirety of
the small-vehicle (C = 2) experiments, a conclusion which echoes the findings from
previous chapters, while the last (experiment 15) has very little supply (X = 0.5)
and few decision periods (T = 3), so like the small-vehicle case, there is little opportunity to mismanage the vehicle. Of the other seven experiments, both AlternatingRotating and Greatest Net Inventory found the proxy’s solution for four: low demand
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(X = 0.5), medium-low demand (X = 1.5), and medium-high demand with a small
vehicle (X = 2.5 and C = 2).
Interestingly, there are two experiments where Alternating-Rotating and Greatest
Supply both fail to produce the proxy’s solution (although Greatest Supply fails spectacularly compared to Alternating-Rotating) while all three Inventory variants succeed
in doing so. These experiments both have larger demand (X = 2.5 or 3.5), large vehicles (C = 10), and many decision periods (T = 10), indicating that these experiments
are those where every donation counts since supply is insufficient to meet demand, yet
the vehicles are large enough to carry many units and there are enough decision periods
for inventory to build up.
One final note before we move on to the three-vehicle case: all five heuristics failed
to find the same solution as the proxy on two experiments. Both of these experiments
have more demand than total supply, large vehicles, and short planning horizons. Fortunately, even the worst of the five heuristics was only about seven units (31%) behind
the proxy, so while none of the heuristics are pseudo-optimal, they all perform passably
well (at least compared to other experiments like experiment 12 with a 149% gap).
So to summarize, Greatest Net Inventory performs as well as any of the other
heuristics every time, and matches the proxy 26/28 times. Alternating-Rotating matches
Greatest Net Inventory 26 times, only failing to do so when demand, the vehicle, and
the planning horizon length are all large. Greatest Supply only matches Greatest Net
Inventory when Alternating-Rotating does, so at this point it seems that Greatest Net
Inventory beats Alternating-Rotating which beats Greatest Supply. We would of course
expect Greatest Net Inventory to beat Alternating-Rotating as the former is much
more sophisticated, but it is encouraging how close they are, and Greatest Supply seems
to be a distant third. It it too early to draw any over-arching conclusions, but AlternatingRotating is off to a good start as a strong, reliable policy in practice while Greatest Net
Inventory shows what we could do with access to good information.
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This takes us to Table 4.4, containing information from the two-SA three-vehicle
experiments (recall that we are skipping two-SA two-vehicle experiments as they are
covered in Chapter 3). The addition of two more vehicles of course lowers the Rollout
Algorithm’s solution, and since all the CD variants dedicate one vehicle to each SA, the
variants only differ by one vehicle’s action out of three, so the solutions are largely the
same across all heuristics. In fact, all five variants were identical on all but four experiments, and those all had in common small vehicles (C = 2) and homogeneous SAs; this
is an interesting divergence from the results found as early as Chapter 1 in that small
vehicles have been an indication that all heuristics will produce similar solutions.

Table 4.4: Experimental Design Results for 2 Staging Areas and 3 Vehicles
Additionally, let us note the nine experiments where all five heuristics found the
same solution, but different from the proxy. All of them shared two characteristics, a
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large vehicle (T = 10) and at least medium-low demand (X ≥ 1.5), but there was
one scenario meeting these conditions that broke the rule - experiment 12 - but given
the hair’s breadth by which the confidence intervals overlapped, this is likely a false
positive.
Beyond this, it seems that Alternating-Rotating and Greatest Net Inventory both
continue to perform better than the other heuristics, but the difference is negligible.
4.3.4

Three SA, Varying Vehicle Results

Before we get started with the three-SAs experiments, note the small departure
from the experimental design discussed above: due to the additional supply in the system consequent to adding the third SA, we increased the maximum vehicle size to 20
units. With that out of the way, consider Table 4.5. There are strong similarities to
the previous one-vehicle table, Table 4.3; Greatest Supply performs by far worst overall, and even more so on the first 12 experiments, Greatest Net Inventory is always
the best heuristic and usually (24 out of 28 experiments) as good as the Rollout Algorithm, Alternating-Rotating ties with Greatest Net Inventory most of the time, and the
other Inventory variations tend to falter when the vehicle is large (recall that C = 20
now). The main difference is that more experiments have no heuristic which matches
the proxy.
Experiments 11 and 27 make the list for both two-SA and three-SA experiments,
and 12 and 24 join them with three SAs, which is to say the homo- and heterogeneous
versions of the scenarios with moderately-high demand (X = 2.5), a large vehicle (C =
20), and a long planning horizon (T = 10).
Adding a second vehicle has little meaningful impact (shown in Table 4.6. First
and foremost, Greatest Supply does even worse in the sense that it never even ties the
best heuristic, let alone the Rollout Algorithm. Although the absolute number of shortages does drop from the one-vehicle case, the proxy’s solution drops similarly, and so
the avoidable shortages remain about the same. The noteworthy part of this table is
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Table 4.5: Experimental Design Results for 3 Staging Areas and 1 Vehicle
the change in experiments 15 and 24; the former was a significantly worse performer
than either Alternating-Rotating or Greatest Net Inventory, but then ties them with
two vehicles, while the latter does the opposite. Again, though, this may simply be a
case of false positive/negatives.
The four-vehicle case presented in Table 4.7 should also look very familiar. In fact,
one could juxtapose it upon Table 4.4 and the coloration would be identical; of course,
the values in the table differ, but the two tables are qualitatively the same. Therefore,
what can be said about Table 4.4 can be said for Table 4.7: Greatest Net Inventory
performs splendidly with Rotating-Alternating not far behind, with Greatest Supply a
distant third.
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Table 4.6: Experimental Design Results for 3 Staging Areas and 2 Vehicles
4.4

Conclusion

This study intends to take the simple idea “CD works well” and evaluate it for
various networks. These new network conditions require a general definition of Continuous Dispatching, spawning five interpretations that we put to the test. We pose a
handful of research questions to help shape our query, which we recapitulate below.
Question 1 Does Greatest Inventory dominate Greatest Supply?
Yes. Greatest Supply was never significantly better than Greatest Inventory, and Greatest Supply is obviously useless on scenarios with homogeneous supply. When you ex-

124

Table 4.7: Experimental Design Results for 3 Staging Areas and 4 Vehicles
tend this question to consider Greatest Net Inventory, the difference becomes even
more dramatic, but the answer to the question is the same even if you do not.
Question 2 Is Greatest Net Inventory discretely superior to the other two Inventory
interpretations?
First of all, if the SAs are homogeneous, then clearly there is no value in comparing
the expected accumulation because it is effectively just adding a constant to each inventory value, so Greatest Net Inventory is identical to Greatest Leftover Inventory.
Furthermore, our assumptions about the starting locations for the vehicles prevent any
interaction from occurring to justify considering the outgoing inventory, so all three
variations are the same when SAs are homogeneous. Similarly, there is little difference
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between any of the techniques (speaking of all five, not just Inventory variants) when
there are more vehicles than SAs, although perhaps there are other experimental conditions which would stress the system in such a way as to exacerbate the differences.
Finally, small vehicles tend to squash differences in the techniques, and so small vehicle
scenarios are usually qualitatively the same across all three interpretations. That being
said, Greatest Net Inventory does provide a qualitative improvement on those scenarios that remain, specifically with fewer vehicles than SAs, large vehicles, and heterogeneous SAs. So as a whole, Greatest Net Inventory is merely equivalent to the others
in many situations - although never worse - and superior only in a few, so perhaps the
most appropriate answer to this question is “it depends”, but mostly it seems like the
additional complexity is unnecessary.
Question 3 Do the vehicle capacity and planning horizon length affect the performance
of these techniques?
As before, larger vehicle capacities lead to greater discrepancy between the tested conditions, while small vehicle capacity actually seems to make Greatest Supply a standout worst. Planning horizon length, on the other hand, continues to be a non-factor
overall.
Question 4 Which has a greater impact on our decision policy, the number of vehicles
or the number of extra/leftover vehicles (we call them wanderers for short)?
It is difficult to answer this question using the data we were able to gather. The real
determinant seems to be simply whether there are more or fewer vehicles than there
are SAs, but to really address the heart of this question would require running at least
a handful of additional vehicles, which is just not computationally tractable with our
current implementation. We will revisit this issue in a moment.
In conclusion, the Alternating-Rotating interpretation of CD performs very well
across the full tested range of experimental conditions, very nearly equaling that of
the most sophisticated heuristic we tested (Greatest Net Inventory), and nearing if not
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matching the proxy’s solution consistently. Simply forecasting the expected supply or
counting inventory are not sufficient to direct a heuristic on their own, but we demonstrated that together they are more powerful than the easiest policy of visiting each SA
equally, so we can conclude that unless the decision maker can get an accurate figure
for both numbers, he should settle for Alternating-Rotating, and he should have a robust policy that consistently performs near the pseudo-optimal solution.
All of this demonstrated surprising consistency across the two- and three-SA scenarios, but we would like to consider networks with more vehicles, more SAs, or both
to see how these patterns play out across the spectrum of network conditions. Unfortunately, there is an issue with computation time. While the CD heuristics are quick and
easy to run, the Rollout Algorithm takes a considerable amount of time to explore its
decision tree, and the tree rapidly becomes prohibitively large as the networks grows.
The most obvious and effective (from the perspective of time savings at least) solution
is to consider Greatest Net Inventory as a new benchmark. We demonstrated that it
works at least as well as any of the other four techniques in each and every one of the
experimental conditions tested, and was the most often to find the proxy’s objective
function value. While it is not a valid proxy for the optimal solution, we can save a lot
of compuation time if we give up on having a pseudo-optimal solution and just simulate
the various CD heuristics and compare/contrast them with each other. Beyond this,
there are some minor efficiencies that could be gleaned, but it may prove insufficient.
Before we abandon the idea of a pseudo-optimal solution, we want to rerun the
experiments using Greatest Net Inventory to improve on the current Rollout Algorithm
implementation. While this may not have immediate practical benefit, it would be an
interesting academic exercise to see what effects this would have on the RA solution,
and by how much it extends the pseudo-optimality gap between the RA and the CD
variants.
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CONCLUSION AND FUTURE WORK

The goal of this work as a whole is to define dispatching policies that are both
practical and effective in the field. We started with a simple model with only a single
Staging Area (SA) and vehicle, where we found that Continuous Dispatching (CD) was
a powerful tool. We extended these findings to the two-SA, two-vehicle case, requiring
that we investigate Approximate Dynamic Programming techniques to stand as a proxy
for the optimal solution to provide a benchmark for our analysis, and we found that
CD continued to perform well under most conditions. Lastly, we defined five interpretations of CD that can be applied to a general network with K SAs and V vehicles and
evaluated each variant on various combinations of vehicles and SAs. Of these, we found
that dispatching vehicles to the SAs with the greatest expected net inventory outperformed any of the other versions, while visiting each SA on an alternating or rotating
basis requires no information yet still performs nearly as well.
From here, we want to expand the networks considered in the fourth chapter. Larger
numbers of vehicles and/or SAs may lead to discoveries, especially when drawing comparisons between different scenarios so that we may have additional confidence in prescribing a dispatching policy for any distribution network. Furthermore, we have yet
to consider networks with multiple PODs. As we argued in Section 3.1, this introduces
a number of routing concerns that will greatly complicate the problem, likely distracting from what has been our purpose of this research stream - to manage the timing of
deliveries - but in the real world, all of these concerns must be married together and
considered in tandem so that a balance may be struck. We must weave together both
the timing and the routing to find harmony and help those in need.
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APPENDIX
A.1

Proof of Lemma 1

We use induction to prove Lemma 1, that is, the following equation holds for t =
1, . . . , T − 1:
n
 o

.
Vt (1, ut , wt ) = min Vt (0, ut , wt ), E[Xt − ut − wt ]+ + E Vt+1 0, Yt+1 , [ut + wt − Xt ]+
(A.3)
We first show that Eq. (A.3) is true for t = T − 1. Since

VT (1, uT , wT ) = E[XT − uT − wT ]+
VT (0, uT , wT ) = E[XT − wT ]+ ,

(A.4)

it follows that

vT −1 (0, uT −1 , wT −1 , 0) = E[XT −1 − wT −1 ]+ + E[XT − WT ]
vT −1 (0, uT −1 , wT −1 , 1) = E[XT −1 − wT −1 ]+ + E[XT − UT − WT ],

(A.5)

where UT = uT −1 + YT −1 and WT = (wT −1 − XT −1 )+ are due to the transition equations (1.8) and (1.9), respectively. Also note that UT and WT are random variables because at the beginning of period T − 1, XT −1 and YT −1 are random variables. Now
since UT ≥ 0, it is evident from Eq. (A.4) and Eq. (A.5) above that E[VT (1, uT , wT )] ≤
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E[VT (0, uT , wT )] and vT −1 (0, uT −1 , wT −1 , 1) ≤ vT −1 (0, uT −1 , wT −1 , 0) so that

VT −1 (0, uT −1 , wT −1 ) = vT −1 (0, uT −1 , wT −1 , 1)
(A.6)
i+
h
= E[XT −1 − wT −1 ]+ + E XT − (uT −1 + YT −1 ) − (wT −1 − XT −1 )+ .

For iT −1 = 1 and aT −1 (1, uT −1 , wT −1 ) = 0, we have UT = uT −1 + YT −1 , WT = (wT −1 −
XT −1 )+ , and
i
vT −1 (1, uT −1 , wT −1 , 0) = E[XT −1 − wT −1 ] + E VT (1, UT , WT )
+

h

= E[XT −1 − wT −1 ]+ + E[XT − UT − WT ]+
= E[XT −1 − wT −1 ]+ + E[XT − (uT −1 + YT −1 ) − (wT −1 − XT −1 )+ ]+
= VT −1 (0, uT −1 , wT −1 ).

(A.7)

Note that the last equality in Eq. (A.7) follows from Eq. (A.6).
When iT −1 = 1 and aT −1 (1, uT −1 , wT −1 ) = 1, the transition equations (1.8) and
(1.9) become UT = YT −1 and WT = (uT −1 + wT −1 − XT −1 )+ . The resulting value of
action aT −1 (1, uT −1 , wT −1 ) = 1 is
h
i
vT −1 (1, uT −1 , wT −1 , 1) = E[XT −1 − uT −1 − wT −1 ]+ + E VT (0, UT , WT ) .

(A.8)

Therefore when iT −1 = 1, the optimal value of state (iT −1 , , uT −1 , wT −1 ) is the minimum
of equations (A.7) and (A.8):

VT −1 (1, uT −1 , wT −1 ) = min{vT −1 (1, uT −1 , wT −1 , 0), vT −1 (1, uT −1 , wT −1 , 1)}
(A.9)
n
h
io
+
= min VT −1 (0, uT −1 , wT −1 ), E[XT −1 − uT −1 − wT −1 ] + E VT (0, UT , WT ) .
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Eq. (A.9) shows that the result holds for t = T − 1. We now formulate the inductive
hypothesis as follows:
n
Vt+1 (1, ut+1 , wt+1 ) = min Vt+1 (0, ut+1 , wt+1 ),

E[Xt+1 − ut+1 − wt+1 ]+ + E Vt+2

(A.10)
 o
0, Yt+1 , [ut+1 + wt+1 − Xt+1 ]+
.

For it = 0, the values of actions at (0, ut , wt ) = 0 and at (0, ut , wt ) = 1 are
i
vt (0, ut , wt , 0) = E[Xt − wt ] + E Vt+1 (0, Ut+1 , Wt+1 )
h
i
vt (0, ut , wt , 1) = E[Xt − wt ]+ + E Vt+1 (1, Ut+1 , Wt+1 ) .
+

h

From Eq. (A.10), the inductive hypothesis, Vt+1 (1, ut+1 , wt+1 ) ≤ Vt+1 (0, ut+1 , wt+1 ),
h
i
h
i
which implies that E Vt+1 (1, Ut+1 , Wt+1 ) ≤ E Vt+1 (0, Ut+1 , Wt+1 ) . Consequently,
vt (0, ut , w,t 1) ≤ vt (0, ut , w,t , 0) and
h
i
Vt (0, ut , wt ) = vt (0, ut , wt , 1) = E[Xt − wt ]+ + E Vt+1 (1, Ut+1 , Wt+1 ) .

At it = 1, the value of actions at (1, ut , wt ) = 0 and at (1, ut , wt ) = 1 are
h
i
vt (1, ut , wt , 0) = E[Xt − wt ] + E Vt+1 (1, Ut+1 , Wt+1 ) = Vt (0, ut , wt )
h
i
vt (1, ut , wt , 1) = E[Xt − ut − wt ]+ + E Vt+1 (0, Ut+1 , Wt+1 )
+

Therefore,

Vt (1, ut , wt ) = min{vt (1, ut , wt , 0), vt (1, ut , wt , 1)}
n
h
i
= min Vt (0, ut , wt ), E[Xt − ut − wt ]+ + E Vt+1 (0, Ut+1 , Wt+1 ) (A.11)
.
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Since Ut+1 = Yt and Wt+1 = (wt + ut − Xt )+ (because of the transition equations (1.8)
and (1.9), respectively), Eq. (A.11) becomes
n
 o

,
Vt (1, ut , wt ) = min Vt (0, ut , wt ), E[Xt − ut − wt ]+ + E Vt+1 0, Yt , [ut + wt − Xt ]+ (A.12)

which is the same as Eq.(A.3).

A.2



Proof of Proposition 4

The following technical results will be used to prove Proposition 4.
Lemma 2 Let Z and W ≥ 0 be random variables. Then E(W ) + E(Z)+ ≥ E(W + Z)+ .
Proof: Let I(A) represent an indicator function; i.e.,


 1, if A is true
I(A) =

 0, if otherwise.
Then







E(W ) + E(Z)+ = E W · I(Z ≥ 0) + E W · I(Z < 0) + E Z · I(Z ≥ 0)




E(W + Z)+ = E (W + Z) · I(Z ≥ 0) + E (W + Z)+ I(Z < 0) ,

and
o

n
E(W ) + E(Z)+ − E(W + Z)+ = E I(Z ≥ 0) E(W ) + E(Z) − E(W + Z)
o

n
+
+ E I(Z < 0) E(W ) − E(W + Z)

 

= 0 + E(W ) − E(W + Z)+ · E I(Z < 0)




= E W · I(Z < −W ) + E (W − W − Z) · I(−W ≤ Z < 0) .

In the last line, the first term is nonnegative since W ≥ 0 is a stated condition of
Lemma 2; the second term, E(−Z), is also nonnegative since Z < 0 is the applicable
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range for Z of that term. Thus the last line is nonnegative since it is the sum of two
nonnegative terms. 
Lemma 3 Let Z be a random variable and u ≥ 0 a constant. Then E(Z)+ − u ≤
E(Z − u)+ .
The proof for Lemma 3 is the same as the proof for Lemma 2 with −u replacing W .

Proof of Proposition 4: To distinguish between the single and infinite vehicle models, let Vt∞ (i, u, w) denote the optimal value (i.e., minimum expected shortage) from
period t onward when there is an infinite number of vehicles. Then

VT∞ (1, u, w) = E(XT − u − w)+ .

(A.13)

To prove the result (that CD is an optimal policy when the number of vehicles is infinite), we must show that vt∞ (1, u, w, 0) − vt∞ (1, u, w, 1) ≥ 0 for all (1, u, w) and
t = 1, . . . , T , where vt∞ (i, u, w, a) is the value of action a ∈ {0, 1} from period t onward when the state at decision epoch t is (i, u, w). We first show that the result holds
for period T − 1, and use induction to show that it holds for all t. Again, let I(·) denote
the indicator function. Then
h
i
vT∞−1 (1, u, w, 0) = E(XT −1 − w)+ + E VT u + Y, [w − XT −1 ]+
nh
i
o
= E 0 + VT (u + Y, w − XT −1 ) · I(XT −1 < w)
nh
i
o
+ E (XT −1 − w) + VT (u + Y, 0) · I(w ≤ XT −1 < u + w)
nh
i
o
+ E (XT −1 − w) + VT (u + Y, 0) · I(XT −1 ≥ u + w)
h
i
+
= E (XT − u − Y − w + XT −1 ) · I(XT −1 < w)
nh
io
+
+ E (XT −1 − w) + (XT − u − Y ) · I(w ≤ XT −1 < u + w)
nh
io
+ E (XT −1 − w) + (XT − u − Y ) · I(XT −1 ≥ u + w) ; (A.14)
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and,
h
i
vT∞−1 (1, u, w, 1) = E(XT −1 − u − w)+ + E VT Y, [u + w − XT −1 ]+
nh
i
o
= E 0 + VT (Y, u + w − XT −1 ) · I(XT −1 < w)
nh
i
o
+ E 0 + VT (Y, u + w − XT −1 ) · I(w ≤ XT −1 < u + w)
nh
i
o
+ E (XT −1 − u − w) + VT (Y, 0) · I(XT −1 ≥ u + w) .
h
i
= E (XT − Y − u − w + XT −1 )+ · I(XT −1 < w)
nh
io
+ E (XT − Y − u − w + XT −1 )+ · I(w ≤ XT −1 < u + w)
nh
io
+ E (XT −1 − u − w) + (XT − Y )+ · I(XT −1 ≥ u + w) . (A.15)

Let ∆vt∞ = vt∞ (1, u, w, 0) − vt∞ (1, u, w, 1), W = XT −1 − w, and Z = XT − Y (these
substitutions are purely cosmetic and are intended to make the equations shorter and
easier to read). Then
nh
i
o
∆vT∞−1 = E (W + Z − u)+ − (W + Z − u)+ · I(W < 0)
nh
i
o
+ E W + (Z − u)+ − (W + Z − u)+ · I(0 ≤ W < u)
nh
i
o
+ E W + (−u + Z)+ − (W − u) + Z + · I(W ≥ u) .

(A.16)
(A.17)
(A.18)

Equation (A.16) reduces to zero. Equation (A.17) is nonnegative due to Lemma 2, and
Equation (A.18) is nonnegative because of Lemma 3. Hence, ∆vT∞−1 ≥ 0, which shows
that the result stated in Proposition 4 holds for t = T − 1. In order to state the inductive hypothesis, we introduce some additional notation, including W = X − w, and
Z = X − Y . Let
nh
i
o
∆vt∞ (W < 0) = E Vt (u + Y, −W ) − Vt (Y, u − W ) · I(W < 0)
(A.19)
nh
i
o
∆vt∞ (0 ≤ W < u) = E W + Vt (u + Y, 0) − Vt (Y, u − W ) · I(0 ≤ W < u)
(A.20)
nh
i
o
∆vt∞ (W ≥ u) = E W + Vt (u + Y, 0) − (W − u) − Vt (Y, 0) · I(W ≥ u) . (A.21)
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Then the inductive hypothesis can be stated as follows:

∆vt∞ (W < 0) = 0

(A.22)

∆vt∞ (0 ≤ W < u) ≥ 0

(A.23)

∆vt∞ (W ≥ u) ≥ 0.

(A.24)

Observe that the sum of equations (A.19), (A.20), and (A.21) is ∆vt∞ . Thus equations
(A.16), (A.17), and (A.18) necessarily imply that ∆vt∞ ≥ 0, which in turn implies that
Vt∞ (1, u, w) = vt∞ (1, u, w, 1). Given this inductive hypothesis, we need to show that
equations (A.16), (A.17), and (A.18) hold for t = t − 1. For t − 1, we have
n
o
+
= E(W ) + E Vt u + Y, [−W ]
nh
i
o
= E 0 + Vt (u + Y, −W ) · I(W < 0)
nh
i
o
+ E W + Vt (u + Y, 0) · I(0 ≤ W < u)
nh
i
o
+ E W + Vt (u + Y, 0) · I(W ≥ u)

(A.25)

n
o
∞
vt−1
(1, u, w, 1) = E(W − u)+ + E Vt Y, [u − W ]+
nh
i
o
= E 0 + Vt (Y, u − W ) · I(W < 0)
nh
i
o
+ E W + Vt (Y, u − W ) · I(0 ≤ W < u)
nh
i
o
+ E (W − u) + Vt (Y, 0) · I(W ≥ u) .

(A.26)

∞
vt−1
(1, u, w, 0)

+

From Equations (A.25) and (A.26), we have
i
o
Vt (u + Y, −W ) − Vt (Y, u − W ) · I(W < 0)
(A.27)
nh
i
o
∞
∆vt−1 (0 ≤ W < u) = E W + Vt (u + Y, 0) − Vt (Y, u − W ) · I(0 ≤ W < u)
(A.28)
nh
i
o
∞
∆vt−1
(W ≥ u) = E W + Vt (u + Y, 0) − (W − u) − Vt (Y, 0) · I(W ≥ u) . (A.29)
∞
∆vt−1
(W < 0) = E

nh
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It directly follows from the inductive hypothesis given by Equations (A.16), (A.17), and
∞
∞
∞
(A.18) that ∆vt−1
(W < 0) = 0, ∆vt−1
(0 ≤ W < u) ≥ 0, and ∆vt−1
(W ≥ u) ≥

0. Therefore, ∆vt∞ ≥ 0 for all t, which means that Vt∞ (1, u, w) = vt∞ (1, u, w, 1) and
π ∗,∞ (1, u, w) = π CD,∞ (1, u, w) = 1.
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