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ABSTRACT 

The goal of this research is to establish a means for terrestrial testing and model 

verification for heliogyro solar sail technology. A simplified testbed was in place but utilized 

unrealistic flight hardware and software, including a low resolution stepper motor with 

incomplete range of motion, a camera located at an unrealistic tracking angle, and a LabView-

based control system. The work presented here is meant to enable macro-scale controls and 

dynamic testing for blade specimens, whereas previous experiments have been primarily 

theoretical and have used small-scale physical apparatus solely for dynamic property validation. 

Additionally, two control methods showcasing the use of this system are to be developed and the 

results reported. 

The hardware and software systems were replaced with a realistic flight motor, a camera 

for target tracking using a realistic location, and light Python control program capable of being 

used on a micro-computer platform. Several methods for target tracking were investigated, and 

hue, saturation, value filtering was chosen as the most reliable and accurate method under the 

current sensing conditions. A test blade specimen was designed and built with design variables 

chosen such that its dynamic properties matched that of a portion of the NASA heliogyro 

concept, HELIOS. System identification with several pitch profiles yielded useful dynamic 

information about the system. The system remains in the linear range for all collective profiles, 

while cyclic profiles show significant nonlinear behavior. Open loop input shaping was chosen 

as the control method for collective profiles and showed up to 93% residual vibration reduction 
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in pitch maneuvers of up to 45 degrees. A model-referenced feedback approach was chosen for 

cyclic control and was shown to be effective for reference tracking of cyclic maneuvers of up to 

60 degrees. In all cases the model was capable of driving the magnitude of oscillation to at least 

90% of the desired magnitude, easing the burden on the feedback control to the final 10%.
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 INTRODUCTION & PREVIOUS WORK 

Mankind’s interest in space predates recorded history, but true exploration began in the 

late 1950s. Massive technological leaps have been made since then but propulsion has remained 

much the same. Chemical and electrical propulsion have been the chief methods to date, but they 

are limited by the fact that they must expend fuel to create an impulse. Solar sails are a novel 

spacecraft propulsion method that is not burdened by this limitation. They directly harness the 

momentum of solar photons, a practically limitless resource, for useful mechanical force. Solar 

sails accomplish this by unfurling large reflective membranes on the order of hundreds or even 

thousands of square meters which can be manipulated for attitude and orientation control. Figure 

1.1 is a free body diagram of the interaction between a beam of photons and a solar sail 

membrane (C. R. McInnes, 2004). 

 

Figure 1.1 Transfer of photon momentum. 
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1.1 The Case for Solar Sails 

Solar sails offer several unique advantages over traditional propulsion methods. Most 

notably, they do not require a fuel to create propulsion. The only required propellant for a 

spacecraft using solar sail propulsion is that which is necessary to escape the atmosphere and a 

reach a stable orbit. The importance of this is illustrated in a study by Richard Blomquist. He 

cites a theoretical mission to Mars in which the payload is 5 tons. The required fuel to escape 

Earth would then be 9.3 tons. Included in the 5 ton payload is just enough fuel to gather a 1 kg 

sample from Mars and return the spacecraft to Earth. If the interplanetary propulsion method is 

instead a solar sail with nominal acceleration of 0.6 mm/s2 and sail thickness of 8 micrometers, 

then the solar sail would weigh a considerable amount, 12.8 tons, but the only required fuel in 

the payload would be that which is necessary to return the sample from the Martian surface to 

the orbiting spacecraft, and the mass of that sample could be as large as 200 kg. Blomquist also 

quotes that a sail with thickness of 2 micrometers could fulfill the same purpose and only weigh 

1.25 tons (Blomquist, R, 1990). It is easy to imagine then a solar sail making trips back and forth 

between Mars and Earth, ferrying payloads that only have to carry enough fuel for surface to 

orbit missions. The cost and weight savings in such a case would be massive. 

In addition to their propellant-less nature, solar sails are also capable of interesting orbits 

that propellant-bound propulsion methods cannot feasibly achieve. So called “Halo” orbits, a 

non-planetary orbit requiring station-keeping thrusts, are a good example of this. As solar sails 

can create a constant thrust to offset the gravitational pull of a planet, they are an excellent 

propulsion method for orbits that require orbit raising. Daniel Guerrant enumerated many 

mission concepts that were either enabled or enhanced by solar sail technology. Examples 

include Geostorm, which will shift the Lagrangian stability point for a satellite between Earth 
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and the sun toward the sun for increased solar storm warning time, and Polesitter, which hovers 

above one of the Earth’s pole for continuous communication capabilities (Guerrant, Daniel 

Vernon, Dale A. Lawrence, and W. Keats Wilkie., 2015). 

Finally, the constant acceleration nature of solar sails means that the longer a mission is, 

the more efficient and competitive the technology becomes, when compared to other propulsion 

methods. Richard MacNeal, considered the father of the heliogyro solar sail, created a graph of 

this efficiency relationship measured as specific impulse vs the number of mission days. As seen 

in Figure 1.2, solar sails will outstrip all methods by 1,000 mission days, and chemical 

propulsion earlier than 100 days in, though these numbers are affected by the possible 

characteristic acceleration of the sails (R. H. MacNeal, 1971). 
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Figure 1.2 Comparison of solar sail efficiency with that of other propulsion methods(R. H. MacNeal, 

1971). 
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The primary drawback of solar sails is that the solar radiation pressure is a micro-

pressure, 4.56 𝜇Pa at 1 AU (McInnes, Colin R., 1999). This means that a very large sail area is 

required for useful acceleration, and with large structures come weight and stability issues. 

1.2 The Case for Heliogyros 

There are three structural types for solar sails: supported square sails, spinning 

disk/square sails, and heliogyro sails. The supported square sail consists of four triangular pieces 

connected by two large support booms in an “X” shape. The booms give structural support and 

make this one of the more stable solar sail structures. Figure 1.3 shows two ground test examples 

of this structure. This is the only solar sail structure that can be feasibly ground-tested due to its 

supports. One major drawback, however, is weight. While feasible for small satellites, the 

support weight quickly begins to dominate the sail weight with increasing sail size (Guerrant, 

Daniel Vernon, Dale A. Lawrence, and W. Keats Wilkie., 2015). Blomquist further elaborates 

difficulties with the square sail, saying “Not only is stowage and deployment tricky for a square 

sail, but the dynamics are very complicated and not well understood.” Any snags in the 

complicated deployment process could rip the sail, making it useless or worse, destabilizing the 

spacecraft. Additionally, uncertainties in the center of pressure for each segment require large 

vanes, “perhaps comparable in size to the entire sail,” for control surfaces (Blomquist, R., 1990).  
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Figure 1.3 ATK (left) and L’Garde (right) solar sail demonstrators (Johnson, L., Young, R., 

Montgomery, E., Alhorn, D., 2010). 

The spinning sail is similar to the square sail, except it eliminates the necessity for 

structural support by spinning the satellite. Figure 1.4 shows Ikaros in space, an example of the 

spinning disk sail. The disk sail is unrolled and stabilized using centrifugal forces. The spinning 

evens out uncertainties in the center of pressure. The drawbacks for the spinning sail are that 

packing and unpacking the sails are still very difficult, and attitude control relies on a technology 

that is not yet fully developed. Thin-film LCDs switch the reflectivity on and off for exterior 

portions of the sail. When synchronized with the satellite spin-rate this gives orientation control 

(Guerrant, Daniel Vernon, Dale A. Lawrence, and W. Keats Wilkie., 2015). However, these 

LCD’s are still too heavy and cannot change the reflectivity enough for the technology to be used 

for more than a demonstrator. 
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Figure 1.4 Ikaros, an example of the spinning sail structure (Tsuda, Y., 2011). 

The heliogyro solar sail is the third type of sail structure. Unlike traditional sails, it does 

not have a single large sail situated around the hub. Instead, it has several blades resembling 

those of a helicopter, but anywhere from a few hundred to several thousand meters in length 

depending on the size of the spacecraft and type of mission. Figure 1.5 is an artist rendering of a 

heliogyro designed to rendezvous with Halley’s Comet. These blades are rolled on spools and 

when a catch is released, the centrifugal force of the satellite unrolls and stabilizes them. Motors 

at the root of each blade can control the blade pitch for maneuvering and orientation. The 

heliogyro maintains the benefits of a spinning configuration, namely low weight, but eliminates 

the packing issue and can scale well. Complications with the heliogyro design include stability 

and controllability for extremely high aspect ratios and lightly damped surfaces. Additionally, 

full-size testing of the heliogyro concept is practically impossible in terrestrial conditions. This 

design was first posed in 1967 by Richard MacNeal (R. H. MacNeal, 1971). 
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Figure 1.5 Heliogyro solar sail artist rendering (Wilkie, W. Keats, et al, 2013). 

1.3 Solar sail pitch profiles 

One reason that heliogyro solar sails are so attractive is that blade pitch profiles for the 

blades can be altered and thus tailored to realize specific navigation goals. There are three main 

pitch profiles that heliogyros use depending on the requisite forces: collective control, cyclic 

control, and  half-period control. These profiles are described below; it is assumed that the 

heliogyro spin plane is face-on to the sun. Additionally, it is assumed that the blades are rigid 

and perfectly specular. 

Collective control rotates all the blades to a constant pitch. This can serve several 

purposes. The angle that they are rotated to modulates the thrust, but no matter the magnitude of 

the angle, the resultant force is still orthogonal to the spin plane. Additionally, collective pitch 

creates a torque in the spin plane that can be used to speed up or slow down the spacecraft spin-

rate. This is particularly important when the blades are being unrolled. The conservation of 

angular momentum dictates that the craft should slow down as the blades get further out, so it is 

essential that there is a torque to mitigate the slowing effect from deployment. 

Cyclic control sinusoidally oscillates the blades’ pitch synchronized with the spin-rate of 

the satellite. This serves to reduce the thrust orthogonal to the spin plane and creates a thrust 
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parallel to the spin plane in a direction that can be chosen by deciding at what angle the sinusoid 

will peak. Cyclic control is crucial for many of the previously mentioned orbits that are unique to 

heliogyro solar sails because it allows spacecraft slewing or strafing as opposed to the spacecraft 

having to rotate to generate thrust parallel to the original spin-plane.  

Finally, half-period cyclic control, known as Half-p, oscillates the blades cyclically, but 

with a period that is double the rotational period of the satellite, that is the blade pitch completes 

one full revolution for every two revolutions of the satellite. This pitch profile eliminates the 

force parallel to the spin plane but creates a torque out of the spin plane that can precess the 

entire spacecraft and is essential for 3-axis control. Guerrant created a graphical demonstration 

that is useful to the understanding of these three profiles, seen in Figure 1.6. 

 

Figure 1.6 Depiction of heliogyro pitch profiles (Guerrant, Daniel Vernon, Dale A. Lawrence, and W. 

Keats Wilkie, 2015). 

1.4 Heliogyro Complications 

Heliogyro solar sails come with their own set of unique problems, compounded by the 

fact that it is impossible to do full-scale ground testing. The high aspect ratio of the blades and 
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flexible nature of the material used means that the controllability problem is a difficult one. The 

blades are stiffened centrifugally, but this effect does not make them immune to disturbances. 

The solar radiation pressure (SRP) acts to curl the blades. To address the curling and add 

torsional stiffness, one design utilizes lightweight carbon battens placed at intervals along the 

length of the blade (Blomquist, R., 1990). There are many concepts to add blade stiffness; the 

next section will cover the design used for this research. In addition to SRP disturbances, there 

are also significant concerns about coupling between spacecraft and blade dynamics as well as 

between the different forces on the blades themselves due to the rotational nature of the system. 

In certain conditions, namely small flapping angles, this coupling can be safely ignored (R. H. 

MacNeal, 1971). There has, however, been continued work by NASA Langley Research Center 

to identify the fully-coupled equations of motion and the extent of each coupled term. The 

primary concern of these studies is the stability of the system. In traditional aircraft this type of 

dynamic stability problem is termed the aeroelasticity or flutter problem, but given the nature of 

this system it is instead deemed a solarelasticity problem. 

Further research has been performed on root-pitch actuation and the associated 

complications. As the material is quite flexible and lightly damped, it is desirable to artificially 

add damping to the blade through the root pitch actuator. The difficulty with this is that the 

control torques necessary to add such damping are on the order of 2𝜇Nm, which are small when 

compared to friction torques associated with the motor. Sarah Smith investigated multiple 

actuator systems in her thesis on the topic (Smith, Sarah Mitchell, and Dale A. Lawrence, 2015). 

She ran several simulations comparing different control methods for dual actuator systems. Her 

finite element model was verified with an experimental test of the properties of a miniature blade 

in vacuum, but all control was simulated. 
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1.5 Current Heliogyro Concept 

Following the relatively recent success of the JAXA IKAROS in late 2010, the first 

spacecraft to successfully demonstrate solar sail technology, a renewed interest in heliogyro solar 

sails has been fostered. NASA plans to launch HELIOS (High-performance, Enabling, Low-cost, 

Innovative, Operational Solar sail) circa 2020 and has a proposed design based on the MIT 

heliogyro concept from 1989 (Blomquist, R., 1990). HELIOS is proposed to be a 6 blade 

heliogyro solar sail. Each blade will be 220m long and 0.75m wide, for a total sail area of 990 

m2. The blades will be made of commercially available aluminized Mylar with a thickness of 

2.54 𝜇m. The total spacecraft weight, will be 18.3 kg, including the 5 kg of sail weight, and it 

will have a characteristic acceleration on the order of 0.5 mm/s2, high enough to enable manned 

solar sail missions. HELIOS spin rate at full deployment will be 1 rpm, but at deployment an 

initial spin rate on the order of 6 rpm is required for stability of initially shorter blades. The 

primary objectives for HELIOS are demonstration of heliogyro technology and validation of 

structural dynamics and previous models (Wilkie, W. Keats, et al, 2013). The HELIOS design 

separates each blade into 7m bays, each separated by a carbon fiber batten. The inboard side of 

the sail is connected to the batten by a shear compliant border in the chord-wise direction, while 

the outboard side of each bay is connected to the batten by a constant-tension border. The 

constant tension requirement ensures that while the local stresses in a given bay may vary, each 

bay should have roughly the same average stress. Two multi-filar tendons will run the length of 

the outsides of each blade. The centrifugal force of all the sail material, battens, and tendons will 

be offloaded into the tendons, with only enough tension in the sails to keep them from billowing 

under SRP forces. Off-loading the forces into the tendons simplifies the dynamics of the system 

and increases torsional rigidity by a factor of three compared to having the sail material bear the 
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load. In fact it causes the system to behave much more like a rope ladder than a distributed 

tension membrane (W. K. Wilkie, et al, 2014). Figure 1.7 shows a concept of a single sail bay 

attached to the central hub. 

 

Figure 1.7 HELIOS blade concept. 

1.6 Research Goals and Expected Contributions 

There have been numerous other investigations and research projects in the area of 

heliogyro solar sails, but most of them fall into the realm of simulated or theoretical works. 

Those that have used real systems, generally have done so only for finite element model 

verification, and none have used a system that is on the scale of a real blade. This has created a 

need for an investigation into sensing and actuation of a large-scale demonstrator, both from a 

hardware and software perspective. An initial testbed system was created for larger-scale testing, 

but it included only basic components and admittedly planned for experiments to “be performed 

with increasingly more flight-like actuator and camera hardware and control software.” (Wilkie, 

et al, 2015). It utilized a basic stepper motor from an Arduino kit and a gear with limited range of 

motion. Sensing was performed with a camera that was in a location that would be impossible 
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for real spacecraft, and the control program was written in LabView, which NASA believes is 

too complex and takes too much processing power for use on a micro-computer in space 

applications. 

The goals of this research are to transition the testbed into a system with increasingly 

flight-like hardware and software, that is usable for future dynamic testing for any input profile 

and several blade types. It is the desire of NASA that the hardware be as close to flight-ready as 

possible and that the software be appropriate for use on a low-computational power micro-

computer that could fit onboard HELIOS. For this work, the sensing and actuation apparatus will 

be built around a mock heliogyro “rope ladder” design. The mock blade will have natural 

frequency matched to that of the HELIOS design concept blade, but will hang under 1 g to 

simulate the centrifugal forces provided by spinning. System identification will be performed to 

analyze the dynamic response of this system under several input profiles, both collective and 

cyclic. Using the dynamic information made available through testing, controllers will be 

designed for both collective and cyclic control maneuvers. These controllers will showcase the 

actuation and sensing capabilities of the system. This system will be the first macro-scale testbed 

for heliogyro control and dynamic property verification, it will provide valuable data, and it will 

enable future testing. 
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 INSTRUMENTATION & EXPERIMENTAL SETUP 

It is useful first to describe the physical apparatus which was built to provide reference 

for the techniques implemented in later chapters. This represents a fundamental effort of this 

research. Past work has focused on theoretical simulations and has not dealt with sensing issues 

or the complications real hardware brings. Even experiments on the subject have been only to 

verify modal properties, using small-scale test apparatus. There have been no large scale control 

effects with flight-like sensing and full range actuation. This chapter will cover the 

instrumentation aspect of signals received and created in this work and discuss several 

complications that arose and were overcome. It is the hope of the author that this section be read 

by future researchers to give an insight into how the system functions, what mistakes were made, 

and how to avoid repeating those same mistakes. 

2.1 Instrumentation 

The system used for sensing and control consists of several parts. The main pieces are a 

computer running a python script, an Arduino Uno and circuit-board, a Maxxon motor and 

controller, the rope ladder setup, and a camera. Figure 2.1 shows a block diagram of the system 

and its connections.
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Figure 2.1 Block diagram of system. 

 The root of the ladder hangs from a horizontal piece of extruded aluminum bar that is 

suspended roughly 8 meters in the air on the third story of a scaffold. Also on the piece of 

aluminum are the motor, motor controller, and the board that handles the wires coming from 

below. This setup is seen in Figures 2.2 and 2.3. The 24 V power supply sits at floor level on the 

scaffold. The camera is also on the third floor, in plane with the motor and controller and offset 

roughly a meter from the center of rotation. The power supply for the motor is grounded into the 

motor control board. All signal wires and grounds wires wind vertically down to the circuit board 
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below where they share a common ground. Since the cabling is roughly 8 meters long in a noisy 

environment it is shielded and the shields drain into ground as well. The camera Ethernet cable 

also drops the 8 meters but goes directly to the computer. From the circuit, the signals are 

received by the Arduino Uno, which is communicating with the computer through its serial port. 

The computer is running the Python program which performs the computer vision algorithm and 

control signal generation, which it sends to the Arduino to perform motor control, seen in Figure 

2.4. 
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Figure 2.2 Entire apparatus. Gear train and motor picture at top. Rope ladder connecting root to tip. 

Camera at bottom. Edge tendons outlined in blue so they are visible. 
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Figure 2.3 Gear train from motor to root, motor and controller. 

 
Figure 2.4 Arduino Uno and circuit board. 
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2.2 Motor and Controller Specifications 

The motor is a 15 watt brushless DC motor with nominal voltage of 24 Volts and current 

draw between 0 and 0.5 amps. The power source for the motor is a simple DC power supply. The 

motor has a no-load speed of 4530 rpm but in this case was limited to 4000rpm. The power 

supply is attached through the motor control board, as are all input/output signals.  

The motor controller comes with software for parameter tuning and selection of digital 

and analog inputs and outputs. It is important to note that this is truly a speed controller and so its 

parameters are designed around that use. The acceleration/deceleration can be chosen as a 

constant value or can be unlimited by the controller. If unlimited, the controller will pull as much 

current as is necessary, up to the controller limit, to get to the desired set speed as quickly as 

possible. In preliminary trials the acceleration was limited to 2000rpm/s, meaning a 4 second 

time period to get from full speed clockwise to full speed counter clockwise. This helped smooth 

out quick jumps in demand speed, but also limited the motor. It was subsequently decided that it 

would be better to remove the acceleration limitation and instead smooth the transition by issuing 

smooth commands instead of by having the motor be limited by its speed controller. 

2.3 Arduino and Circuit Signal management 

Turning the motor on/off and changing its direction are controlled by two digital input 

pins on the motor that are connected to two digital output pins on the Arduino. These run only 

HIGH or LOW, corresponding to 5 or 0 volts respectively. The set speed of the motor is decided 

by an “analog” input. In truth this is a pulse-width modulated (PWM) 0 to 5 volt signal. The 

motor controller is very specific and requires a PWM frequency of 53.6 KHz. Variation in the 

PWM frequency of about 1 KHz in either direction can be tolerated, but further than that and the 

motor will not read the signal properly at all and will not move as commanded. The analog input 
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(+) terminal is compared to an analog input (–) terminal that in this case is connected to ground. 

The motor controller has three Halls-effect sensors it uses to measure the direction and speed of 

the motor. In the motor software, the user can select a scaling factor between current speed and 

output voltage. In this research, speeds of -4000 to 4000 rpm were scaled to -4 to 4 volts. It is 

important to note that this scaling must be uniform for positive and negative values i.e. a range of 

-4000 to 4000 rpm cannot be mapped to 0 to 4 volts. This voltage is produced and made 

available on an analog output pin of the controller.  

Each of the relevant pins mentioned above were connected to wires and run down to the 

station at the bottom of the research area for connection to the Arduino. The Arduino has pins on 

it capable of producing and reading signals, though there are some limitations. Arduino analog 

pins are only capable of reading positive voltages in the range of 0 to 5 volts. This range is scaled 

by the Arduino into a ten bit number ranging from 0 to 1023. This requirement means that the 

speed reading voltage from the motor controller had to be shifted and scaled. This was performed 

with a voltage divider, using the 5 volt power source of the Arduino as an offset voltage source. 

Figure 2.5 below shows a diagram of the circuit. 

 

Figure 2.5 Circuit diagram of the voltage divider and scaler. 
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Vs is the 5 volt power supply from the Arduino. Ve is the excitation voltage from the motor 

controller, and the resistor values R1, R2, and R3 are 20.05, 15.93, and 79.09 Kohms 

respectively. These values scaled the excitation voltage to -0.005 to 4.000 Volts, a range that can 

be read by the Arduino with little clipping error on the low end. The ground pin of the Arduino, 

motor controller, and power supply were all connected to form a common ground. 

 The signal production of the Arduino also has limitations. Arduino’s default PWM signal 

generator runs at 490 Hz, far too low for the motor. To increase this signal frequency the internal 

clock of the Arduino must be accessed. The following specifications are unique to the Arduino 

Uno. Its base clock speed is 16 MHz. With a required speed of 53.6 KHz, this means that the 

clock can count 298 times before the next cycle begins. This means that there are 298 possible 

times to turn the PWM signal off, corresponding to 298 possible duty cycle increments. The 

Arduino also has two PWM modes: phase-correct and fast. When using fast, the full resolution 

mentioned previously is available, but there are drawbacks. In fast mode, a duty cycle of 0 still 

corresponds to (0+1)/max_duty_cycle. So a 0 input signal will still produce a voltage. Phase-

correct PWM has a true 0 output and is generally deemed as better for motor control 

applications. Unfortunately, when using phase-correct mode, the clock speed is prescaled by a 

factor of 1/2, further reducing the duty cycle resolution. Both methods were tried but the motor 

reacted poorly to fast PWM, so phase-correct PWM was selected with 150 duty cycle 

increments. This corresponds to an input frequency of 53.33 KHz. For more information on 

accessing the Arduino’s internal timers for this purpose see references (Redecker, Christoph.) 

(Shirriff, Ken, 2009). 

When running the wire from the computer at ground level nearly 30 feet up to the root 

actuator, initially the PWM signal, ground, and analog signal cable were all in the same shielded 
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cable. The PWM wire, however induced a relatively strong voltage in the ground wire and 

created a strong ground noise issue. This issue affected not only what the motor was reading as 

the demand speed, but also what the Arduino read as the actual motor speed. By running the 

PWM signal in its own shielded wire, this issue was eliminated. 

A drawback of the Arduino is that its communication with the computer is limited to 

serial communication. This protocol can only communicate one-way, and while transferring data 

to the Arduino, the serial monitor cannot be accessed on the computer. So the pin values cannot 

be printed out or viewed if the Python program is sending signals to the Arduino, which in this 

case it must for motor control. 

2.4 Sensing and Actuation Resolution 

 Many conversions and scaling factors are introduced in from the preceding scaling of 

signals so now is a good time to stop and compute the resolution on signal production and 

measurement. First, the resolution of the actuation signal will be calculated. The range of the 

available duty cycle increments is 0 to 150. This scales to a voltage of 0 to 5, which in turn 

demands a motor speed of 0 to 4000 rpm. The direction is handled by a digital switch, so the 

speed is uni-directional. The motor has a 625/331776 gear ratio from motor to shaft, and the ratio 

from shaft to root is 1:1. Thus the resolution on root control is as follows: 

5 𝑣𝑜𝑙𝑡𝑠

151  𝑑𝑢𝑡𝑦 𝑐𝑦𝑐𝑙𝑒
×

4000 𝑚𝑜𝑡𝑜𝑟 𝑟𝑝𝑚

5 𝑣𝑜𝑙𝑡𝑠
×

625 𝑠ℎ𝑎𝑓𝑡 𝑟𝑝𝑚

331776 𝑚𝑜𝑡𝑜𝑟 𝑟𝑝𝑚
=

0.05 𝑠ℎ𝑎𝑓𝑡 𝑟𝑝𝑚

1 𝑑𝑢𝑡𝑦 𝑐𝑦𝑐𝑙𝑒 
 

The resolution for the sensing of motor speed also must be calculated. The motor 

controller outputs a -4 to 4 volt signal corresponding to -4000 to 4000 rpm. This signal is scaled 

to 0 to 4, and the Arduino reads a 0 to 5 volt signal as an analog tick value of 0 to 1023. The 
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speed read is also the motor speed so the gear ratio is again applied. Thus the sensing resolution 

is as follows: 

8000 𝑟𝑝𝑚

8 𝑉𝑜𝑙𝑡𝑠
×

8 𝑉𝑜𝑙𝑡𝑠

4 𝑉𝑜𝑙𝑡𝑠
×

5 𝑉𝑜𝑙𝑡𝑠

1024 𝑎𝑛𝑎𝑙𝑜𝑔 𝑡𝑖𝑐𝑘𝑠
×

625 𝑠ℎ𝑎𝑓𝑡 𝑟𝑝𝑚

331776 𝑚𝑜𝑡𝑜𝑟 𝑟𝑝𝑚
=

0.018 𝑠ℎ𝑎𝑓𝑡 𝑟𝑝𝑚

1 𝑎𝑛𝑎𝑙𝑜𝑔 𝑡𝑖𝑐𝑘
 

2.5  System Timing 

Initially, timing between the Arduino and Python scripts caused issues. If the two 

programs run at slightly different rates, the sampled data eventually develops a significant 

discrepancy in its time value. Even a difference in program time of a millisecond proved to be an 

issue. To solve this issue, the Arduino was used only to create the PWM and direction signal for 

the motor and the brunt of the code was moved to the Python program. The Arduino would then 

wait for a command from the python program through the serial port and when it receives that 

signal, it drives the motor at that speed until the next signal is received. So the timing of the 

Arduino program was effectively circumvented and the overall system timing is effectively 

controlled by the Python program. 

The overall time that the Python program takes to run is on the order of 100ms. The 

majority of the time is dominated by the frame rate of the camera. The entire rest of the program 

– image processing, computer vision algorithm, model calculation for reference, control signal 

production, and communication to the Arduino – takes roughly 10 to 15 ms. For the image to be 

light enough for human eyes, the exposure time has to be at least 75ms in the current lighting 

conditions. It is not necessary for it to be quite this light for the HSV filtering, but the cameras on 

the real system will be dual purpose in that they will take images for media purposes and for 

control purpose so keeping the images visible to the human eye is a goal. In this research, the 

program time was not a limitation. 100 ms program time is equivalent to a 10 Hz sampling rate. 
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With a driving frequency of 0.1 Hz, this is 100 samples per period, well above the Nyquist 

limitation. However, if faster sampling is required for future trials, the first place to go to 

increase the frequency is the camera frame rate. 

This chapter has presented the electromechanical hardware which is necessary for 

sensing and actuation of the system. It has been described with the purpose of allowing 

recreation of this system by someone with basic knowledge of the components and this text. The 

next chapter will further describe the computer vision algorithm used for this research and the 

experiment testing the efficacy of said algorithm. 
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 STATE SENSING THROUGH VIDEOGRAMMETRY 

Control of any system relies on two main parts: actuation and sensing. For the heliogyro 

solar sail sensing is especially difficult due to the nature of the blade. With lengths anywhere 

from 200 m to 7,500 m and very specific structural properties, the blade requirements impose 

stringent restrictions on what type of sensing can be used. Each seven meter bay of blade 

material weighs approximately 18 grams, and the effectiveness of the propulsion method is 

dependent on keeping the blade weight to a minimum. To compound matters, there is no 

infrastructure for the transmission of signals along the blade length. The edge tendons have been 

investigated for this purpose but once again it is crucial to keep them as small a thickness as 

possible to limit the extra weight. For the above reasons, it has been determined that adding the 

physical infrastructure necessary to add sensors to the blade is undesirable and that non-

coincident sensing should be investigated.  

 The use of cameras as sensors is gaining popularity and poses a particularly 

attractive solution in this situation due to its alignment with the restrictions imposed by the blade 

material. If a hub camera could capture dynamic information effectively, it would be a preferable 

solution as it has no effect on the dynamics of the sail and adds minimal overall weight to the 

spacecraft because it does not require long lengths of wiring. The spacecraft will also likely have 

cameras on board for public media reasons, which further increases the attractiveness of this 

option as it allows for dual-purposing. 
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For readers less familiar with computer vision and image processing techniques appendix 

sections A.1-A.5 outline basic image processing components and techniques used. 

3.1 Physical Requirements 

An analysis of the dynamics of solar sail blade simulations performed in this research 

effort indicates that the first natural frequencies are on the order of 0.2 Hz, indicating a Nyquist 

frequency is 0.4 Hz. These frequencies have been validated by the hanging model, described in 

Section 3.2. This frequency indicates a hard limit for the frame rate of the camera and computer 

vision algorithm, although realistically five times the Nyquist limit will be the goal for tracking 

speed. Ideally, the camera would be able to determine the exact shape of the blade along its 

length for at all distances. Realistically, there will be a maximum range to the camera, and it will 

have to track discrete points or targets inside that range. Discrete point tracking will limit the 

amount of state information that the camera can transmit back to the controller and will therefore 

affect the selection of the most appropriate control method for the system. An in-depth study is 

necessary to determine how far out sensing can effectively occur and the accuracy with which it 

can track a heliogyro blade, as these will determine available control methods. 

Additionally, the out-of-plane height of the camera will affect its viewing angle and 

distance from the point of interest. This necessitates a study of the relationship between the 

height of the camera, and the radial distance of the point of interest. The height of the camera is 

currently undetermined but there are general design guidelines. The height of the satellite will be 

at least 0.75 meters, requisite of blade width. This indicates that the camera will have, at a 

minimum, a 0.375 meter offset from the plane of the blade. It is also possible to mount the 

camera onto a boom to extend this range. Ideally this boom will be as short as possible, while 

still providing the camera the necessary viewing angle to see the desired distance. The desire is 
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to keep the boom short for more controllable dynamics and weight reduction. An initial estimate 

from NASA Structural Dynamics at Langley, indicated that a boom over 2 meters would 

necessitate a deployment mechanism that would drastically increase weight and complicate the 

system, so 2 meters was set as a soft cap. An experiment was performed to investigate the 

distance accuracy of computer vision techniques while also taking note of the effect of height on 

the system. See Section 3.4 for further details.  

3.2 Initial Algorithm 

During the preliminary design and build phase of this research, a place-holder computer 

vision algorithm was developed. It laid the groundwork for future methods, and allowed initial 

insight into whether computer vision was a viable tracking method for this system. 

3.2.1 Red target tracking 

For this method, red paper targets were cut out and placed at the bottom of the 7 meter 

rope ladder. One was placed on the outer edge, where the edge tendon connected to the final 

batten, and one was placed in the center of the final batten. The angle between them was 

measured and used as the twist angle for that distance from the root. The use of the target in the 

middle instead of two edge targets is to de-couple the twist angle from the flapping or in-plane 

motion. Since the central point will not move based on the twist angle of the blade, its horizontal 

movement can be correlated to the in plane motion and its vertical motion will similarly be 

linked to flapping. For the tracking of red targets, the background had to be blacked out, as any 

white or bright light would show up in the red spectrum as well. To accomplish this, black paper 

was laid out below the red targets. This paper was also used for validation of the angle of twist 

that the algorithm returned. It is worth noting that the closer the targets get, the less resolution 

there is on the angle between them. So, if possible, a three target system would be the best way 
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to acquire accurate twist, in-plane, and flapping information. The three targets would be 

positioned on the outer edges, and in the middle, with the outer targets being used for twist. 

Red Target Tracking Algorithm 

1. Grab a region of interest (ROI) 

2. Separate the ROI into RGB components 

3. Blur the red image 

4. Threshold the blurred image 

5. Track the segmented blobs based on size 

When the image is separated, the red image shows up as a grayscale image where the 

redder an object is, the brighter it appears in the gray image. Blurring here serves two purposes. 

There will be noise in the image, or possibly small reflections. Though small, these can be very 

intense and will still show up when thresholded. By blurring, these single bright spots are 

smoothed out and the resultant image is less noisy. Blurring also solidifies the edges of the 

desired targets and smooths the target overall so that it will show up as a solid white circle 

instead of having some possible negative noise inside it. The resultant image has both of the 

targets in it, and to uniquely identify the targets, they were made different sizes. Target one was 

identified as smaller than a size threshold and target two was larger than a size threshold. A 

major drawback of this method is that, as the angular velocity increases, the targets can begin to 

show movement blur depending on the velocity and the frame-rate of the camera. This blurring 

degrades the quality of the color which can cause the algorithm to lose the target if the sensitivity 

is not reduced. Even if the targets are not lost, their size changes when they blur, and since they 

are differentiated by size, this causes errors in unique target identification. The pros and cons of 

this strategy are presented here:
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Pros 

 Very fast and simple 

 Worked well as a prototype 

 Can return twist angle, and possibly 

in-plane and flapping 

 

 

 

 

Cons 

 Needs background to be black or at 

least have no white or red colors 

 Targets size can change based on 

velocity and frame-rate, 

complicating target uniqueness 

 Number of targets available is 

limited by size differentiation, 

realistically can only track two to  

three targets 

3.2.2 Angle verification 

An experiment was performed to physically verify the angle that the computer vision 

algorithm claimed the system was at. A protractor was drawn on the table beneath the targets to 

measure the accuracy of the angle. The drawn protractor only had angle markings every 5 

degrees so the maximum resolution was taken as 2.5 degrees. The system was then commanded 

to move 5 or 10 degrees and stop. After it settled the angle was read from the computer vision 

program and from the protractor. The results are summarized in Table 3.1 below. The average 

deviation of the two angles was 0.73. Considering the protractor accuracy, the deviation was 

considered low enough to confirm the use of computer vision as a viable means of testing and 

validated further research into the area. 
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Table 3.1 Angle Validation for computer vision algorithm 

Computer 

Vision Angle (o) 

Protractor 

Angle (o) Deviation (o) 

54.3815 55 0.6185 

38.1183 37.5 0.6183 

28.72 27.5 1.22 

19.5159 20 0.4841 

14.86485 15 0.13515 

10.3052 10 0.3052 

5.77775 5 0.77775 

1.34789 2.5 1.15211 

-2.98 -2.5 0.48 

54.55 55 0.45 

59.86725 60 0.13275 

63.8995 65 1.1005 

68.392 70 1.608 

72.8 75 2.2 

77.805 77.5 0.305 

82.35 82.5 0.15 

86.87995 87.5 0.62005 

average dev. 0.726906471 

  

3.3 Alternative tracking methods 

The relative success of the red target tracking algorithm inspired a more in-depth study 

on different algorithms and their performance. It is important to note that the efficacy of the 

method will be influenced by the dynamics of the blade. If the blade is flapping, not much 

information will be gained by trying to get the lines that define the outer edges or a view of the 

planar surface. However if the blade is straight like a paddle, these could be good techniques. 
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When putting together tracking algorithms, it is necessary to consider how each of the 

tools may fit together to accomplish the end goal. There are many combinations of computer 

vision techniques that could be useful. A few initial combinations were chosen, experiments 

were performed, and the data was analyzed to decide if further experimentation was necessary. 

In depth descriptions of the tracking methods below are supplied in Appendix A.5. 

3.3.1 Alternative 1 – Hue, Saturation, Value filtering 

Filtering in the hue, saturation, value (HSV) color scheme is similar to red target tracking 

but has several advantages. Since HSV can select a specific color range, it can filter out white or 

bright light that could be common in a space environment. As the blade material is reflective and 

silver, which is very close to white, being able to filter this out is a necessity. Additionally, 

several color ranges can be defined, one for each target, so that the targets can be tracked by 

color instead of size. This eliminates the problem of target uniqueness and decreases the effect of 

blurring on target tracking. As each colored target will have its own mask, the largest object in 

the mask can be tracked. This will reduce the effect of noise and allow for the relaxation of HSV 

parameters and filtering. Even if some noise slips through, the desired target should still be the 

largest segmented contour. 

HSV Algorithm 

1. Get ROI 

2. Threshold with HSV to find targets based on color 

a. Tune a specific range of H, S, and V for each target 

3. Filter results with morphological processing 

4. Track the largest blob in each filtered image 
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Pros 

 Targets can be any size (within 

reason) 

 Robust to noise if color ranges tuned 

correctly 

 Targets differentiated by color not 

size (robust to size blurring) 

 

 

Cons 

 Susceptible to background noise that 

is exactly the same color (not 

common) 

 Limited number of target colors 

before ranges begin to overlap 

(estimated 8-14) 

 Target perceived saturation and 

value could change with lighting 

conditions

3.3.2 Alternative 2 – Hu moments 

The use of Hu moment matching has potential as a supplementary tracking method. As it 

requires a binary image as an input, Hu moments requires already segmented targets to be 

effective. Its main use could be, if HSV filtering runs out of colors and more targets are desired, 

colors could be reused provided that they have different shapes and that the targets can be seen 

with enough resolution to distinguish those shapes. It is also possible that the sail material could 

be identified and removed using histogram back-projection. If this was successful then the 

targets and background space would be all that remained and could be more easily segmented 

using thresholding and then Hu moment matching. Hu moments is a relatively fast tracking 

technique because it operates on contours, so no matter the size of the image it simply looks at 

the integer values of the moments of a contour and compares those values to the template 

contour. 
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Hu Moment Algorithm 

1. Segment targets with either color filtering, histogram backprojection, or other method 

2. Calculate moments of target 

3. Use Hu moment matching with the template of a known shape to identify and track 

targets

Pros 

 Rotation and size invariant 

 Gives another layer of depth to target 

tracking, allowing for more targets 

 Much faster than template matching 

with similar concept 

 

 

Cons 

 Requires already segmented image 

 Targets must have recognizable 

shape which could be affected by 

filtering, blurring, or resolution 

limits 

 Image noise will return false 

positives, so denoising becomes 

more important

3.3.3 Alternative 3 – Edge detection with Hough transforms 

The blades should have several strong edges that qualify for edge detection due to their 

silver color and the harsh contrast with the background of black space. The leading and trailing 

spanwise edges of the blade and the black battens that will run parallel to the span are 

particularly attractive. As previously mentioned, detecting the edges of the blade will likely only 

be a useful technique if the blade is uniformly flat, at least locally. In this case, the measured 

angle would be correlated to the flapping angle, noting that this would assume a linear 

distribution or constant flapping or coning angle of the blade in the chord-wise direction. 
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Potentially of more use, is the detection of battens. If detected, the battens would be a good 

indicator of the twist angle at their distance from the root. This method would forego the 

necessity for the addition of targets, decreasing weight and complexity of design. The use of 

battens as targets could, however, complicate camera positioning. As the battens lie in the plane 

of the blade, the camera would have to be higher to view them compared to the targets which are 

currently designed to be orthogonal to the plane of the blade. 

Hough Transform Algorithm 

1. Select ROI 

2. Use edge detector to find strong edges associated with either the sail edges or visible 

battens 

a. Edge detectors could be canny, Laplacian, or sobel 

3. Use Hough line transform to acquire the equation of strong lines in the image

Pros 

 Does not require extra targets 

 Angle is automatically calculated 

from a continuous line instead of two 

targets, increasing robustness 

 

 

 

Cons 

 If flapping occurs, batten could more 

easily be occluded than targets 

 Other lines will make for a noisy 

image, must select tight roi or 

parameters and ensure batten is 

strongest edge 

 Requires camera to be more out of 

plane if looking for batten
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3.4 Experiments 

This section discusses the setup analysis and results of the experiment performed to 

analyze the effectiveness of different computer vision algorithms and camera setups. 

Preliminary, base level experiments were performed to establish parameters for the trials 

discussed here, but meaningful data was not recorded. 

This experiment sought to quantify the effectiveness of the previously mentioned 

methods while varying both camera height and target distance from camera. Additionally angular 

accuracy needed verification for the new methods tried. Preliminary experiments indicated that 

reflections of targets in sail material may be an issue for proper segmentation so for this 

experiment the apparatus used solar sail material wrapped around a cardboard rectangle of 

dimensions 28” x 35”. A layer of black paper was put down under the apparatus to simulate 

black space. Figure 3.1 shows a picture of the experimental setup with the apparatus at 14 

meters. 

 

Figure 3.1 Experiment setup. 

The lighting conditions are noted as being unrealistic. The desire was to verify use and 

distance in well-lit conditions to hone in on useful methods and from there investigate more 
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realistic lighting condition in a dark room with point source light similar to the sun. Three 

different colored targets were punched through the board to sit orthogonal to plane of the blade 

material. Two of these targets were 3” in diameter and one was 5” in diameter. This difference in 

size served as a base indicator of how target size affected target tracking at different distances, 

laying groundwork for future trials. It is practical to measure the differences in size because the 

tip of the sail, the final bay batten, is allowed to have an extra mass of ~200 g which could be 

enough to support a target of significantly larger size than the interior targets. The colors for the 

targets were chosen as cyan, magenta, and yellow. Previous trials showed that the printer had 

difficulty in printing true color compared to what was shown on the computer and what the HSV 

filtering picked up. These colors were chosen because in CMYK (Cyan, Magenta, Yellow, 

blacK) they are pure colors and should come out true when printed, as printers use CMYK ink. 

Table 3.2 shows the theoretical values associated with the color conversion. Note that a 

saturation was chosen of 80%. This was done to give room for light reflections increasing or 

decreasing perceived saturation.  

Table 3.2 Color conversion table. 

Theoretical Colors 
HSV 

Cyan Magenta Yellow 

H 180 H 300 H 60 

S 80 S 80 S 80 

V 100 V 100 V 100 

Note: opencv Hue range 0-180 not 0-360 so divide H 

by 2. 

RGB 
Cyan Magenta Yellow 

R 51 R 255 R 255 

G 255 G 51 G 255 

B 255 B 255 B 51 
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In addition to the targets, a batten was also added to the apparatus, so that multiple 

methods could be evaluated on the same data set. Figure 2.2 shows an image of the test 

apparatus. 

 

Figure 3.2 Test apparatus for Experiment 1. 

The top of the green board seen in the above photo was used as a support to offset the 

angle of the apparatus by a known amount to allow for the correlation of measured angle with 

computer vision angle. The height of the board was measured to be 11
3

16
” and the width of the 

apparatus was 28”, yielding an angle of 23.6 degrees. 

The camera height was set at 0.375, 1, and 2 meters, and distances of 7, 14, and 21 meters 

were used. These values encompass the soft cap for camera height and the distances associated 

with 1, 2, and 3 bays deployed respectively. Each combination of height and distance was used 
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for a total of nine trials. Figure 3.3 illustrates the setup in 2D, with the different target distances 

and camera heights marked with blue squares and dashes respectively. 

 

Figure 3.3 2-D diagram of computer vision experiment. To scale. 

For each trial, a region of interest (ROI) was captured and a picture and video were taken. 

For the video the target started at 23.6 degrees and was rotated down to horizontal over 5 to 10 

seconds. Instead of tracking live, the videos were saved so that multiple algorithms could be run 

on the same data set. Figure 3.4 shows the picture taken from each condition. Starting from the 

left and moving right the images increase in distance 7, 14, and 21 meters. Starting at the top and 

moving down the camera height increases 0.375, 1, and 2 meters. 
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Figure 3.4 Trials 1-9 apparatus. 

It is important to note that for each distance from the root, the camera focus was changed 

so that the targets remained in focus. An initial trial left the focus at 7 meters and no information 

could be extracted for 21 meters, and only limited information was able to be seen for 14 meters. 

Correctly tuning the focus is important because there is no current design for altering the focus 

once the apparatus reaches space. The camera can only be perfectly focused for one distance for 

the duration of its voyage, but it will have an effective focal range around that hyperfocal 

distance and will display decreasing sharpness as the distance from the point increases. 

After recording the videos, it immediately became clear that the batten was not large 

enough to create a strong edge for tracking. The batten used in this experiment is the same size 

as the design flight batten, 0.9mm x 3.1mm x 1016mm, and the only case in which a line could 

be discerned was with 2 meter height and 7 meter distance. Even then it took careful manual 

tuning of parameters and a 10 square pixel region of interest which is impractical for live 
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measurement. Additionally, histogram backprojection did not effectively segment out the sail 

material. This is due to the fact that the sail is reflective and is non-uniform in both color and 

intensity depending on what light is incident upon the sail. 

HSV filtering with morphological processing applied performed well for the majority of 

trials. For each trial, HSV ranges were tuned and different morphological processes were 

performed. The morphological kernel and methods used for filtering changed primarily based on 

the apparent target size which varied with distance. Camera height also played a large role in the 

detection of targets. The primary effect of changing camera height was in the prescense of 

reflections. There were practially no detecable reflections for the 0.375 meter case, but as the 

height increased to 2 meters so too did the reflections. Figure 3.5 shows a screencapture 

generally detailing the method for tracking. 

 

Figure 3.5 Capture of HSV tracking process. 
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The masks in the left column show the result of just the HSV filtering, while the right 

column masks show the result after morphological filtering. Note the reflections in the left 

column. This screen capture is from the 1 meter height 7 meter distance trial. At 7 meters, the 

targets still have enough pixel area that the reflections can be filtered out, but as the total area 

decreases it becomes increasingly difficult to remove the reflections. Looking back at the images 

of the trials, the relative reflections of each trial can be seen. Figure 3.6 shows the plot of 

measured angle vs frame number for the video, organized the same as the previous visualization 

of trials. The data clearly shows the apparatus rotating from its initial angle to horizontal as the 

video progresses. 

 

Figure 3.6 Summarization of angular detection. 
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Although the average angle is tracked quite well in all cases, there is an obvious increase 

in the amount of noise as distance and camera height increase. The effect on the tracking of 

changing the target distance is reduction in overall target area and resolution. At 21 meters, the 

targets cannot be captured effectively. The colors can still be detected, but they are small pixel 

clusters with a shifting centroid. Given how close the targets were together, any shift in the 

centroid was registered as a large angular change. This effect will be mitigated when the targets 

are spread further out as in the real case. Changing the height of the camera affects the 

reflections. As previously mentioned, the reflections become more difficult to remove when the 

overall target size is smaller. Additionally, as the angle of the apparatus changes, more or less 

reflection is shown. A major impediment to the filtering out of reflections is that the targets were 

directly on top of the sail material, meaning that when reflections were present they were merged 

with the bottom side of the target. If the targets were given a border different than the target 

color, or if the targets were raised off of the sail material, even incrementally, then it would be 

drastically easier to separate the target and its reflection. Since the reflection will never 

practically be as perfectly visible as the target due to the imperfect reflectivity of the sail 

material, there should always be an exploitable difference between a target and its reflection that 

will allow for proper filtering. 

The speed of HSV filtering was measured during these trials and it was noted to vary 

depending on the distance and necessary ROI size of the searched image. Using the maximum 

ROI size, 145 x 142 pixels, with the distance set to 7m, the average time to process one full 

frame and track all three targets was recorded as 2.8ms. Note that this value is likely higher than 

the actual tracking time as it includes the time taken to print out all the results, update the 

images, and draw the contours around tracked targets. The time without tracking turned on was 
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1.4ms, indicating a tracking time of 1.4ms. This speed is well above any frame-rate the camera is 

capable and also well above the required dynamic frequency. The computational time will vary 

depending on the power of the computer. See computer specifications in the appendix. 

3.5 Conclusions 

The experiments clearly point to the use of HSV filtering as the most promising tracking 

algorithm, if not the only feasible one. Shape data becomes unreliable with targets of 3” diameter 

at 14 and 21 meters, though it is viable to use Hu moment analysis at 7 meters. As the distance 

increases, the noise does as well, but this can be mitigated with larger targets or better target 

design and placement. The use of this method relies on the fact that pop-up targets will indeed be 

able to be effectively attached to the blade and stowed properly. Battens are too small to be 

detected with any confidence at the camera height and distances tested. It is possible that in the 

real system, the area around the battens may be deformed enough to allow use of edge detection, 

but for the time being, that option has been set aside. 

With methods for sensing and actuation in place, the next logical step is to design and 

build a physical system with dynamics matched to the HELIOS concept. The next chapter 

presents the mathematical modeling and design of the mock blade. Also covered in the next 

chapter is the system identification process for the blade, including model verification and 

regressive transfer function fitting for several input profiles. 
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 DYNAMICS & SYSTEM IDENTIFICATION 

To craft a successful control algorithm, it is crucial to accurately identify the system plant 

to be controlled. This allows for the testing of simulated control signals and powerful tuning 

methods that aid in controller design. The system in question is, in this case, a linked system. 

The control input is a motor voltage, and the measured output is the angle of the tip of the ladder. 

The path of the control signal, seen in Figure 4.1, from start to finish is motor voltage, motor 

speed (root speed), tip angle. 

 

Figure 4.1 Path of control signal from input to output. 

It is desirable to be able to extract an identified system transfer function for the motor and 

especially for the mock blade. To this end, mathematical realizations for each system will first be 

analyzed to give the identification process structure and to provide a starting point for design. 

4.1 Model design and dynamic property matching 

A major goal of this research is to control a system not with arbitrary properties, but to 

match the dynamic properties of that model with those of the proposed spacecraft. Then, control 

over the physical model can be extrapolated to give useful control profiles for a realistic system. 

Realizing this goal involves four main steps: solve the linearized version of the spinning sail 

blade, solve a linearized version of the hanging sail blade, solve the bifilar pendulum differential 
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equation, solve for parameters in the spinning and hanging blades that make their differential 

equations the same.Bifilar Pendulum Solution. 

The bifilar pendulum is one mathematical realization of solar sail blade dynamics. It is an 

estimation when dealing with the spinning blade, but off-loading the blade tension into the filar 

edge tendons means that the dynamics are similar enough that the estimation should be an 

accurate one. For the purpose of this research the effect of the solar radiation pressure on the 

spinning sail is ignored as there is no way to realize this force in a hanging model. Additionally, 

coupled spacecraft dynamics are neglected. We are choosing to compare a linearized version of a 

single sail blade to verify the apparatus, and then use this model as a launching point for 

controller design. A short bifilar pendulum can be seen in Figure 4.1. The bifilar pendulum or 

“rope ladder” is simply a horizontal top support with two filar edge tendons extending down to 

the horizontal end batten. In that figure, a sail geometry is shown suspended from a rigid frame, 

but there is no sail material present. It should be noted that in the position shown in Figure 3.1, 

the sail has been twisted; that is, the segment with length “d” is actually parallel to the ground 

and the two vertical segments are the same length. The apparent difference in the lengths of the 

vertical segments is due to the twist of the sail.  
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Figure 4.2 Bifilar Pendulum. This figure is not to scale to accentuate the angles. 

The bifilar pendulum consists of a top support that is controlled by a motor, and two thin 

tendons that are connected by a thin carbon fiber batten at the bottom. The equations of motion 

are derived below. Figure 4.2 demonstrates the two angles between the root support and the 

tendon. Again, Figure 4.2 the end batten is parallel to the ground in both cases. The quantity 𝜓 

measures the deflection angle of the tendon in the direction parallel to the root support, while the 

quantity 𝛾 measures the deflection of the tendon orthogonal to the root support. 
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Figure 4.3 (left) demonstration of angle 𝜓 by a front view of the system. (right) demonstration of 

angle 𝛾 by a side view of the system. Not to scale. 

First the small angle approximation is checked. 𝜃 and 𝜙 can move freely so there is no 

small angle assumption for them. From the geometry of the system: 

sin 𝛾 =
𝑑

2𝑅
sin(𝜃 − 𝜙)                                                                 (1) 

sin 𝜓 =
𝑑

2𝑅
(1 − cos(𝜃 − 𝜙))                                                         (2) 

Using the system parameters d=0.75m and R=7m, these yield 𝛾 ≤ 3.07°, 𝜓 ≤ 6.15°. 

These angles are small enough to validate the small angle assumption. Note that 𝜓 = 6.15° only 

happens when 𝜃 and 𝜙 are 180 degrees out of phase and in this case, the tendons are tangling. 

Assuming weightless strings, the problem can be simplified and the forces on the lower batten 

are all that must be considered. In this case, the restoring force comes only from tendon tension 

and the difference between the root and tip angles. This is demonstrated in Figure 4.3. 
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Figure 4.4 Top view for restoring forces. 

The restoring force tangential to the circular path of the end batten from the tendon 

tension has components in both I and j associated with the two root angles: 

𝑇𝑅 = 𝑇 sin 𝜓 sin(𝜃 − 𝑝ℎ𝑖) + 𝑇 sin 𝛾 cos(𝜃 − 𝜙).                              (3) 

Substituting (1) and (2): 

𝑇𝑅 =
𝑑

2𝑅
(1 − cos(𝜃 − 𝜙)) sin(𝜃 − 𝜙) +

𝑑

2𝑅
sin(𝜃 − 𝜙) cos(𝜃 − 𝜙)                (4) 

Which simplifies to: 

𝑇𝑅 =
𝑇𝑑

2𝑅
sin(𝜃 − 𝜙).                                                                 (5) 

This pair of forces acts at d/2 from the center of rotation. Therefore the restoring couple is: 

𝑀𝑅 =
2𝑇𝑅𝑑

2
 =

𝑇𝑑2

2𝑅
sin(𝜃 − 𝜙).                                                      (6) 

Assuming viscous damping, a torque balance on the batten yields the final equation of motion: 

𝐼�̈� + 𝐶�̇� +
𝑇𝑑2

2𝑅
sin(𝜃 − 𝜙) = 0 .                                                         (7) 

Dividing through by the inertia, linearizing with respect to 𝜃 − 𝜙, and converting to canonical 

second-order ODE format: 
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�̈� + 2𝜁𝜔�̇� + 𝜔2(𝜃 − 𝜙) = 0                                                   (8) 

Where                                                         𝜔 = √
𝑇𝑑2

2𝐼𝑅
 ,                                                                        (9) 

And                                                              𝜁 = √
𝑅𝐶2

2𝐼𝑇𝑑2  .                                                                  (10) 

The quantity 𝜃 − 𝜙 will not always remain in the linear range but the linearization is 

necessary for design purposes and the extent of the nonlinearity will be evaluated in a later 

section. For the system in question, d and R are set. In the spinning system, there will be no 

viscous damping, and what damping is present will be minuscule in nature. This is a limitation of 

the design, because viscous damping will be present in this setup. It will however be a small 

quantity due to the design of the apparatus. The remaining two quantities that drive the dynamics 

of the system are the tendon tension, T, and the inertia of the batten, I. The hanging system was 

designed such that this ratio matched that of a feasible design for the spinning case, therefore 

matching the linearized natural frequency. 

4.1.1 Spinning model statics 

This solution of the spinning model is only an investigation of the twist angle in the spin 

plane and assumes smalls coning angles and negligible coupling between spacecraft and blade 

modes.  The solution assumes a weightless string (verified later) and a constant spacecraft spin-

rate. It also assumes that the system is static in the radial direction and that the ΔR caused by the 

twisting is negligibly small. Figure 4.4 shows the spinning sail free body diagram. 
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Figure 4.5 Spinning sail free body diagram. 

F1: Centrifugal force of the end batten 

F2: Centrifugal force of the end masses 

F3: Elastic tendon force 

F4: Force from constant force spring connecting sail to end batten. 

Summing the forces in the radial direction: 

2𝐹3 − 2𝐹2 − 𝐹1 + 𝐹4 = 0 .                                                            (11) 

Solving for the tension and substituting in the values for each force: 

𝑇𝑠 = 𝐹3 =
(𝑚𝑏 + 2𝑚𝑡)(𝑅 + 𝑏)𝛺2 − 𝜎𝑠𝑎𝑖𝑙𝐴𝑐𝑟𝑜𝑠𝑠−𝑠𝑒𝑐𝑡𝑖𝑜𝑛

2
 .                                  (12) 

The tip inertia comes from the tip masses and the end batten: 

𝐼𝑠 =
𝑚𝑏𝐿2

12
+ 2𝑚𝑡 (

𝑝

2
)

2

 .                                                        (13) 

F1 

F2 

F3 

F3 

F2 

F4 

b 
R 

p L 
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Note here that the tip masses are separated by a distance p. This distance is the design 

parameter for the spinning model. The tip masses for the spinning model are set at 50 grams 

each. Plugging the tension and inertia from the static equation into the differential equation for 

the bifilar pendulum yields the following: 

(
𝑚𝑏𝐿2

12
+ 𝑚𝑡 (

𝑝

2
)

2

) �̈� +
(𝑚𝑏 + 2𝑚𝑡)(𝑅 + 𝑏)𝛺2 − 𝜎𝑠𝑎𝑖𝑙𝐴𝑐𝑟𝑜𝑠𝑠−𝑠𝑒𝑐𝑡𝑖𝑜𝑛

4𝑅
𝑑2(𝜃 − 𝜙) = 0       (14) 

The above equation agrees with a simplified version of the dynamic equations presented 

in previous theoretical solutions for the spinning model using this design (Huang, Yu-Ru, Jer-

Nan Juang, Chung-Han Hung, and W. Keats Wilkie, 2014).  

4.1.2 Hanging model statics 

The hanging model assumes weightless strings and a lumped parameter approximation as 

well as a static system in the vertical direction. Figure 4.5 shows the hanging system free body 

diagram. 
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Figure 4.6  Hanging model free body diagram. 

F1: Gravitational force of the end batten 

F2: Gravitational force of the individual end masses 

F3: Elastic tendon force 

Summing the forces yields the following: 

2𝐹3 − 2𝐹2 − 𝐹1 = 0 .                                                          (15) 

Solving for the tension and substituting for each force: 

F3 F3 

F1 F2 F2 

R 

L 

d 
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𝑇ℎ = 𝐹3 =
(𝑚𝑏 + 2𝑚𝑣)𝑔

2
 .                                                     (16) 

The inertia comes from the tip masses and batten: 

𝐼ℎ =
𝑚𝑏𝐿2

12
+ 2𝑚𝑣 (

𝑑

2
)

2

 .                                                      (17) 

For the hanging system, the tip mass added is the design variable. 

4.1.3 Matching the dynamic properties 

The tip masses in the spinning model were taken to be 50g each. The satellite spin-rate is 

6rpm. The Tendon length is 7m and the batten length is 0.75m in both cases. The offset is 

estimated to be 1m. The sail stress was set to 1 Psi and the cross sectional area was calculated 

with thickness as 2.54𝜇m. To match the natural frequency of the spinning and hanging models, 

the following equation must hold true: 

𝑇ℎ

𝐼ℎ
=

𝑇𝑠

𝐼𝑠
                                                                 (18) 

(𝑚𝑏 + 2𝑚𝑣)𝑔

2 (
𝑚𝑏𝐿2

12 + 2𝑚𝑣 (
𝑑
2)

2

)

=
(𝑚𝑏 + 2𝑚𝑡)(𝑅 + 𝑏)𝛺2 − 𝜎𝑠𝑎𝑖𝑙𝐴𝑐𝑟𝑜𝑠𝑠−𝑠𝑒𝑐𝑡𝑖𝑜𝑛

2 (
𝑚𝑏𝐿2

12 + 2𝑚𝑡 (
𝑝
2)

2

)
           (19) 

These system properties were substituted in to Equation 19 to solve for the range of 

frequencies for each model. Changing the mass spacing from completely in the center of rotation 

to spaced on the outer tips of the batten for the spinning sail varies the natural frequency from 

0.1 to 1 Hz. With no weight added the natural frequency for the hanging system is 0.24 Hz. By 

adding weight to the hanging model, the frequency can be reduced only to a minimum of 0.188 

Hz. As the system is a pendulum it is relatively robust to adding or subtracting mass. As 0.2 Hz 

is within the possible frequency ranges for each of these systems, it was chosen as the design 
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frequency and p and mv were set to 0.39m and 4.895 kg respectively by using goalseek. Weights 

were attached to the bottom of each of the tendons in the hanging system. The mass of each 

weight was tuned as precisely as possible and the real masses added were 4.895 and 4.896 kg, 

measured with a precise digital scale on an isolation table. 

4.1.4 The massless string assumption 

A Python script was written to model the statics and dynamics of both the spinning and 

hanging models. A primary advantage of this script was its ability to analyze the effect of the 

weightless tendon assumption. Figure 3.6 shows the deflection as a function of distance from the 

root for a 7 meter blade with a one meter offset from the center of rotation in the spinning case. 

The graph shows the deformation as a function of distance from the root. This deformation is due 

to the elastic deformation of the tendons under an applied load. The graph shows that for a sail of 

this size, there is negligible deflection. Specifically, it can be seen that the tendon tension has a 

proportionally small effect on the deflection for this design. 

 

Figure 4.7 Deflection of spinning and hanging sails. 
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4.2 System Identification 

Preliminary free decay data indicated that the hanging ladder matched the simulation 

data. Using the measured added weight, the calculated frequency was 0.200 Hz. The measured 

data showed a frequency of 0.205 Hz computed by analyzing the average peak to peak time for 

free decay with an initial angular displacement of π/6 radians. The damping ratio was identified 

using logarithmic decrement and showed a decreasing trend as the system came to rest. The 

damping ratio varied from 0.035 to 0.011, showing that the damping is not truly viscous. A graph 

of the data is shown in Figure 4.7. 

 

Figure 4.8 Free decay of hanging system. 

The estimated natural frequency was well within experimental error, especially when 

considering the nonlinearity of the system. The nonlinearity changes the frequency based on the 

energy in the system, which, in this case, came from an initial displacement. The accuracy of the 

initial results was promising, but a more holistic view of the entire system including the ladder 

and motor was required. 
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4.2.1  Motor identification 

As the root of the ladder is controlled through a DC motor, the motor’s dynamics must be 

accounted for in the system plant. Motor parameters are provided by the manufacturer, but these 

numbers serve only as starting points and for more accurate results, it is useful to identify the 

motor transfer function. Using an identified transfer function will also tend to account for 

unknown dynamics in the system, such as loss from transmission or imperfect signal production. 

The motor additionally has a PI speed motor controller that came with it and can limit the 

acceleration of the motor. 

The DC motor has a well-known transfer function that can be used as a starting point for 

system identification (DC Motor Speed: System Modeling.): 

�̇�

𝑉𝑖𝑛
=

𝑘
𝐽𝐿

𝑆2 +
𝑅𝐽 + 𝐿𝜈

𝐽𝐿 𝑆 +
𝑅ν + k2

𝐽𝐿

 .                                                     (20) 

The applied torque or back torque of the system is notably absent from the above transfer 

function. Due to the low inertia of the system and 531:1 gear ration from the motor to the shaft, it 

is a safe assumption that the system will not be able to significantly back-drive the motor. The 

transfer function structure above was used in the identification process below. Two poles and no 

zeros were assumed. 

To identify the motor transfer function a sine sweep was performed with constant 

amplitude and frequency varying from 0.02 Hz to 2.0 Hz. This range was subdivided into a 

vector of 19 elements-

f=[0.02,0.04,0.08,0.1,0.12,0.15,0.18,0.2,0.22,0.25,0.27,0.3,0.35,0.4,0.5,0.7,1,1.5,2]. The data 

was taken at an average of 3.8 millisecond intervals. The motor had a max speed of 4000 rpm in 
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either direction, and the input was in the format of duty cycle, with a scalar value of 150 on the 

microcontroller corresponding to 100% duty cycle. The first sweep used an amplitude of 60/150, 

or 40% duty cycle. This value was calculated to have an estimated angular displacement the shaft 

of 290 degrees from its starting point. Ten periods of each frequency were recorded before the 

frequency moved on to the next set value. After the first sweep was completed, a second sweep 

was performed at maximum amplitude to test for nonlinearities and for model verification. 

Matlab’s tfest() command was used with the data from these two experiments to identify two 

continuous time transfer functions. After these sweeps, it was noted that while sweeps will 

capture the dynamics of the system under a cyclic command profile, ramps to a set value may be 

more useful for capturing the gain data and are more similar to a collective command profile, so 

two more tests were performed. The first was a series of ramps from 0 to 100% duty cycle in 

each direction with different accelerations as fast as the Arduino could run, roughly 5ms, and the 

second was the same set of inputs but with a delay set to match that required by the frame rate of 

the camera. The source of this delay was primarily the camera frame-rate, and the delay was on 

the order of 100 ms (see Chapter 1). This was done to verify whether the lower frequency of 

inputs when using tracking would significantly affect the motor dynamics. Tfest() requires a 

user-defined number of poles and zeros. Four continuous time transfer functions were identified 

using the data sets and labeled according to the data. The results are shown below in table 4.1. 
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 Motor identified systems. Note that the parameters appear in pairs 

System name Pole Damping 

Ratio 

Frequency 

(rad/s) 

Steady State 

Gain 

motor_sine_sweep_

sys 

-44.5, 

-1.47e04 

1.00, 

1.00 

44.5, 

1.47e04 

17.453 

motor_sine_sweep_

sys_max 

-45.0, 

-2.16e03 

1.00, 

1.00 

45.0, 

2.16e03 

17.5787 

motor_ramps_with

_delay_sys 

-23.8, 

-4.31e05 

1.00, 

1.00 

23.8, 

4.31e05 

17.4902 

motor_ramps_with

_no_delay_sys 

-27.1, 

-312 

1.00, 

1.00 

27.1, 

312 

17.5145 

 

The systems identified by sine sweeps have roughly the same parameters, and the 

systems identified by ramps have roughly the same parameters. A bode plot will be presented 

shortly showing this comparison. Though each set has very different identified lowest natural 

frequencies, even the lowest frequency is well above what the motor will be driven at and well 

above the range tested. Looking at the gain, it can be seen that no matter the data used, the gain 

is roughly the same. With similar gains and driving frequencies well below the natural 

frequencies, any of the above models can be used to accurately model the motor. Their 

correlation with the input data can be seen in Figure 3.8. When a discrete transfer function 

estimation was used, it yielded a false resonance just above the upper range of the test data, 

roughly 4 Hz. Using the motor theory transfer function and the manufacturer supplied motor 

parameters, the following theoretical transfer function was found: 

𝑇𝐹𝑡ℎ𝑒𝑜𝑟𝑦 =  
1.776𝑒06

𝑠2 + 1781𝑠 + 1.019𝑒05
 .                                             (21) 

A natural frequency on the order of 59 rad/sec and a gain of 17.4253 were calculated. While the 

natural frequency is quite different, it is still well out of the range of operation. Figure 4.8 below 

shows the timeseries comparisons of the data sets and their percent fit. The figure includes time 
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series comparison for the sine sweeps and ramps. A Bode plot is also included. The Bode plot 

focuses only on the frequency region that is important to this system, 0.1 to 1 Hz, and shows that 

the response does not begin to fall off until well above the operational frequency of the system, 

0.01 to 0.2 Hz. Considering the above information and the comparison below, the identification 

of the motor is shown to be an accurate representation of real system with all models showing 

greater than 95% correlation with the data. 

 

 

Figure 4.9 40% duty cycle sine sweep for motor identification. 
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Figure 4.10 Max duty cycle sine sweep for motor identification. 

 

Figure 4.11 Input ramp for motor identification with 100 ms delay. 
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Figure 4.12 Input ramp for motor identification without delay. 

 

Figure 4.13 Bode plot of identified motor systems. 

4.2.2 Ladder system identification 

There is no state measurement currently in place to measure the root position of the 

ladder directly. This is why identifying a good model for the motor is so important. With an 
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accurate motor model, the speed and position of the root of the ladder can be calculated and that 

data can be used to identify the ladder, which is exactly the process used. The input voltage is 

recorded and fed through the motor model to give the motor speed, which is tied to the root 

speed through its gear ratio. An integrator was added to the identified motor model to give root 

angle instead of root speed. The root angle was then used as the input to the ladder model 

estimation and the tip angle was used as the output. 

Like the motor, the single bay ladder is simple enough to derive an analytical solution for 

one representation. This representation is based on the bifilar pendulum solution. The differential 

equation was derived above, but here the time series equation will be used to obtain the transfer 

function. Again, we use the linearized equation and convert to its standard form: 

�̈� + 2𝜁𝜔�̇� + 𝜔2(θ − ϕ) = 0 .                                                     (8) 

The Laplace transform is taken, assuming zero initial conditions: 

Θ(𝑠)[𝑠2 + 2𝜁𝜔𝑠 + 𝜔2] − 𝜔2Φ(𝑠) = 0 .                                        (22) 

Solving for output angle as a function of input angle yields: 

Θ(𝑠)

Φ(𝑠)
=

𝜔2

𝑠2 + 2𝜁𝜔𝑠 + 𝜔2
 .                                                         (23) 

The above transfer function yields the structure used for the model identification, two poles and 

no zeros, and also allows the calculation of a theoretical model for comparison with the 

identified models. 

Verification of this transfer function and the utilization of it for control will aid in future 

studies of multi-bay models and serve as a launching point for verification of heliogyro control 

dynamics and is a major research interest of this work. 



 

                                                                                                                                                                                    

63 

The verified linear natural frequency of the ladder is 0.2 Hz. For controller design, it is 

necessary to avoid exciting the system in the vicinity of the natural frequency for stability 

reasons. In system identification however, it is necessary to investigate the response at the 

natural frequency and at nearby frequencies. This was performed in the same fashion as the 

motor identification, with a few key differences. The ladder is nonlinear so it will experience a 

shift in the natural frequency with different amounts of energy in the system, meaning that the 

system needed to be tested over not just a frequency range, but also over several amplitudes to 

get a system that works relatively well for as much of the control bandwidth as possible. The 

same frequency range as the motor identification was used for the ladder, but sine sweeps were 

performed over several amplitudes or duty cycles. As noted above, a 100% duty cycle is 

specified by writing a value of 150 to the motor driver. The amplitudes tested were 20, 40, 60, 

and 80, which thus correspond to 13.3, 26.6, 40.0, 53.3% duty cycles respectively. Systems were 

identified for each of these sets. It is apparent from the data that as the amplitude increased the 

natural frequency decreased. The cyclic identified systems are listed below and labeled after the 

input of the corresponding dataset: 

A20_sys = 
1.562

𝑠2+0.117𝑠+1.544
 

A40_sys = 
1.425

𝑠2+0.148𝑠+1.419
 

A60_sys = 
1.212

𝑠2+0.1801𝑠+1.191
 

A80_sys = 
1.105

𝑠2+0.197𝑠+1.141
 

Table 4.2 presents a summarization of their parameters 
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 Rope ladder identified systems. 

System Pole Damping 
Frequency 

(Hz) 

Steady State 

Gain 

A20_sys 
-5.69e-02+1.24i, 

-5.69e-02-1.24i 

0.0458, 

0.0458 

0.1974, 

0.1974 
1.0117 

A40_sys 
-7.44e-02+1.19i, 

-7.44e-02+1.19i 

0.0625, 

0.0625 

0.1894, 

0.1894 
1.0042 

A60_sys 
-8.84e-02+1.09i, 

-8.84e-02-1.09i 

0.0810, 

0.0810 

0.1735, 

0.1735 
1.0176 

A80_sys 
-9.68e-02+1.06i, 

-9.68e-02-1.06i 

0.0907, 

0.0907 

0.1703, 

0.1703 
0.9684 

 

The frequencies can be seen to range from 0.17 to 0.20 Hz. The damping ratio also varies from 

0.046 to 0.091 and increases as the energy in the system increases. Shown in pairs below are 

figures of the identification data and the identified system responses. 

 

Figure 4.14 Time response comparison for amplitude 20/150. 
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Figure 4.15 Time response comparison 40/150. 

 

Figure 4.16 Time response comparison 60/150. 

 

Figure 4.17 Time response comparison 80/150. 
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Figure 4.18 Ladder Bode plot for sine sweep identified systems. 

Looking at the figures above, the shift in natural frequency with amplitude is apparent in 

both real data and in the corresponding identified systems. As the energy in the real system 

changes it will shift through these natural frequencies and gains, but the identified systems are 

linear and can only represent a small range of the nonlinear system. The bode plots demonstrate 

the magnitude and natural frequency shift. 

An interesting metric is how well the systems agree when avoiding the natural frequency. 

Specifically, there is no noticeable difference in the magnitude response until 0.15 Hz, and no 

phase shifting until 0.18 Hz, which has been identified as above the lowest natural frequency for 

the system. Data with more refined increments around the natural frequency was taken, but the 

bode plot response does not show noticeable changes. 

As data could not be taken from the speed of the motor and the twist angle of the ladder 

at the same time, entire system verification could prove problematic. As a solution, the same 

input signal was given during two different experiments: once while measuring the motor speed, 

and once while measuring the ladder angle. These data sets were then compared with the 

simulated responses for each. The results are shown in figure 4.19 below. 
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Figure 4.19 Entire system verification with simulation identified from this data set. 

This figure shows excellent correlation between both identified systems and real data sets. In this 

case the ladder simulation used was the one identified from this data set. If different ladder 

models are used the fit loses some accuracy, but retain the overall fit as demonstrated in Figure 

4.20. 
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Figure 4.20 Entire system verification with simulation from A60 sine sweep. 

As in the motor identification, sweeps are good for cyclic control but do not accurately 

capture the dynamics of collective control so additional data sets were recorded with different 

input types. To test for collective control a series of step inputs with different lengths and 

magnitudes were performed. The step maneuvers were set to move the ladder 10, 20,30, and 45 

degrees over different time intervals: as fast as the motor allows, 1 second, 2 seconds, and 3 

seconds. As the source of nonlinearity in the system is the difference between the root and tip, it 

was expected that for moderate steps there would not be considerably non-linear behavior, as the 

input was not cyclic and the response would not get significantly out of phase with the input. The 

data was analyzed and the natural frequency measured from the first overshoot of each trial is 

presented in table 4.3 below. 

 

 



 

                                                                                                                                                                                    

69 

 List of identified frequencies for collective inputs. 

system 

first 

frequency 

Hz 

first 

damping 

'unshaped_fast_step_10' 0.208 0.008 

'unshaped_fast_step_20' 0.208 0.015 

'unshaped_fast_step_30' 0.208 0.018 

'unshaped_fast_step_45' 0.204 0.018 

'unshaped_set_1_step_10' 0.213 0.020 

'unshaped_set_1_step_20' 0.204 0.014 

'unshaped_set_1_step_30' 0.208 0.015 

'unshaped_set_1_step_45' 0.200 0.015 

'unshaped_set_2_step_10' 0.196 0.017 

'unshaped_set_2_step_20' 0.204 0.015 

'unshaped_set_2_step_30' 0.204 0.013 

'unshaped_set_2_step_45' 0.204 0.015 

'unshaped_set_3_step_10' 0.200 0.008 

'unshaped_set_3_step_20' 0.208 0.011 

'unshaped_set_3_step_30' 0.208 0.014 

'unshaped_set_3_step_45' 0.217 0.010 

 

The reason for using only the first natural frequency will become apparent in Chapter 5, 

Control Design. Additionally, bode plots for the identified systems are presented in Figure 4.21 

below. The Bode plot for these systems confirm that the system natural frequency does not 

significantly shift over a range of collective input profiles for this system. 
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Figure 4.21 Bode Plot for the step input data sets. 

 

4.3 System ID summary 

The previous analysis shows that the motor dynamics are very well known and that the 

desired input will be well below undesirable frequency conditions for the motor. The ladder 

identification was effective as well but showed divergence from a linear system around the 

expected range of natural frequencies of the nonlinear system. This range was identified as 0.17 

to 0.22 Hz. The system is unable to be effectively represented by a single linear system at 

different magnitudes in the identified range for cyclic control. The identified damping ratio was 

shown to vary from 0.01 to 0.1 depending on the energy in the system. These identified 

parameters are also corroborated by the initial free decay testing which yielded a natural 

frequency of 0.205 Hz and a damping ratio varying from 0.035 to 0.011. The verified parameter 

ranges and identified systems are used in control design, discussed in the following chapter. 
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 CONTROL DESIGN & RESULTS 

With system behavior identified and sensing and actuation enabled, the next step was to 

identify effective control algorithms. The system behaves very differently for cyclic inputs as 

compared to collective inputs, and the goals of each are different: reference tracking vs. smooth 

rest to rest motion. This necessitates a separate control algorithm for each input type. The goal of 

this chapter is to introduce the method of control design for each input type and include insight 

on why a specific algorithm was selected. Additionally, the results of both collective and cyclic 

control are presented.  

5.1 Collective Control 

For collective control, the design is to smoothly transition from one angle to another in a 

reasonable time with minimal residual vibration. The system identification shows that for this 

type of input, the system remains quite linear, simplifying the goal somewhat. The major 

obstacles to overcome are that the system is very lightly damped and is flexible. The flexibility 

of the system means that nearly any input command will introduce oscillations in the system. So 

moving the system at all will introduce unwanted vibration. The low damping condition means 

that once that unwanted vibration condition is introduced, the system will not damp it out 

quickly. Additionally, the peak response of the tip has a significant delay from when the root is 

commanded to move. This delay precludes basic feedback control, as the gains have to be either 

tuned so low that the system is sluggish, or the system will become unstable. A feed-forward 

control algorithm that utilizes available system information is a more promising approach.
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5.1.1 Input shaping 

Input shaping is an attractive approach for precise position control of low-damping 

structures. The goal of input shaping is to create a command profile in which the second half of 

the command cancels the vibration from the first half. Instead of trying to simply smooth the 

command profile to where there will be no modal excitation, input shaping recognizes that there 

will be vibration and uses that to its advantage. This can result in inputs that appear oddly shaped 

but make use of known parameters to create zero vibration responses. Figure 5.1 shows an 

example system of a cable car with hanging pendulum (Singh, T., and W. Singhose, 2002). 

 

Figure 5.1 Demonstration of input shaping for theoretical system (Singh, T., and W. Singhose, 2002). 

Input shaping uses knowledge of the system’s impulse response to craft the zero residual 

vibration command. If an impulse is given to a system it will cause the system to vibrate. If a 

second impulse is then given at the appropriate time and with the appropriate amplitude, it will 

create destructive interference and cancel this vibration, causing an overall change in position but 

no residual vibration. This is demonstrated is Figure 5.2 (Singer, N.c., and W.p. Seering., 1990, 

“Preshaping Command Inputs”).  
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Figure 5.2 Input shaping impulse response (Singer, N.c., and W.p. Seering., 1990, “Preshaping 

Command Inputs”). 

To find the appropriate magnitude and relative location of these impulses, good estimates 

of the system natural frequency and damping, 𝜔 and 𝜁, are necessary. In reality any number of 

impulses can be used, but each will add half of a damped natural period to the settling time. 

Singh and Singhose outlined a method for solving for the impulse magnitudes and locations for a 

two-impulse system. The results of this method are seen in Equation 24 (Singh, T., and W. 

Singhose, 2002): 
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Defining K = exp (−
𝜁𝜋

√1−𝜁2
), a two impulse sequence for zero residual vibration in matrix 

form can be shown to be: 

[
𝐴𝑖

𝑡𝑖
] =  [

1

1 + 𝐾

𝐾

1 + 𝐾
0 0.5𝑇𝑑

] ,                                                  (24) 

where Td is the damped natural period, and Ai and ti are the amplitude and location of the pulses. 

However, it is impossible to create a true impulse do to the limitations of physical 

systems. Therefore, the impulses must be combined with an achievable command. To create a 

zero residual vibration command, use any command that will create the desired system 

displacement and convolve the input with the series of impulses. Convolution preserves the zero 

residual vibration effect, and as long as the sum of the impulses is unity, then the magnitude of 

the displacement will be preserved as well. 

The true zero vibration command requires perfect knowledge of the system, and assumes 

that the natural frequency and damping do not change at all. If there are errors in the assumed 

parameters, or if they change, as in a nonlinear system, then the efficacy of input shaping can be 

severely limited. The two impulse command is quite susceptible to these modeling errors, but 

fortunately there is a robust input shaper that accounts for uncertainty in system parameters. 

Figure 5.3 shows a sensitivity curve using the traditional input shaper and a robust input shaper 

(Singh, T., and W. Singhose, 2002). 
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Figure 5.3 Sensitivity curve for input shapers. 

Figure 5.3 shows that even small errors in the natural frequency can result in large residual 

vibration. The robust shaper uses a three impulse command to ensure that the sensitivity curve is 

smooth and tangent at the design frequency. This causes the percent residual vibration to change 

relatively slowly around that point, introducing robustness to frequency variation. The three 

impulse command using the same nomenclature as the two pulse command can be defined as 

follows (Singer, N.c., and W.p. Seering., 1992, “Extension of Command Shaping”): 

[
𝐴𝑖

𝑡𝑖
] =  [

1

1 + 2𝐾 + 𝐾2

2𝐾

1 + 2𝐾 + 𝐾2

𝐾2

1 + 2𝐾 + 𝑘2

0 0.5𝑇𝑑 𝑇𝑑

]                              (25) 

Note that the sum of the impulses is still unity. This command profile ensures smooth 

behavior for errors in the natural frequency, but it increases the overall time of the input 

command by one half of the damped natural period. This trade-off indicates that robust zero 

vibration shaping should only be used when necessary as it will increase the settling time. 

Damping has an effect on the robustness offered by this technique. Higher damping results in 

more resiliency to modeling errors. 
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5.1.2 Input shaping results 

The identified parameters from the step identification data, 𝜔 = 0.206 Hz and 𝜁 = 0.0141, 

were used as targets for input shaping. With these parameters, several collective step input 

profiles were used to create input shaped profiles. The original step inputs were similar to those 

used for the system identification. They stepped the system 10, 20, 30, or 45 degrees over 4 time 

increments: as fast as the motor could, 1 second, 2 seconds, or 3 seconds. The figures are named 

for the input type as “set_time_step_angle” or in the case of the fast input “fast_step_angle”. 

Below are a few samples of the results from these trials. Each figure shows the unshaped, two 

pulse shaped, and three pulse shaped tip response as well as input profile measured in volts. The 

hanging apparatus was used for these trials and sensing was performed using the robust HSV 

algorithm developed in Chapter 3. 

 

Figure 5.4 Three second step to 45 degrees.  

The three impulse shaped output shows 92.5% reduction. The two impulse shaped output 

shows 93.39% reduction. This trial can be seen to eliminate nearly all of the residual vibration. 
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The 2 second step to 45 degrees shows roughly the same percent reduction in residual vibration, 

92.47% for the three impulse shaped output and 90.55% for the two impulse shaped output, but 

greater overall magnitude of oscillation. 

 

Figure 5.5 Two second step to 45 degrees. 

Finally, the 1 second step to 45 degrees shows only 91.80% reduction for the three 

impulse shaped output and 87.71% reduction for the two impulse shaped output, as shown in 

Figure 5.6. The reduction in controller effectiveness is likely either from a change in the 

damping when the system moves that quickly or a limit to the control bandwidth supplied by the 

motor. Further trials are necessary to isolate the cause.  
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Figure 5.6 One second step to 45 degrees. 

To summarize the results from the other magnitude steps, only the one second steps will 

be shown, as they contain the most severe vibration and show worst case scenario. The step to 30 

degrees shows 89.70% reduction for the three impulse shaped output and 87.24% reduction for 

the two impulse shaped output. 
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Figure 5.7 One second step to 30 degrees. 

 

Figure 5.8 One second step to 20 degrees. 
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Figure 5.9 One second step to 10 degrees. 

The final two data sets presented here show 92.90% reduction for the 20 degree three 

impulse shaped output, 87.75% reduction for the 20 degree two impulse shaped output, 88.11% 

reduction for the 10 degree three impulse shaped output, and 72.00% reduction for the 10 degree 

two impulse shaped output. 

The 10 degree test, and to some extent the other tests as well, shows that this input 

shaping method does not guarantee that the system settles exactly at the desired point as it is feed 

forward and open loop. As this will be critical for space-enabled missions, the final form of 

collective control should implement some form of closed loop control. One possible way to 

realize this, is to let the brunt of the work be done by the input shaper, and have a very low gain 

integral controller to ensure that the system settles appropriately. There are also methods that 

combine input shapers with PD control. As the input shaper reduces the overall control effort 

required by a closed loop controller, it allows the feedback controller to focus on stability and 

disturbance rejection (Singh, T., and W. Singhose., 2002). 
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As the input shaping method increases the rise time of the system, inherently reducing the 

vibration, it is prudent to compare the output of input shaping to an input profile with the exact 

same rise time. Essentially this evaluates the difference between input shaping and input 

smoothing, wherein the input command is stretched over a longer period of time to allow for a 

more gradual transition. The two figures below demonstrate the difference between smoothing 

and shaping the input. While the reduction in vibration is not as great as when compared to a raw 

input, the results still clearly show that input shaping provides a greater percent reduction in 

vibration that smoothing even though the shaped input is of higher magnitude and appears not to 

be as smooth as the other command. Figures 5.10 and 5.11 show 76.31 and 79.94 percent 

reduction respectively. The 7.9 second trial shown in figure 5.11 presents interesting behavior: at 

approximately 5 seconds, a time corresponding to the natural period of the plant, the smoothed 

output dips showing system oscillation even under a constant force. However, the shaped output 

does not show this behavior because the form of the input prevents that oscillation. 

 

Figure 5.10 A 3.4 second smoothed vs shaped output. 
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Figure 5.11 A 7.9 second smoothed vs shaped output. 

5.2 Cyclic Control 

The goal of cyclic control is for the blade to sinusoidally oscillate between two angles 

smoothly and stably at a frequency that is equal to the rotational frequency of the spacecraft. For 

HELIOS at full deployment, the spin rate target is 1 rpm, but, during deployment, the spacecraft 

will be spinning at roughly 6 rpm, or 0.1 Hz. Spacecraft control maneuvers could require as high 

as 45 degree oscillations for cyclic control (Guerrant, Daniel Vernon, Dale A. Lawrence, and W. 

Keats Wilkie). Cyclic control faces the issue that it can be highly nonlinear, with a frequency 

response that changes based on the input to the system. A single linear system cannot be used as 

an accurate representation over a wide range of input profiles, requiring nonlinear control. 

5.2.1 Cyclic control method 

The basis of this controller is that the frequency response of the system is well-known for 

a given magnitude input. The controller uses the previously identified systems to estimate the 
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output of the system given the input magnitude and frequency. It then uses statistical feedback to 

correct for the small discrepancies between the real system and the model. Overall it can be 

described as a model referenced, gain-scheduled, adaptive controller. Recalling the bode plot of 

the system serves as a good starting point for the description: 

 

Figure 5.12 Bode plot for the ladder system. 

From the bode plot of this system a gain-scheduled table was created with given inputs as 

frequency and current demand magnitude. The table uses linear interpolation between the 

systems when the demand does not fall on a system line: 

 

 

 



 

                                                                                                                                                                                    

84 

Table 5.1 Gain scheduling table for cyclic control. Amplitude and frequency are independent 

variables. 
  Amplitude 

F
re

q
u
en

cy
 (

H
z)

 

 0 20 40 60 80 

0.02 1.00 1.02 1.02 1.03 0.98 

0.04 1.00 1.05 1.05 1.07 1.02 

0.08 1.00 1.21 1.22 1.29 1.24 

0.10 1.00 1.36 1.39 1.51 1.46 

0.12 1.00 1.60 1.66 1.90 1.87 

0.15 1.00 2.35 2.60 3.49 3.52 

0.18 1.00 5.28 6.53 5.47 4.21 

0.20 1.00 10.34 5.81 2.70 2.20 

0.22 1.00 3.90 2.68 1.59 1.35 

0.25 1.00 1.66 1.33 0.93 0.81 

0.27 1.00 1.16 0.96 0.71 0.62 

0.30 1.00 0.77 0.66 0.51 0.45 

0.35 1.00 0.47 0.42 0.33 0.30 

0.40 1.00 0.33 0.29 0.24 0.21 

0.50 1.00 0.19 0.17 0.14 0.13 

0.70 1.00 0.09 0.08 0.07 0.06 

1.00 1.00 0.04 0.04 0.03 0.03 

1.50 1.00 0.02 0.02 0.01 0.01 

2.00 1.00 0.01 0.01 0.01 0.01 

 

There are two types of error for cyclic control: mean error and magnitude error. Mean 

error accounts for the mean angle of the oscillation, while magnitude error accounts for an 

incorrect magnitude of oscillation. Cyclic control presents an interesting challenge for a 

controller, because there is no steady state value. It is meant to track a sinusoidal signal. If the 

real system lags the model, or if the magnitude of oscillation is incorrect then the error for the 

system will be cyclic in nature as well. Cyclic error can drive the system to oscillate about zero, 

but then mean error between the current angle and zero will also be oscillating about zero, 

causing a reduction in control effort when the system angle is positive and an increase when it is 

negative. Magnitude error has even more trouble with oscillating error. If the error oscillates 
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about zero, then the net control effort will be zero mean and it will not be able to account for 

magnitude errors. 

Statistical parameters were used to solve these issues. Mean control uses a windowed 

running mean of the system angle. Its parameters are the size of the window for the running 

mean, and the gain associated with how quickly it attempts to correct for an error in the mean 

value. Magnitude control uses the root mean square (RMS) value of the magnitude of the system, 

eliminating the zero control effort scenario. The parameters for magnitude control are the 

window size of the running RMS, and the gain associated with how quickly it attempts to correct 

the error in magnitude. The magnitude error is also cumulative. This ensures that the system 

input is increased or decreased to account for discrepancies between the real system and the 

model, and essentially works as an adaptation to the model. 

5.2.2 Cyclic control tuning and results 

The mean error was tuned first. The window size has to be a multiple of the period to 

eliminate cyclic behavior; otherwise, the running mean will deliver a value that oscillates with 

the angle of the system. With a driving frequency of 0.1 Hz and a sampling frequency of 10 Hz, 

this means a window of 100(N) samples, where N is the number of periods in the window. 

Figure 5.13 below shows the system behavior with only mean control at a reasonable gain and 

differing window sizes. The figure shows 1, 2, and 3 periods used, as well as a window keeping 

all points. The windows that are even multiples of the period show very little oscillation and 

demonstrate normal gain-tuning behavior, whereas the trial keeping all points shows clear 

oscillation and slow behavior. This data shows that keeping only 1 period provides the shortest 

settling time and least overshoot. Using a single period window, the gain was then varied and the 

response was measured. The results are seen in Figure 5.14. A mean gain of 0.2 shows excellent 
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settling time and little to no overshoot. Finally, the tip angle for the gain seeking tests is shown in 

Figure 5.15. Note that the control is robust to non-zero initial conditions. This control was set to 

a 45 degree magnitude. Note that with only mean control it oscillates with a magnitude of 

roughly 42 degrees. 

 

Figure 5.13 Mean error vs time. Effect of changing window size. 
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Figure 5.14 Mean error vs time. Effect of changing gain. 

 

Figure 5.15 System response vs time. Effect of changing gain. 

The magnitude gain was tuned after the mean control was finalized. To prevent the 

magnitude error accumulating a large error before the system oscillates about the correct angle 
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the magnitude error starts after a delay amount of time. This is similar to integral control anti-

windup methods. For tuning, this time was 40 seconds. Figure 5.16 shows the necessity of this 

and demonstrates the effect of the window size on the settling of the magnitude. Data before 40 

seconds has been blacked out as it is before the control effort begins. A single or double period 

window seem to have roughly the same response, so a single period was selected. A magnitude 

gain of 0.01 was selected as it demonstrated the best overall behavior. There is a sinusoidal spike 

that appears between 76 and 86 seconds that is unexplained. By investigating the actual system 

angle in the same time region it can be seen that there are no abnormalities.  

 

Figure 5.16 Magnitude error vs time. Effect of changing RMS window size. Control effort begins at 40 

seconds. 
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Figure 5.17 Magnitude error vs time. Effect of changing magnitude gain. Control effort begins at 40 

seconds. 

 

Figure 5.18 System response vs time. Effect of changing magnitude gain. Control effort begins at 40 

seconds. 
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The final parameters selected for this control are a single period for the window size of 

both mean and magnitude, a gain of 0.2 for mean control, and a gain of 0.01 for magnitude 

control. These gains can be tuned to be soft because the brunt of the control effort comes from 

the model comparison, relaxing the stress of the feedback system. To test the controller’s 

efficacy for different profiles, four magnitude tests were performed: 15, 30, 45, and 60 degrees. 

The results are summarized in the figures below. The control shows that within 20 seconds the 

mean error has been driven to zero and the system is oscillating about the correct point, and 

within 20 seconds of magnitude control being active, the magnitude of the oscillation has been 

corrected. 

 

Figure 5.19 Magnitude angle for multiple trials. 
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Figure 5.20 Mean angle for multiple trials. 

 

Figure 5.21 System angle for multiple trials. 
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 CONCLUSIONS & FUTURE WORK 

This section will summarize the work previously presented and provide recommendations 

for future work. 

6.1 Conclusions 

At the beginning of this research effort, the system was a LabView based testbed with 

non-realistic flight hardware and dynamic properties. The photogrammetry camera was in a non-

realistic location, completely out of plane with the blade, and the motor was a basic stepper kit 

motor with low resolution and limited range of motion. 

The goals of this research were to transition the testbed into a system with increasingly 

flight-like hardware and software with a user-friendly interface, and to verify the dynamics of the 

rope ladder system, matching them to the HELIOS design. After system identification, control 

algorithms were to be developed for collective and cyclic control to showcase the testbed 

capabilities and lay groundwork for future full-scale testing. 

The motor was upgraded to the space-ready flight motor, and the camera was positioned 

in a realistic location for flight. The sensing and control software was written in Python which is 

open-source, user friendly, and light enough to be run on any micro-computer like a Raspberry 

Pi or Intel Edison (in contrast to LabView). The Python script interfaces with an Arduino for 

real-time signal creation for motor control. Several photogrammetry options were evaluated, 

with HSV color filtering rising as the clear option. Additional filtering methods increased the
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robustness of this tracking option. It is able to track the twist angle at 7 meters with sub-degree 

accuracy. HSV filtering is relatively effective at 14 and 21 meters, but tracking shows an 

expected decreasing accuracy and resolution as the distance to target increases. Several other 

options would be enabled by an increase in resolution that would result from a modest optical 

zoom. These systems effectively provide sensing and actuation for a solar sail testbed that is the 

size of one full bay as determined by HELIOS specifications, and the sail testbed is designed 

such that its dynamic properties match those of HELIOS during deployment with a single bay 

out. 

 System identification shows that the linear natural frequency of the system matches the 

theoretical design frequency of 0.2 Hz. The rope ladder stays in the linear range for all tested 

collective control maneuvers. For cyclic maneuvers the system begins to experience non-linear 

effects. As the magnitude of oscillation increases, the natural frequency drops from 0.2 Hz to 

0.17 Hz and the damping ratio increases from 0.046 to 0.091. Several linear systems were 

identified for inputs of 13.3, 26.6, 40, and 53.3 percent of the maximum motor duty cycle. 

Using the hardware and software systems developed in conjunction with system 

identification, two control algorithms were researched and developed. Input shaping was selected 

for collective control, based on its suitability for rapid rest-to-rest movement with low residual 

vibration. A model-referenced, gain-scheduled feedback approach was selected for cyclic control 

because of the non-linear nature of the system and requirements for reference tracking.  

Input shaping uses the impulse response of a system with known parameters to develop a 

control profile which cancels its own vibration through destructive interference. The dynamic 

parameters used for input shaping were selected from system identification under several 

collective profiles. Results showed a typical reduction in vibration on the order of 92% with 
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decreasing effectiveness as the magnitude of the desired maneuver decreased. The cost of input 

shaping is an increase in the input profile actuation time of half the natural period for a simple 

input shaper and a whole natural period for a robust shaper. The impact of this increase in input 

profile actuation time was investigated by comparing an input shaped profile to an input profile 

that was simply smoothed over the same increase in actuation time. The actual reduction in 

vibration using input shaping rather than smoothing varied by the length of the input profile, but 

as high as 79.9% reduction over smoothing was seen. 

The cyclic control algorithm made use of the set of identified systems based on input 

magnitude and frequency to develop a lookup table for root to tip gain. This lookup table did the 

brunt of the work for deciding control input and acted as a model for expected system output. 

The discrepancies between system output and model output were corrected by using a windowed 

running mean and running RMS. A single period was shown to be the ideal size of the window 

for both mean and RMS control. The mean control attempted to drive the center point of 

oscillation to zero, and the RMS control accounted for discrepancies between predicted and 

actual magnitude of oscillation. The RMS control was cumulative, effectively making it an 

adaptation of the model. Gains of 0.2 and 0.01 were selected for mean and magnitude control 

respectively. Mean control demonstrated an ability to drive the mean value to zero in under 20 

seconds even with initial angles up to 60 degrees. Magnitude control delays its start to allow the 

system to settle before attempting to correct for discrepancies. For all magnitudes of oscillation 

RMS control was activated at 40 seconds in. At this point the model already had the systems 

oscillating within 90% of the desired magnitude. In under 20 seconds, magnitude control pushed 

the system the final 10% to the desired angle of oscillation. 
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6.2 Future Work 

The primary work of future studies in this area should be to investigate multi-bay 

dynamics and more complex control algorithms, as well as moving toward even more realistic 

flight hardware. All analyses and control in this research focused on a blade with a single 7 meter 

bay. A complementary study would be to look at a multi-bay system. This could be achieved by 

adding battens to the existing system. Every batten adds a degree of freedom and another paired 

mode-shape and natural frequency. The system would then lose its dimensional analogy with the 

real system, but it would gain insight into the multi-bay dynamics, and weights could be added to 

attempt to match the dynamics. There have been many studies on the modes of the heliogyro 

blade that have been verified with FEA and experimental root vibration testing. This apparatus 

would allow for experimental control of a macro-scale blade. 

6.2.1 Photogrammetry 

A multi-bay system would need multiple targets, two for each batten. HSV filtering is 

capable of handling this up to a certain point. Eventually the distinguishable difference between 

colors will run out, so a more complex filtering method will need to be implemented. Hu 

moments could be helpful here as mentioned in the body of the report. For other methods to be 

effective however, it has been determined that there will likely need to be some form of optical 

zoom implemented. For targets that are very close to the camera, a geometrical transform will 

likely be necessary to extract twist angle information. This was able to be ignored in this 

research, because of the viewing angle of the camera with respect to the plane of rotation. 

Additionally, it is possible that one bay could obscure the other bay depending on the pitch 

profile and the camera position. In this case it would be useful to have an estimator of the target 

location. A Kalman filter is recommended as a starting point for this process. 
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6.2.2 Instrumentation 

The goal is always to move toward more realistic flight hardware until as close as 

possible to realistic on Earth is achieved. This research has furthered that but steps still remain. It 

is currently still tied to a desktop computer, but this is no longer necessary. The desktop is only 

being used as a platform for the Python script and as an Ethernet port for the camera output. 

Many micro-computers are capable of completing this same task. A Raspberry Pi, Beaglebone 

Black, and Intel Edison could all serve the same purpose in a flight-like package. Additionally, 

the serial communication between the Arduino Uno and the computer has been useful, but is a 

limiting factor in that the communication is one-way so the Arduino cannot be used to monitor 

data while it is receiving information from the computer. This creates a necessity for a more 

advanced communication protocol and/or a more advanced data acquisition system. Another 

limiting factor in this experiment was the lack of an absolute encoder on the motor. Motor 

position was back-calculated from motor speed, and introduced some uncertainty in position. 

This step is crucial for validation of root position for control. Maxxon makes dual-shaft motors 

with absolute encoders, or a custom encoder could be ordered or made. 

6.2.3 Control 

The control algorithms used were effective and demonstrated the system well, but there is 

room for further development. Input shaping showed excellent response for nearly rest-to-rest 

motion, but was open loop and could not guarantee that the system settled on precisely the 

correct angle. Additionally an open loop control provides no disturbance rejection. Closing the 

loop with an appropriately tuned feedback controller, would allow the input shaper to command 

the majority of the movement and let the feedback controller focus on disturbance rejection and 
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stability (Singh, T., and W. Singhose., 2002). Input shaping can be easily adapted to work for a 

multi-bay system as well. It can account for multiple frequencies, tuned to the dominant modes 

of the system, either by convolving the pulses for two different frequencies together before 

convolving with the input, or by solving the set of equations that cancel the vibration for two 

frequencies simultaneously (Singer, N. C., and W. P. Seering., 1990, "Preshaping Command 

Inputs”). 

The cyclic control method currently uses the same set of starting system models every 

time the program is run. The model will then account for any discrepancies between itself and 

the real system with feedback, but these corrections are lost whenever the system starts over. A 

truly adaptive controller should learn from previously trials and update its model so that the next 

time it runs, it will have a better model. That is the next step with the model referenced adaptive 

control. It is difficult to say whether this exact control style would be effective for a multi-bay 

system, but the general method of identifying a set of linear systems and using them as a gain-

scheduling table should prove to be effective for oscillatory control. The flaw is that it requires 

data for each of the input profiles, so it can only be trusted up to the length of sail that can be 

tested on earth. There are many other available reference tracking control algorithms that could 

also be investigated. 
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APPENDIX

COMPUTER SPECS 

 RAM = 32 GB 

 64-bit OS 

 Windows 7 

 Intel Xeon CPU E5-2640 2.5 GHz (2 processors) 
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A.1 Image Basics 

 The building blocks of video processing are images, and the building blocks of 

images are pixels. Resolution is defined by the number of rows by the number of columns of 

pixels in an image. The camera used for the experiments below has 2048 x 1536, or 3 megapixel 

resolution. Cameras can be set to down-sample their resolution but not the other way around. 

Exposure is the amount of light that is incident upon the light-sensitive element of the camera 

and is measured in the amount of time the aperture is open. It controls the perceived brightness 

of an image. Additionally a video camera will have a data transfer rate, and a frame rate. The 

data transfer rate, frame rate, and exposure are logically linked. If you want to shoot at a higher 

frame rate, you eventually run into a limit where you have to start sacrificing exposure time and 

vice versa, but no matter the exposure time, the frame rate is ultimately limited by the data 

transfer rate of the camera. Focus is the final camera property to be covered here. Cameras have 

a focal length that determine at what distance the image is ideally, or sharply, displayed. The 

camera can only be tuned for a single distance at a time. To display color images the camera 

records three values for each pixel and the computer displays them as RGB – red, green, and 

blue. It is important to note that there are many other color models available and using them 

effectively is crucial to success with videogrammetry. The HSV and CMYK models were 

particularly important in this research. Generally the pixel values are recorded in 8-bits so they 

take on values of 0-255. Thinking of an image as a matrix with dimensions 2048 x 1536 x 3, and 

a video as the time extension of this matrix stack, allows for the application of powerful 

mathematical concepts that are the tools of videogrammetry. 
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A.2 Color Models 

Color palette representations are a crucial part of video processing. The three main 

models that were used in this experimentation were RGB, HSV, and CMYK. A brief description 

of each model and its uses aids in the understanding of the applied techniques. 

A.2.1 RGB – Red, Green, Blue 

RGB is the most common color model. It is used as the basis for televisions, computer 

monitors and most cameras. It is based on the human perception of colors and attempts to give 

good color range while still being simple to display. It is an additive color model, meaning that 

the perceived color is the addition of each r, g, and b component. The image below is a 

representation of the color mixing. The RGB model lacks when it is desirable to de-link a color 

and intensity value, for example when tracking a colored target. Yellow is defined by a ratio of 

red, green, and possibly even some blue. To increase the intensity value or account for an 

intensity range the values of all three of these must change but the ratios must stay similar, which 

can be a complicated process. Additionally, white will show up as no matter which color filter is 

being utilized. 

 

Figure A.1 Demonstration of color mixing for RGB. (“Colorizer.org”) 
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A.2.2 HSV – Hue, Saturation, Value 

The HSV color model also defines a color space based on three parameters, but it is 

slightly more complicated. The hue represents the color type and is mapped to an angle of 0 to 

360 degrees. In some programs, this range is 0 to 180 instead so that it fits in an 8-bit data type. 

Such is the case with the software used in this research. The saturation is how much of the 

chosen color is there. It ranges from 0 to 100%; 0 being no color and therefore some shade of 

gray, and 100 being the most intense that a color can be. The value represents how far from black 

to white the color would be if it were grey and is measured in a percent from 0 to 100 just like 

the saturation. HSV is useful when isolating a single color. That color range can be controlled 

with only hue, and ranges for saturation and value can be tuned for different noise and lighting 

conditions. Figure 2 is a representation of the HSV color model. 

 

Figure A.2 HSV color model depiction. (“Colorizer.org”) 

A.2.3 CMYK – Cyan, Magenta, Yellow, Key (Black) 

This color model is really only used in one application – printing. It is a subtractive 

model that is based on the effect that light absorption has on our eyes. It is subtractive because 

paper is white, containing all color information. So to be able to create color on a white surface, 

all colors must be subtracted from that surface until only the desired color remains. Each of cyan, 
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magenta, and yellow range from 0 to 100% and combine to make the desired color. The key, or 

black ink, is to reduce ink consumption for the most common color in printing, black. 

Unfortunately, CMYK cannot accurately produce every color in the RGB spectrum which is why 

the printed color does not always match what is seen on a monitor. Figure 3 is a representation of 

the CMYK color model. 

 

Figure A.3 Demonstration of subtractive color scheme (“Colorizer.org”) 

A.3 Tracking parameters 

There are many parameters to keep in mind when comparing different state sensing 

methods or computer vision algorithms. Listed below are the parameters by which the computer 

vision algorithms were compared. 

1. Speed – The computer vision algorithm adds a layer of processing above and beyond 

simple video streaming. This processing can add up to a significant amount of time in 

certain algorithms. For the process to be in a live environment it cannot slow the system 

down past its Nyquist point. Ideally it will be much faster than the minimum. 

2. Tracking style - Does the algorithm track specific targets along the way? If so how many 

can it track, and does increasing the number of tracked targets slow it down too much? If 
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it does not track targets, how does it track state information and at what discretized points 

can this information be gathered? 

3. Distance – At what distance does the algorithm become unable to return state 

information? 

4. Resolution – How does resolution of the camera affect the tracking algorithm? Does the 

camera need to be perfectly focused to work appropriately or can it be used in a looser 

situation? 

5. Accuracy – What kind of accuracy does the algorithm provide? Primarily angular 

accuracy is measured. 

6. Robustness – How susceptible is the algorithm to misreading or losing track of what it is 

supposed to be measuring? 

A.4 Image processing terms  

Segmentation – the process by which all pixels belonging to a single group or object are 

classified as the same. Also known as separating the foreground from the background. This 

generally takes the form of a binary image with the desired object marked as a 1 (white) and the 

background as 0 (black). 

Region of interest (ROI) – making a cropped copy of the original image and discarding 

the remainder. This is useful when the general region of an object to be tracked is well known. 

The ROI can be selected to exclude certain background features and allow for more finely tuned 

tracking parameters than would be possible if the entire image was considered. Selecting a 

region of interest has the added benefit of greatly reducing the number of pixels that a particular 

algorithm needs to act on, potentially increasing the speed by the area ratio of the ROI to the 

original image 
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Kernel – A small, generally odd but symmetric matrix (3x3,5x5,7x7,…) that is used to 

filter an image. It is passed over the image and for each pixel location a mathematical operation 

is performed between the kernel and the pixels that it overlaps and the result is stored in that 

pixel location. 

Contour – The outline of a segmented shape. There is one contour for every separate 

shape in a binary image. 

Mask – The binary result of segmentation. 

A.5 Image processing techniques 

Thresholding – The process by which an image is converted to binary for segmentation. 

This is generally seen with gray level images. The process can be complex but in most cases is as 

simple as, choose the threshold limit and all pixels darker than that limit are converted to 0 and 

all pixels brighter than that limit are converted to white (inverse thresholding is also possible). 

Color conversion – Every color model has a mathematical conversion to other color 

models. Of primary interest are conversion from RGB to HSV for tracking, conversion of any 

model to gray level for thresholding, and conversion of RGB to CMYK for assuring that colors 

printed match the colors on screen. 

Edge detection – Since the pixel values have both location and value they derivatives can 

be taken across the image. This concept is used to detect edges in the image and the process is 

carried out by the discrete realization of derivatives. A small kernel is used here that, when 

convolved with the original image, produces the effect of a derivative. An edge in an image is 

logically described as a rapid change from one color to another (assuming that the edge is not 

between two similar color and intensity objects). This will show up as a large difference in pixel 
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values and when the derivative is taken, the result will be high values where the image changes 

quickly and low values where it is constant. Two of the most popular methods for edge detection, 

and the two used in the research, are canny edge detection and the Laplacian of an image. 

Hu-moments – Once an image has been segmented and has yielded one or more white, 

binary shapes on a black background, properties of the shapes can be found. One of the most 

useful techniques is a moment analysis of each object. Not only can the moments be used to find 

the area and x and y centroids, but they also have the added advantage of being size, and rotation 

invariant. This relationship can be taken advantage of, such that even a target that is changing 

size (by its distance from the camera changing) or rotating can be accurately tracked and 

uniquely distinguished as long as it maintains its shape and there is a good example of that shape 

to compare it to. 

Hough line transform – The Hough transformation is a voting procedure that allows for 

statistical completion of broken objects. In image processing it is rare to be able to detect a 

perfect, unbroken line or circle. It is more common that while the general outline of the shape 

will be seen, there will be broken edges or non-conformities. The Hough line transform and 

circle transform provide a statistical way to select the “goodness” of a particular shape. The line 

transform returns the angle of the line it detects and the distance of a line segment that passes 

through the top left corner of the image and is orthogonal to the detected line. These two 

parameters uniquely identify each possible combination of position and orientation. 

Template matching – Template matching is a process by which a template image takes 

the place of a filtering kernel and is convolved with the original image and, for each point in the 

original image, some statistical metric is used to determine how well that template matches the 

region of the original image. The most common metrics are normalized cross correlation and 
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normalized squared difference, though there are others. Due to the number of computations 

required for this tool, it can take a significant amount of time to complete, which affects its 

application to live systems. Template matching is not inherently size or rotation invariant, 

meaning that if a target twist to a different angle, then it increases the error in the correlation. 

This can be mitigated with clever target design but could still pose a problem. Template 

matching also converts the images to grayscale before computing the correlation, which means 

that differentiating between targets would require uniquely patterned targets as opposed to 

colors. 

Difference imaging – There are many versions of this method, but in the most common, 

an initial frame or an average of the first n frames is captured and then every frame in the video 

has this average subtracted from it and the absolute value taken. For static cameras with mostly 

static backgrounds this technique is very useful for detecting movement. It is, however, prone to 

noise, a fact which has caused some development of algorithms that use a moving average of the 

last m frames.  

Histogram backprojection – Image histograms plot the number of each intensity pixel for 

a given color in a color model, generally RGB. Histogram backprojection uses the histogram of a 

template image to seek similar color and intensity patterns in an image. 

Filtering (Gaussian, mean, etc.) – A kernel is defined that that will perform the desired 

filtering on each pixel region. Filters are useful for noise reduction, for smoothing out 

nonconformities in objects, and as preprocessing tools in many tracking algorithms. Filtering 

works only on gray level images. 

Morphological processing – After a binary image has been created, the above filters will 

no longer be useful. For binary images, morphological processing is used to reduce noise, and 
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clean up images instead. The two basic morphological processes are erosion and dilation. A 

kernel is created with 1s and 0s in a desired pattern and that kernel is passed around the edges of 

a contour. Dilation passes the center of the kernel along the outer edge and wherever the 1s of 

the kernel encounter a 0, it is converted to a one. Erosion encloses the kernel completely inside 

the contour and draws a new contour defined by the center point of the kernel. Two more 

processes are known as opening and closing. Opening is erosion followed by dilation, and 

closing is dilation followed by erosion using the same kernel. 

 


